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Heidi Schlueter:
It looks like we are at the top of the hour. We will get things started. Once again, thank you everyone for joining us for today's VINCI Cyberseminar. Today's session is on the SAS grid, background, and introduction. Our presenter today is Kevin Martin. Kevin has a Bachelor's degree in Mathematics from the University of North Dakota, and a Master's in Statistics from North Carolina State University. 

After several years of SAS programming and several computer support duties at his university, he joined the VA in 1997, and initially worked inside the National Performance Data Resource Center as a data processing analyst. He transferred to the VHA Support Service Center Group in 1999, and was the Head SAS Programmer in that office until 2010, at which time he was recruited by the Office of Information and Technology to oversee the new SAS/Grid analytic computing platform planned for their centralized computer computing system in Austin. He is approaching 25 years’ experience with SAS software and joins us today from his home office in North Dakota. Kevin, can I turn things over to you?

Kevin Martin:
Okay, thank you Heidi. I just want to make sure if somebody could take in a chat message just to make sure I am being heard okay?

Heidi Schlueter:
We can hear you just fine.

Kevin Martin:
Okay, great. I am going to go right into my slide deck. I have got about I want to say a dozen slides that I just want to go through. To give a little bit of a background on SAS experience not my experience, but the user's experience as well as why the SAS grid was chosen by VA leadership as the solution for analytics. After I kind of give that background, we are going to go into a live demonstration of how it can be used. A few very simple examples; and then hopefully, we will turn it open to Q&A that you will be typing into the chat session as Heidi mentioned. 

Today, I want to talk a little bit about your SAS exposure and your background from a general user's perspective and not from my perspective. But generally how I see people see SAS as a whole; and when they come into the central environment that is the VINCI platform. Why SAS does not always necessarily run as they are used to seeing it on their local desktops. We are going to talk about why the Grid was chosen as the solution. The pros and cons of when you compare Grid against kind of a desktop or even a server based solution. 

Then lastly, we are going to demo the platform. There are a couple of different applications that kind of go into supporting the Grid. We will get into those a little bit more later in today's talk. From a user perspective, when you first get exposure to SAS, the majority of the time, it is probably on your local desktop. Somebody comes in and installs it. Now, this application is technically referred to as SAS Display Manager. I will use the DM acronym for that in some of my postings here. People often refer to this as either PC SAS. Or, people would even call it Base SAS. 

The technical term is Display Manager. Because that is the interface that you do. You use it to write and submit your jobs. Generally, everything runs locally against the machine that you are on. For the most part, once you start getting results, you think hey, I know what I am doing. I am used to working in SAS. I understand it. I am able to leverage it in my work. It is all well and good. As you get exposure into the VA and you need access to larger data files; a lot of times users then got transferred over to the Austin mainframe, which was not necessarily kind of a GUI_____ [00:03:52] client. But it gave them exposure to SAS running on a larger system that had a lot of computing capabilities. 

You did have to log into a TSO, or a time-sharing option environment. Then the code that you ran was basically batch jobs that had job control language, or JCL syntax admitted to the top of it that made it probably a further learning experience for you. Now, occasionally some users do begin immediately running SAS on a server. But the majority of the time that display manager tool is still kind of the client application that you see that you experience in that environment. 

Because essentially SAS on a server is kind of a glorified desktop. You gain access to more CPUs, more memory, generally more storage. It just runs faster and better. But for the most part, the application that was in front of you looks something like what is on my screen right now in that this is the Display Manager interface. It has been around a long time. It is still out there in certain flavors. The problem is that when we went to the Grid, we did not use Display Managers, the interface. 

A lot of people when they come in; and we try to get them to convert. They are very hesitant to realize that SAS can run in a lot of different flavors. SAS, the strength in SAS is not really in the interface. It is a tool that you use to gain access to your data and run your analytics and so forth. But real power in SAS is when the code that you bring or the process that you have developed actually gets submitted. When you click on that little run button that is when the power of SAS really comes into play. 

What happens in the background is really the heavy-duty lifting. What we are trying to impress upon people is the SAS Grid; even though the interface might look a little different. But because we are using a different client. When you click on that run button, you have the full capabilities of all of the modules that we have licensed in the Grid. That licensed module list far exceeds what is on kind of the current Windows flavors that you find out there in VINCI. Therefore it is a better and more robust environment to work in. 

I bring this up because I do not want people to get tied into the interface too much. Because SAS can run in a lot of different ways. It is not necessarily the interface that does the work. Now, I threw in a screen capture just to show you what is. For those people who have been on the mainframe, maybe it is an appreciative from people who have never been on the mainframe. This is kind of what the environment looks like. You have a very basic 3270 emulator package in front of you. It does not have a lot of GUI capabilities. 

You just have to go in there and do a lot of typing. You can use your up and down arrows to move around this screen. Maybe a couple of function keys to cycle through some of the screens; but nowhere near what a regular Windows package would enable you to use as far as mouse clicks and so forth. The slash is out in front of some of those displayed lines. That is the JCL that I referenced earlier. Then as you get a little bit further down in the script, you start to see your regular SAS syntax and option statement, and title statement, a filing statement, and the beginning of a data set. But of course, the screen could only hold so much information. I would have to use the tools and TSO client emulator package in order to cycle through the screens to get to the remainder of the script. By no means sexy, but functional; and it gave you access to all of the power of the mainframe, so, a viable solution. 

The server advantages of SAS – when you start on a desktop and you suddenly go to a server. I mentioned this earlier. You generally you get more CPUs. You are going to get more RAM. They are going to have a lot more memory installed on that system. You are probably going to have access to a lot more storage directories. It is kind of a win-win situation. You get more data. You need more computing power. It grants you those capabilities. You can have multiple users on one system. Therefore SAS only has to be installed on a single location. It is kind of easier to maintain that instance of the product. 

Some of the downfalls of that is as the CPU counts go up, SAS charges you more. They are in it to make money even though they are trying to help you. They are a for profit business. They are doing very well. Because they have a good product. As everybody's computing powers increase, they just continue to charge higher and higher rates. That is certainly would have been in their realm to do that because they are for profit. A negative of the server is it is only one server generally. If that server experiences hardware problems or something of that nature, it is a single point of failure. If it goes down, everybody is offline. 

If the server gets so busy that you realize it is not accommodating your current user base, in order to improve on that, you basically have to increase the size of the server; which is loosely referred to as a Scale-Up solution. You basically double the number of CPUs and increase the RAM, and maybe introduce more storage. But as soon as you double the CPUs, guess what? SAS charges you more. It kind of ties in together with the first bullet. Why was the Grid solution chosen? The VA leaders that were setting up VINCI, they knew that they wanted to have this computing environment where a lot of researchers would be coming in and out. 

They expected that environment to grow. They knew that they could not just continue to double the CPU usage on a single machine. SAS proposed their Grid solution, which rather than one server, is a series of servers that are all running the same software. There is a central load distribution, kind of a load balancer sitting in the middle of this and keeping track of which servers are busy versus which – I should not even say servers; which CPUs are busy versus other ones that are idle. It sends the incoming work out to the least idle – or the most idle machine, rather. 

The beauty of this is you can start to add additional CPUs at a small rate rather than having to double the individual machine. You can just add another little say_____ [00:10:51] server and not take a huge hit on your costs supporting the newer environment. If problems do occur on one of those systems, you can pull that machine out of the pool and just not send any future requests to it with no impact to the users. Most of the Grids out in the world right now that SASers are selling to their customers, over 90 percent of them are running Linux as the operating system. 

The reason that they do that is Linux is just ideally designed to work in a clustered environment where there is a lot of things going on. It can keep track of processes running on multiple machines. Where the storage is located and things of that nature. That is essentially kind of what our Grid environment is. Linux is kind of the recommended environment. That is what we ended up eventually going with. That is kind of a new environment to a lot of people. It does not necessarily hold you back on your work. But you do have to understand that there is a little bit different things going on with the operating system that were never there when you were running on your local Windows desktop. Because Windows tends to mask a lot of the things that you cannot necessarily get away with in a Linux environment. 

Now, also within the Grid, there is the concept of SAS metadata, which is kind of a central repository that allows administrators such as myself to customize the environment for different sets of people based upon what their needs are. You do not get that kind of functionality if you go with just say a straight desktop environment. Everybody, you would have to be customizing each individual desktop. That becomes counterproductive very quickly. When you start to compare the grid against say a server – a single server solution SAS, I kind of used a color-coding scale on how I rated some of these topics. 

I did not see anything negative, truly negative, which is the red elements on the Grid side. There is a couple of yellow environments, yes, on both sides. But on the server side, the Scale-Up environment with the licensing costs, that is a huge thing. Because in order to continue to maintain the ever growing environment, you basically have to double the size of that server. Then the costs go up and so on, and so forth. 

The other big thing, which we decided earlier is as soon as that one box starts to have problems, then everybody is affected. It is offline. Nobody can use it. Those are two big strikes against deploying SAS on a server by itself. I am not going to go through all of these. I just wanted to kind of highlight the two red ones. What is the grid kind of look like from a high level overview? This screen capture was taken, I want to say a couple of years ago. Or, it was developed a couple of years ago. 

There are a couple of the server addresses on here that have changed slightly. Unfortunately the product that was used to create this slide, I think it was MS Visio. That license has since been dropped for the developers at VINCI. We could not update the slide to make it current with all of the server addresses. But the concept is still there. I just want people to understand the concept and not necessarily pay attention to the server addresses that are mentioned. 

You as a user are this kind of central glowing highlighted server. My mouse is hovering over that. Hopefully you can see my mouse. This is the environment where you are kind of coming in and launching your connection into the Grid. This is your client application, which is generally going to be either Enterprise Guide, or possibly Enterprise Miner, or some, even the GSUB environments. This is essentially – if you're in VINCI, you are logging into the_____ [00:15:07] server for those people who have used our environment before. Or, if you are on an operations server, you might be on App 15. This is kind of your client application. 

The vertical dash line that goes down, kind of, not the middle of the page. But it goes down the page. That is the VINCI firewall. We have actually taken our Grid license and split into two smaller Grids. On the right-hand side, everything is to the right of the dash line. That is VINCI environment where only the researchers can do their work as well as any operations folks who might happen to be dealing with the CMS Medicare data files that come from the Mac organizations. 

Those have to be secured behind a firewall, part of the agreement with the Mac. That is where we put them. That is why they stay there. Any data that is to the right – that is behind that firewall, stays behind the firewall. You cannot get it out through any of your SAS work. Anything that is to the left is the operations Grid. Those servers can technically go out and communicate with any other remote system that exists in the VA, be it a storage device, or another SAS session, or some remote SQL environment. 

Whatever it is, there is no firewall protecting that other environment. That is for VA operations groups only. The non-researchers, kind of the day to day workers. The category of some of these symbols are when you see this block of two kind of five server stack on each other and on either side, those are the Grid, the working nodes. When a request goes over to say the VINCI secure Grid, your session logs into one of those five servers. 

That is where your work is going to occur. It is essentially a machine that is dedicated and running SAS, doing nothing but SAS. It is running under your account. The job can handle whatever code you have sent against it. In that environment, you can see that because there are five boxes there currently, if one of those boxes starts to have problems like a memory card goes bad. We can pull that box out of the pool without any impact to the users. Then the other four boxes just pick up the load. That is essentially the beauty of the Grid right there. 

Occasionally, if we have to update the operating system, we will have an announced outage where we are saying we are doing maintenance on some aspect of the Grid. But that does not happen very frequently. What does happen quite a bit is probably once a week, there is a node where we will pull the node out of the Grid. Nobody in the community is even aware of it. Because we realize that there is a problem there. We can just make the definitions to run all of the requests to the other nodes. It is seamless to the users. It is a very nice solution in that regard. 

Down in the lower kind of lower left panel is this icon that is mentioned. The name underneath it. I am not sure if it is easy for you to see. But my mouse is over it right now. This is a NetApp storage device. The beauty of Linux is it allows this storage device to be seen as a local device to all ten of the nodes. Local storage means fast I/O processing. The processing times on our Grid are between four and five times faster on average than what we are seeing on any of our Windows boxes that we also support across various servers for OI&T. Simply because of the fact, that device, while it has a huge storage array on it; the fact that we are able to define it so that it is local really improves the throughput times. Running faster is always better in my opinion. 

That is another strength of the Grid. Just to show you a quick list of the modules that we have licensed on the Grid. Obviously base SAS, you cannot run anything with SAS unless the base or the foundation module is there. That is going to be there in every license. The other red item, SAS Connect, Enterprise Guide; and then I have got it listed at interface of Microsoft SQL server. Technically that is the interface to OleDB on the Windows systems. But it does the same thing. 

The red items are what you find in the Windows installations behind the VINCI firewall. All of these other components, if you want to run anything where you are interested in any of the stat procedures. Or, you want to do some time series. You need the ETS component, things of that nature. You have to go to the Grid. Because that is where the component is licensed. Obviously, that is a very big list that would make a lot of statisticians and a lot of heavy data users quite happy. 

You can see why this centralized environment is kind of the environment that is catching a lot of new users coming in. I am going to jump my screen over to the live demo. I am right out about pace. I wanted it to be at about 120 when I went to this. This is one of the servers behind the VINCI firewall. It contains the Enterprise Guide 7.1 software installed on it. It is basically one of the few applications that are living on this particular server. Because it does get a lot of usage. VINCI tends to install their various applications on different servers so that nothing gets overloaded. 

The first time you come into the Grid, we have documented approaches on what you need to do. The first thing that you must do is not even log into a SAS client. We want you to log into a secure FTP client. That is this WinSCP application. I am going to double click on it. You will find this. This is on the VINCI desktop by default. It is there for everybody. You will get a little dialogue box that comes up. 

Now, I have already got a defined profile. But essentially, if I wanted to start with a blank one, I could just do new site and then type in the server addresses. Our documentation has the server that we are trying to connect to. When I choose my existing profile and supply my case sensitive password to my active directory account, the application is going to come up. It is going to look very similar to this when you first open it up. 

On the left-hand side is your Windows directory. If I looked at this drop down list, I see the various drives within VINCI. I see the J drive. I have seen an O drive. I am currently on the P, drive. These are all the things on the P drive that we are used to seeing. Your list is not necessarily going to be as robust as mine. You may not see all of these subfolders. But that is because the account that I log into has full permissions; full re-permissions to all of these folders. That is why I am seeing them. 

Your list, chances are it is going to be a lot less. It is just going to be the DART projects that you are approved to see. That is fine. Because you are really only_____ [00:23:02] in the ones that you have to deal with. It is probably easier to navigate than all of these. I have to go through the entire list when I am supporting and looking something up. It takes me a little bit longer because I have to cycle through the alphabetized list to find some. 

The right-hand panel is a pointer that is showing the direct restructure on the remote Grid system. That is that NetApp storage device that I mentioned a little bit earlier. By default, the first time you come in here, you are going to be in a directory called U, slash, and then your particular user ID. The reason that we have you logged into this environment is two-fold. The first is to create this particular user folder. Because when the SAS jobs go to eventually one; if this folder creates this, then it will run in this environment. 

You will be able to see all of the data elements that you have privileges to see out on the other systems. If the folder does not exist, the SAS job ends up running under like a guest account. The session will technically still run. But the account is not going to have privileges to see anything. If you cannot gain access to where your data files live, then SAS really is not much good to you. This application gets around creating that folder the first time. It solves that problem for us, number one. 

The other thing that it does is after you are in this space; this is not a thing that you are necessarily going to use. The SAS applications in the background will use this folder. However, if I go back up to the root directory; and I use that with this little drop down dialogue box. There is a data folder in there. 

Then I am going to just demonstrate say the DART folder. There are various storage folders. If I go into any one of these fiscal year folders for DART. I will just do 2016, the current folder. Here is a list of the various DART projects that were created in 2016 when they were approved by the ORD office. They have also asked to have the space inside of the Grid environment so that they can store any permanent SAS data files that they create. 

This is that local storage that I mentioned a few minutes ago in that you begin to write things immediately to any of these folders from inside of your Grid sessions. Because the storage device is local, it writes, reads and writes very quickly. The other nice thing is the storage device out of the box, it gave us 73 terabytes of total capacity. For that reason, we do not limit any of the individual projects to say that you can only use 100 gigabytes or 300 gigabytes of potential storage in your work. 

I am sure anyone who is familiar with VINCI has probably heard that phrase. You are given a limit on the VINCI storage directories that they give you on the P drive, and the O drive, and the J drive. That is not true on the Grid size. Now, we are monitoring overall consumption. If we see that some project kind of tends to escalate beyond what we feel is reasonable, we go and we will meet with that group; and maybe look at their files. See what can be done to kind of clean up some of that stuff. There is a lot of little different techniques that are available to minimize files that users are not necessarily aware of. We help to implement that to then bring things back down to where they are kind of manageable. We do not place any limitations. But we do monitor it. I will say that.

The DART is where the researchers go. There is also a subfolder back under data for operations. Actually, in this environment, I am only showing you a few of them. These are just the ones of that have been turned on as visible. Because I have logged into one of the research communities. But the list is actually a lot larger than this on the operations Grids storage side. These are really using this environment. You cannot write to this environment because I am working inside. 

I am on that right-hand side of that dash line. I am behind the VINCI firewall. I do not have write capabilities right here. But essentially this big storage array gives you a lot of processing power. We just want to bring it to everybody's attention that is one of the other nice reasons for using the Grid. Now, this application WinSCP is technically – it basically functions like a secure FTP client. If I am going to move files back and forth between my Windows directory and some other directory, I can use the capabilities of this software to do that. I do not have to. But it is there for me, if I choose to; or, if I feel like I need to. 

If nothing else, I always recommend to our user base when I sit down with people to have WinSCP open. Because it gives you a visual means to study the storage directories. See where, if you are having trouble locating a particular table, or a file, or something of that nature; it is easier to do it through a visual means such as this. It is very much equivalent to using Windows Explorer. The only problem is Windows Explorer cannot see this particular storage directory because we do not have it networked into the table. It is basically hidden behind the Grid community – behind kind of the security firewall that we have set up with the Grid. That is all I am going to say about WinSCP. I will actually keep this open. Because I am going to do something in one of my demonstrations here in a little bit. 

I am just going to go to that folder. The client tool that we recommend to our user base is not Display Manager. It is Enterprise Guide. A lot of users are hesitant to use this interface. Because if they have seen it demonstrated at any previous SAS talks through some SAS led session, chances are SAS institute has tried to use its marketing to show how Enterprise Guide can be used for your nonprogrammers in your organization. That is technically true. 

The Enterprise Guide tool offers a lot of task wizards, where if you do not know how to write the code, it will attempt to build the code for you. The capability is there for that. It still operates in that regard. We have not turned off those features. However, if you are comfortable writing code, Enterprise Guide also gives you an interface where you can bring up an editor window. When you submit your jobs, you get log windows and output windows. All of those same kind of features that you had in your Display Manager session. Therefore it actually runs very closely along the same lines as what Display Manager did. 

Now, it does not look exactly like the interface but it is very close. You get the functionality of SAS in the background when you submit that job. Therefore learning where a particular button is at is not that hard of a skill set to adjust to. It may take a little unlearning of a previous habit to get used to the environment. But once you know where it is at, it becomes second nature very quickly. We have got between the two Grids that I have talked about. 

I believe the last time I saw it, we had over 800 users who were actually using the system at various times over the last year. Now, they are not all on at the same time. But we have had different users at different times being in there. The method is a proven method. It is not like it does not work. People are just somewhat resistant to change. That is what we are hoping to alleviate with today's presentation as well as future presentations that we are going to have. That we are going to into a little bit more detail. 

Today is just kind of a high level overview. The first time I come to the Enterprise Guide, the first thing that our documentation states that you need to do is click on the hyperlink in the lower right corner. This little – right now, it says VINCI Secure Grid. When I do that, it brings up a connections dialogue box. Inside of the environments, we have set up some predefined default profiles. Depending upon what work you are going to be in, you would highlight that item. Just highlight the item of choice and then click the modified button. 

The stuff at the top as far as the server addresses and the descriptions, you can leave all that as is. You would want to come into the box down at the bottom that has the user slot. You would want to type in both your domain, a backslash, and then your user ID. Then tab over to the password box; and notice that the password box at the start out is protected essentially visually. You would type in your key sensitive password for your active directory account. 

Once you do that, you would save the changes. Then come up, and you would highlight. When you highlight this item, _____ [00:32:48] active button is going to become available. You would click on that to establish the connection to the Grid. Essentially that is connecting you into the main data server. 

That was that bulleted item that I talk about earlier. It is kind of giving you access to the environment in general. You have not actually started up your session of SAS yet. You do that by coming over to the lower right panel. I'm sorry, the lower left panel. It should be on this display by the _____ [00:33:16]. It is going to look like this. If you expand servers, there is going to be an item called SAS App. 

Now, I see a couple of additional things in here because of my admin privileges. The majority of you probably will not see these other items. But SAS App should be there. Assuming you see SAS App, all you need to do is attempt to expand that. As I do that, I get a little hourglass. But what is happening in the background is that is a command the Enterprise Guide is sending over to the metadata server to fire up a new instance of SAS in the background under My user ID that I supplied in that profile credential. It is then going to run that session with all of my privileges. 

Now, if you think about normal SAS when you fire it up on your desktop. It probably takes 15 to 20 seconds depending upon how much processing you might have in an auto exec file and in your network connections and so forth. That is roughly true here. Instead of taking about 20 seconds for it to fire up, because it does have to go through an initialization. SAS offer continues to grow. I think the last time I saw it, there was about five million commands just to get SAS up and running. There is a little bit of processing involved there. 

But once I get the green check marks and the folder expands, this is an indication to me that I have got a hot or running SAS session in the background ready for my requests. I can then go about going out to the system. I can do either…. I can go file, open. I can go out and locate a script with a program. I can locate some existing script on the storage system that I have out there. If I want to start a new program, I can either do file, new. 

Another option that I prefer is this program thing. It is kind of one click instead of two. I can just come in and say new program. All it does is for those people who were comfortable and used to writing code, guess what? There is your editor window just like what you used to have in Display Manager. It gives you the same functionality as you start to type things in here. It starts to color code things. 

Enterprise Guide is getting new and new features all of the time. That is where one of the main applications where their research and development team at SAS Institute is pouring a lot of focus. You see things like this co-generator where it is attempting to help you fill in additional options. Now you can turn that feature off if you find it annoying. I did at first. Then I got used to it. Now, I kind of find it invaluable. I like it. I hated it at first because it was different than Display Manager. 

Now, I do not like going back to Display Manager because it does not give me kind of the code help even though, I kind of, I know how to write the code. It still nicer to type a couple of letters and hit the space bar to have it choose something than it is to type the thing full out. The editor window, a lot of the same features that you found in Display Manager are also available here. I am going to show you. I had started another program a little earlier. 

I am going to just show you an existing program. Notice in this other panel that I can have multiple programs in kind of the same environment. That is essentially akin to having multiple editor windows open in your Display Manager environment. It runs in the same – it functions in the same way. Here is a very simple script where I wanted to create a little bit of output and write it to a PDF file. I am going to use a PROC print to just stream out the results of this small data file that I know out there. Then I wanted to create some univariate stats, some of the generic things; the means and the standard deviations; and throw in a histogram into this process. 

Well, after I have got the code written, there is a run button up on top of the toolbar. It is not a running man's symbol. But it does say run. It should be fairly intuitive to users. If we click on that because I have generated this log and the output in the past, it is asking me. Do I want to replace those results? Generally, I say yes. What that does is it is scratching the previous log and the previous output results. It is starting fresh. You do not have to worry about seeing your log continually spooling in individual results. Some people like that it does that. Other people do not like it. 

There is a way they turn on a project log process inside of Enterprise Guide to have the logs continually spool to a centralized location. If you like that feature in the old Display Manager. I personally – I never liked it. I kind of did not like that. I would always code around it in my SAS scripts. Well, now, I do not have to worry about it because Enterprise Guide cleans it up for me. The job ran pretty quick because there is not much going on here. Notice that it gives you a log tab. This is your log window that displays. This is where we go to make sure that if I needed to debug anything, this is my tool on how to debug it the quickest, the SAS process. 

There is a results tab. Well I had turned off this by default so I am not seeing anything here. The reason that this is blank_____ [00:38:58 to 00:39:01] before I started even though by default, Enterprise Guide is giving me this results tab. However, because I created a PDF file, there is an option to then download the file that I wrote to an external location. Some people questioned which this is. I think this is a very nice approach because what it is doing. 

I have written the file externally to a storage location. I may not want to consume it right away. Enterprise Guide is saving me resources by not automatically streaming that results back to me and forcing it to open. I am saving system memory if I choose not to download this. I can click the download button. Okay, so on this system, I do not have a PDF viewer on VINCI. If I hop back out to another server; because I wrote that file out to a storage directory on our Grid system. Here is the directory path I supplied. Then this is the file name that I gave it. 

Notice that the time stamp – the date stamp is today. The time stamp is from roughly a couple of minutes ago. Actually that is an earlier version. There is a couple of minutes ago. It is now 1:40 Central Time. This is showing 1:38. The servers exists in Central Time. They are down in Austin, Texas. That is why. That is what is governing the time stamp there is the local server where they are installed. 

But because the file exists, I can click on this inside of this WinSCP or this_____ [00:40:41] application. When it opens, guess what? There is my simple PROC print – not a sexy data set at all, but just demonstration purposes. Underneath that is my univariate. There is my means and standard deviations associated with just the one field that I wanted to see, the height of the_____ [00:41:04] they list in their file. Then, there is my histogram as well. In this regard, hopefully everyone can see that regardless of what I do, I can control where I am writing the output. 

Now, that I have got a results file that meets my satisfaction, I can then turn around and share this file or any other colleagues or whatever I plan to do with it be it publishing or running it past my bosses, or whatever. You have now got a physical file that you can take and move back onto the VINCI systems. Use their download capabilities to move that file back to your local systems; then, you can e-mail it off to your colleagues and do whatever you need to do. It does not really matter what procedures you stick inside of these ODS. 

It is going to collect that kind of thing. Obviously, any kind of – if I had to do any kind of data processing capabilities, I would have done that up earlier in the program. For simplicity purposes, I just chose that SAS help file just to demonstrate that you kind of control whatever you need to do in this environment. 

There are other capabilities within the Grid. I am not necessarily going to go into them today. The Grid has the ability. You do not have to use Enterprise Guide. This is the de facto application that we use. The reason that it is nice is that when you connect to the Grid, notice that I basically wrote straight SAS code. I clicked the run button. Well, what happens when Enterprise Guide connects to that metadata server is it recognizes within the metadata server there is a Grid element available to it. As soon as it does that, Enterprise Guide by default is wrapping all of the statements that I submit with some additional lines of code that you never see. It is doing that for me automatically. 

That is one of the nice things that we like about why we also say that Enterprise Guide is the right solution to our users. Because if we put them in Display Manager, you would have to add those five additional lines of code to the top and the bottom of all of the scripts that you wanted to send off to a Grid environment. That can get kind of cumbersome after a while. Whereas in this environment, you write your regular SAS code. The application does it for you. You still get all of your results. You do not have to worry about those additional statement management pieces that – if they are wrong, then you are going to have problems with your code. 

You can also take scripts that you have developed and submit them in a batch mode where you do not necessarily – you can just write the scripts with any kind of editor of your choosing. It does not have to be inside of a SAS tool. It can be as simple as notepad. After all, there is nothing special about this syntax. It is just statements in a file. I could write it in notepad and submit the jobs off to be a batch job. The results would still get generated. I would not have to worry about sitting around for the interface to let me know that things were done. That is a very valuable tool when you have got code that you want that is fully developed and vetted out. You know it works. You want to run it say on a monthly schedule. Maybe not so much and it does not necessarily apply to research community; but for the operations staff who might be out there listening. 

The batch process and capabilities are very nice. That is actually kind of how I do a lot of my stuff. I use Enterprise Guide to develop the initial script and make sure that everything is working. Then once I have got a copy of that script saved somewhere, then I just use the batch processing to send the job off. It runs. Then the job finishes. It closes that session when it is done automatically. We also have the Enterprise Miner software license to run against the Grid platform. 

I believe that is going to be demonstrated in a future month by Mark Ezzo. I am not sure if it is coming up in August or September. I do not know if his schedule has been 100 percent set yet. But it is coming up. That is going to be a future presentation. That is all I am going to say about Enterprise Miner. But again, a very powerful tool for data mining capabilities. It works very nice against the Grid. Because the Grid has the ability to do parallel processing. 

I am going to pop back out and just show my last slide. There we go. We are_____ [00:46:07] down to the end here. In the wrap up, there are a couple of contact places to go. If you have SAS questions or Grid or even just SAS questions in general, I would contact the first e-mail group. I am a member of that group. There are a couple of other people on there as well. I had mentioned Mark Ezzo. Tony Sulette, he also helps us in our support duties. If you are on VINCI and you are having trouble accessing the system in general, we can try and help you. Although that is not really our specialty, the networking part of it. 

We suggest that you contact VINCI. Basically just say hey, I am trying to log into the VINCI desktop. But nothing is working for me. As soon as you mention the SAS keyword, their helpdesk are basically going to reroute the ticket to us. We will kind of help it get rerouted to the right people. But it does slow the process down. If your problem is that SAS is not doing what you expect, then by all means, mention that in the ticket. If your problem is that you want to run SAS, but you cannot get onto the system, do not mention the keyword SAS. Because there are people who key in on that. They immediately think the problem is SAS. 

But in actuality, a lot of times it is really a network issue. The documentation that I mentioned; the VINCI Central has these five for SAS documentation. There is a document that says Grid, Where to Begin. That is the title of it. I would recommend that is where everybody starts who wants to venture into this environment a little bit further. It is a very high level overview of the other documents that exist on the site. It kind of says I am interested in doing this. Which documents should I read? Or, I am having a problem with this. Which document should I consult? 

We do have a separate Share Point site that has a lot more Grid and overall SAS documentation. That is listed there as well. It is basically the original version before VINCI Central started updating all of their things to the latest HTML version. Then last but not least, there is a VA SAS users group out there for people who like SAS; or not – and have possibly attended a SAS global forum or something of that nature in the past. We have a virtual group in the VA that meets once a month, every third Wednesday. 

That is our Share Point site that contains all of information on the previous presentations that we have done. That have been presented as well as contact information, either myself or Trang Lance who is our current president. Things of that nature are out there. If you are interested in becoming a member and just watching a lot of those presentations, that is a good link to follow. With that Heidi, I think I am going to…. I believe you said you were going to collect any questions and then ask them to me? I will try and do that now.

Heidi Schlueter:
 Great. We do have a couple of pending questions. For the audience, if you do have any questions, please use that question screen in GoToWebinar to submit those into us. The first question we have here. What if your PIV enforced and no longer have an AD password?

Kevin Martin:
Okay, a very good question. Yes, the PIV system is being forced down everybody's throat. Because our Grid is deployed on the Linux operating system, Linux is not able to currently authenticate with the PIV system. There is a natural form that is out there where you can request an exemption to your account. Essentially what happens is once that exemption is granted, it will re-enable your active directory account, which the Grid can then properly leverage. It is an action that you have to take it for you. Unfortunately, I would not mind doing that for people. But you have to do it for your own individual account. If you send an e-mail to the first e-mail group at VINCI SAS admins, we can forward you the previous information that we posted to our existing Grid community. By all means, follow up on that. Because not only does it grant you access back into the Grid; but you regain access for your active directory accounts to a lot of other applications where it has probably otherwise been disabled. Because it is a global switch. It is_____ [00:50:37] on and off kind of thing.

Heidi Schlueter:
Great, thank you. The next question here. How do I turn off the SAS log erasing my prior logs or the SAS output erasing prior listing?

Kevin Martin:
It depends upon which environment you are running in. Now, if you are doing it in Enterprise Guide like you are running against the Grid, it does that automatically when you go to run the next job. When I was here and I have got this code; as soon as I click on run, I get this prompt. It says I want to replace the results. As soon as you say yes, that is a clearing of those previous destinations. The log is a destination, kind of the default print we knew as the destination. That is saying yes will clear those out. 

Now, if you happen to be running in SAS Display Manager, either on a desktop or on your local – your local desktop or on a server somewhere, what you can do in that environment is you can issue a DM command. I am just going to show this syntax. You can write something like this at the top of your log. DM is an instruction that says Display Manager. I am going to issue you a command. Then inside of the matching quotes. It does not matter if they are single or double quotes. You tell it. You give it an instruction like you are going to the command box inside of Display Manager. 

You are going to the log window. Then you are issuing a clear command. Then you go to the output window. You can use out for short there. Then you also issue the clear command. That is going to zap those destinations and kind of wipe them out clean. You can start fresh. I usually put something like that at the top of my scripts in my old SAS work when I use Display Manager. That will get you around that. Enterprise Guide, you do not have to worry about it. If you are writing things – if you are running things in a batch environment, it only creates one log and one lstlisting anyway. There is no need to worry about deleting anything that existed before.

Heidi Schlueter:
Okay, great, thank you.

Kevin Martin:
That should cover_____ [00:52:59].

Heidi Schlueter:
Thank you. The next question – where are the data definition documents for the CDW tables that used to be in VINCI Central?

Kevin Martin:
The CDW document tables that used to be in VINCI Central – well, I think because they are CDW, they are going to be on the CDW SharePoint sites. If VINCI has a copy of those, I would imagine that they are more pointers. The CDW home page – this is the only one that I am aware of. I was not aware that VINCI actually did that. 

I guess maybe just to clarify; I am not actually a VINCI employee. I am an OI&T employee who oversees all of the SAS stuff. But because SAS has a big presence inside of VINCI, I end up getting involved with a lot of that support. 

But I cannot say for certain exactly what VINCI has out there in their site. Because all I am doing on VINCI Central is basically generating those Word Documents related to SAS. For CDW stuff, I would go to CDW's home page. I do not know if that is easy to see. Let me get this into a little bigger window here. If I format my fonts just to make it a little bigger for everybody. We will have to build it up a little bit. Then, I will paste it in there. 

That is the CDW's home page. The various documentations that they have developed are going to be embedded in this page. But if you start here, this is going to give you a good starting point for the data defs that you are looking for. I do not control the data aspect side of it. I control the applications. I cannot say for certain, if you are going to find everything that you are looking for with regards to data definition.

Heidi Schlueter:
We actually have somebody who…

Kevin Martin:
But it is a starting….

Heidi Schlueter:
We have somebody who sent in the intranet link to that. I am sending that to the person who asked. If anyone else has the same question, just submit it into the questions pane. I can get that sent out to you.

Kevin Martin:
Yeah.

Heidi Schlueter:
Okay, the next question here – I'm sorry.

Kevin Martin:
Well, I will try to leave this out there so people can copy it down. Hopefully it is visible. I made it big enough.

Heidi Schlueter:
Yeah. Please do that.

Kevin Martin:
The next…. Yeah.

Heidi Schlueter:
The next question – How do you run codes in batch in SAS Grid?

Kevin Martin:
I am going to go back over to the other window. Once you have a script developed and stored on some storage system; it does not matter if it is over on Windows. Or if it is back in on this environment on the Linux Grid. Notice that in this particular folder, I have a lot of dot SAS files. They are just regular text. It is not necessarily much going on here, a very simple script inside of here. This one actually has just a simple little step. 

How I would run this is I would go out to a system prompt, or not a system prompt. But I would go to an environment where I have access to this PuTTY application. PuTTY is essentially a secure shell tool where it can gain access to the remote Linux operating system. I am logging into that same environment using the same credentials. I am sorry. I hit the wrong application. I hit WinSCP. I wanted to hit PuTTY. My mistake, PuTTY; and if I come over here. I am getting to a command prompt essentially on the Linux operating system. 

We again have documentation to walk you through these steps. I do not expect everybody to follow this right away. Well, once I get to a command prompt…. I will just make this window a little bigger. I will try to make this window a little bigger. There we go. It is as simple as issuing a couple of commands similar to what you might have done in an old DOS system or even if you wrote a dot bat file in Windows. Essentially, you are sending in a command to run a particular process. I think I called that one Jump SAS. I will just use the same password that I logged in as. 

What it did is went out. It fired off that job. It created it in a default folder. Then it started to generate a log file. If I come back over to this location. I looked at my user ID. I refresh this list. Here is this new junk job. Notice that it got the date and time stamp associated with it in front of the actual script. But it shows when I launched it. Then inside of here is listing the compute node where it ran the job on. This address is going to change because again remember we had those blocks of five servers. That server address can change depending upon how busy the Grid is. 

That is the load balancer component that is keeping track of who is busy versus who is idle. It is sending the request out to an idle mode. I do not really care. Because all of those machines, they are configured the exact same way. They are running the same instance of software. It is irrelevant to me. The original copy of the script gets placed in this folder. Then the process fires off that job to put the log in the same location. Now, whoops, I am sorry. I hit the wrong button. Let me refresh this display. The job has not finished yet. That should have been a very simple job. But obviously it is still going through this initialization. 

But essentially, once the job finishes, then this log file is going to contain the regular SAS log that I would have. Then whatever actions I had in that job would have assuming the syntax does not contain any errors. My results would get written wherever I routed them to. You could generate any general output, a dot lst file would get written here as well. The old very monochromatic and Monospace SAS output that you found in the old output_____ [00:59:59]. That type of file gets written here by default provided that you do not use ODS to route your outputting URLs. That answers that question, Heidi. Is there anymore? I know we are approaching right at the top of the hour. But I can try to take one more.

Heidi Schlueter:
Yeah. We are at the top of the hour. We will sneak in one last question. Then that will be it. The question here – my Enterprise Guide disconnects from SAS App every night. Is there any way to avoid disconnection?

Kevin Martin:
Well, I am surprised that happens because it should not. Yet, it is not a bad idea to do it. Because what happens is so many people are attempting to get data that is not local. They are trying to go out to their SQL server databases or some other remote storage location. When the Linux operating system launches that SAS App job in the background, it has to get a security ticket from the national Kerberos systems for your particular user ID. We do not control those Kerberos systems. We were forced to use them though. 

There is only one Kerberos ticket distributor in the VA. The organization that controls Kerberos has a ticket time out of ten hours. What that means is once your session launches, you have gotten ten hours to communicate with any remote device that you want. Once it gets past the ten hours, that tickets get invalidated. Any time you try and authenticate out to another system after that point, you're basically going to get a message that says something like matching credentials not found. I think is the syntax that it uses. That means that Kerberos has expired. It is not going to allow you to see any of your_____ [01:01:57]. 

How you get around that is each day you start up a new instance of SAS App. Now, here is another learned behavior that folks have to unlearn. Because when SAS was on their desktop and they were running Display Manager…. They are used to keeping that session open for weeks or months. They kept it open until the systems either crashed; or their IT guys came in and said hey, I need to reboot your system to apply some system patches. Keeping the SAS session open, it definitely is probably not the right solution. Because of the_____ [01:02:36]…. While we do not necessarily enforce it, it is a good idea to start each day with a new SAS App session because of the Kerberos situation that we cannot get around. 

If they would relax their principles a little bit in that other office, we wholeheartedly would come up with a way to extend that window so that it could be say three days, or four days, or whatever it is. But we are stuck right now. I am surprised that SAS App is actually physically closing all of the time for you. If it is, it may be because we as system administrators are closing it. Because we are seeing that your job is running amuck. 

You should be getting e-mails from us. We notified users who are running outside of the norm. They are creating a lot of bad situations on our environment. But we are generally sending that to your VA e-mail. If you are a university employee doing research and you are not monitoring your VA e-mail, you may not be aware of what is going on. We are not always aware of your university e-mails.

Heidi Schlueter:
Okay, great, thank you.

Kevin Martin:
_____ [01:03:46] have to explain that anyway, Heidi. 

Heidi Schlueter:
Mark actually just wrote in – it also closes due to any network interruption. Thanks for sending that in, Mark. With that, we will close out today's session. Kevin, I really want to thank you so much for taking the time to prepare and present for today's session. We got a lot of great feedback already. 

For the audience, when I close the meeting out here, you will be prompted with a feedback form. Please take a few moments to fill that out. It really helps with our upcoming session planning. Thank you everyone for joining us for today's HSR&D Cyberseminar. We look forward to seeing you at a future session. Thank you.

[END OF TAPE] 
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