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Moderator: Good morning everyone and welcome to VIReC’s clinical data warehouse cyber seminar entitled First Time Research User’s Guide to CDW: Getting Started with this Relational Database. Thank you to CIDER for providing technical and promotional support for this session. Today’s speaker is Dr. Margaret Gonsoulin. Dr. Gonsoulin is a social science analyst at the VA Information Resource Center, VIReC. She is also a socialist who earned her PhD from the University of Virginia in 2005, and she comes to the VA after being an associate professor in the California State University system. Questions will be answered during the talk and they will be presented to Dr. Gonsoulin at the end of the session. You will also note that a brief questionnaire will pop up about two minutes before the end of the session. If possible, we ask that you stay until the end to take a few moments to complete this evaluation questionnaire. I am pleased to welcome today’s speaker, Dr. Margaret Gonsoulin.
Dr. Gonsoulin: Thank you, thank you all for being here; and before I begin, I would like to thank Richard Pham and my colleagues here at VIReC. Joanne [Stevens], sorry, I did not put your name on this list, but thank you very much; and welcome today. The talk today is as the title suggests, is aimed at first time users, and it is aimed at clearing up a lot of the language that we see used in CDW. Going into the various internet sites and learning about how to find more information. So, with that in mind, our agenda for today is to define terminology used with data warehouses and relational databases; provide an orientation to the way that these terms are utilized in the context of CDW; identify the resources that can be used to continue learning about the content and structure of CDW itself.
By the end of this talk, I hope that the new CDW user will understand the basic organization of CDW; learn some of the jargon associated with relational databases; know where to go to find more information about CDW; and hopefully all this put together will enable a person to be able to better communicate with CDW. Once you are prepared, to make a request to use this data. This talk, however, does not go into the actual request process, or access issues. That would be a subject for a future talk.
Before we begin, I would like to know a little bit about you. So, if you have a moment, please answer our poll, which is what is your role in VA research? Would you identify yourself as a research investigator, data manager, project coordinator, or something else?
Moderator: And we know a lot of people have dual roles, so if you are two that are on the screen here, you can click multiples of those buttons, or feel free to write in if you are in the other.
Dr. Gonsoulin: Thank you Heidi. Okay, it looks like our poll is still coming in.
Moderator: We should be good there, the numbers will fluctuate a little bit, but it looks like most of them are in.
Dr. Gonsoulin: Okay, great, so about roughly thirty percent of the audience seems to be research investigators or PIs; forty-eight percent data managers or analysts; twenty-four percent project coordinators and about sixteen percent in some other roles.
I have one more question for you. We want to know a little bit about your experience with CDW, so if you could please answer our next question, what is your level of experience with CDW data? Would you say one, you have not worked with it at all... ranging on up between two, three, four to five, very experienced with CDW data. Okay, so it looks like have about fifty-four percent of the audience has not worked with the data at all. Great, you are in the right place. We do not assume any knowledge in this particular talk. About twenty-eight percent said they’re at about a level two; thirteen percent level three and about a little less than three percent at four, and a very small percent at very experienced, so I think that everyone should be able to learn something new, or solidify some knowledge of these concepts associated with CDW. So, welcome everyone and I hope that you are able to gain some important information out of this talk.
The way that this talk is structured is based on a top down approach to the CDW, starting at the macro level, and then working our way into greater and greater levels of detail. So, starting with the top, the letters DW and CDW stand for data warehouse. A data warehouse in technical terms is a data delivery system that is intended to give users what they need to support their business decisions. Now, in simple terms, or ordinary terms, you could think of it as a large storage facility for big data. It is meant to not store that data, though, but to be accessible for answering questions. That could be done from an operations perspective or a research perspective.
Now, going to the letter C in CDW, you will often see documentation that refers to XDW, this X is actually a variable that is waiting to be filled in with either V for VISN, R for region, or C for corporate; corporate meaning national. Each organizational level of the VA has its own data warehouse, which focuses on its own population. This particular talk is going to focus exclusively on CDW, the national level data, but just in case you run across it, I wanted you to be familiar with what the V or the RDW would mean.
Now, going to the D in CDW, we are talking about the data. The data are stored in this warehouse in a relational format. So, in order to really grasp the concept of CDW, it’s important to understand the basics of what a relational database is. In ordinary terms, this is data that has been separated out into multiple tables, and they look something like an Excel spreadsheet. Linking keys are added to these tables, so that users can reassemble the tables for analytic use after they have been broken into their various parts. And SQL programming language is one of the programming languages that can be used to reassemble the tables.
I am going to take you to a simple example here, of what is referred to as a flat file. In this table, you will see information of three sorts. First, you will see customer information with the names and addresses of people. You will see secondly, items that were for sale, shirts, sweaters, pants, et cetera. And you’ll see purchases that were made, and included in that would be the date of the purchase. So, ultimately we have three different kinds of information in this flat file.
Flat files are what researchers tend to be accustomed to using. If we were to take this flat file and break it into a relational database, we would end up with a table for each type of information; customer, item, purchases. So I will take you to this simple example of a relational database, so now you see all of the customer information is located into one of the ones called the customer table, the names and addresses are there. The second table, Item Table, contains a list of items for sale, and then we have a Purchases Table with the dates and the items purchased. We will come back to this example as the talk progresses.
If we take this up a level to the more complicated circumstances that we see in CDW, as opposed to the simple example we just looked at, we can take the example of the MedSAS inpatient encounter file, which used to be something of a flat file with a bunch of information in it, and it would... All these pieces would be broken by subject matter into various subject level tables. So, you can see that what would happen to the information that used to be a MedSAS inpatient encounter file, would now be split amongst these twenty one tables in CDW. So, this begs the question of what would I do if I wanted to go from CDW back to MedSAS?
This would be a fairly complicated process where a user would have to join together those twenty one tables to approximate the MedSAS IE file. Now, I used the word approximate on purpose because there would be an extra set of variables that would be collected from those twenty-one tables, and pieced into the new file when it was pieced back together. But, we’re not in the original MedSAS IE file. And, there would also be a set of derived variables that would divide within MedSAS, that would not be part of the collected file, or the recollected file.
Now, we are taking it down another level within CDW, down from the macro level, into what are called domains. Domains are groups of tables based on the subject matter found within the group of tables. To give an example of what we would mean by a domain in CDW, you can find a collection of adverse reaction information that is grouped together into a domain called Allergy 1.0. This little table in the slide represents the set of tables that exist inside the Allergy 1.0 domain as of April this year; and we’ll go into more detail with this throughout the talk.
Moderator: Margaret, you had that in a couple questions I can break in with. The first one, we have a few people who are unclear on these. The first question is what is the acronym SQL?
Dr. Gonsoulin: Oh, okay... this is the name of the software program and they say it actually does not stand for anything. So, SQL Software Management Studio is the equivalent of Microsoft Word used to open a Microsoft Word file, or SAS used to open a SAS file. It is just simply a software program.
Moderator: Okay and the next question is what is IE?
Dr. Gonsoulin: IE is Inpatient Encounter from the MedSAS files. Sorry about that; let’s see, I’ll go back. So, here on this slide you can see MedSAS inpatient encounter file, inpatient encounter is IE... so that’s the way that it’s usually summarized within the MedSAS documentation. I believe this means to me that this person has had an inpatient encounter during an inpatient stay in the hospital.
Moderator: Great, I have two other quick clarifying questions. What is DIM?
Dr. Gonsoulin: We are coming to that, so I plan to address this very soon.
Moderator: 
Okay, and the last one, what is MedSAS?
Dr. Gonsoulin: Oh, MedSAS are the medical SAS files that were created by MPCD, which is an agency here in the VA and they have been used by VA researchers for the last twenty years. My scope does not really go back beyond that because I joined the VA in January, but this has been the primary source of information for researchers across the VA for quite some time. Simply put, it’s a database that was created for uses including research uses.
Okay, any more questions?
Moderator: I think that is it for this moment.
Dr. Gonsoulin: Okay, thank you. So, ultimately there are two types of domains that are found within CDW. The first is called production domain. It contains tables that have been structured by BISL to support rejoining of tables. This acronym BISL stands for the business intelligence service line, and it is the group of people who architect, or build, the CDW structure to store the data for the VA. Most of these data come from the VistA system and it is mostly patient records, but there are other kinds of records in there about billing and so forth, staff and all sorts of other things. So, we will come to talking a little bit more about that as we go too.
A second type of domain is called a Raw domain, and it contains tables that are more direct extracts from the source system, which in this case is often VistA. They are simply being housed with no editing performed on them. So, the production side has keys that are built into them to assist in the rejoining of tables, and the Raw side is more exactly the way it comes out of the VistA system and it’s being stored. It’s important to realize that all of these domains are works in progress and they are changing as time goes on, being updated and having various new elements added in, or new tables added in as time goes on. Some of the things that are in the Raw domain will eventually make their way into the production domain as the BISL team has time to adjust those and add in the joining keys and things like that.
In terms of our discussion now, we will be moving more into the production domain and drilling down just a little bit. In the production domain, you will find a rather long list of tables, or views, and I will get to the definition and distinction between that here in a minute, but here are some examples that you will find in there. The consult domain contains a bunch of tables about consult requests. Lab, microbiology contains a bunch of tables about lab tests that are specific to microbiology. Mental health contains a bunch of information about mental health tests, results, et cetera. Patient has the demographic information of patients and vital signs has vital signs in it. So they are named as you all noticed, they also have numbers at the end, 1.0 and 2.0... This comes from the updates that are occurring to them, so as changes and updates are made within a domain... when a new version of them is released, they will increase this number. So you can see that consult has been updated in the past and gone from 1.0 to 2.0. Lab microbiology has not yet been updated, but I think that is in the works, and so on and so forth.
We’re taking it down even a little bit deeper into the production domain to specifically talk about tables and views now. What is a table versus a view? A table is a set of columns and rows that contain data elements. It looks very much like the picture that you see on the screen, an Excel spreadsheet. A view is the result of a stored procedure that pulls information out of a database into a virtual table, and in simple terms, you can just think of it as a virtual table. Again, what does it look like? Exactly like the little picture that you see on the screen. So, in other words, this little table that you see is an excerpt of a view, and the underlying table that creates this view, looks just the same. So, from a user’s point of view, the view and the table really do not feel any different. It is just that one is an actual concrete object, and the other one is a virtual look at that concrete object. So, that’s what distinguishes the table from the view.
Ultimately, within CDW, once you get in there, you will see two different kinds of tables or views. The first is referred to as a dimension table. These tables are used typically as supporting tables. Each one holds a specific type of information that is meant to be accessed repeatedly. These tables do not contain patient information, so they can typically be viewed with what is called basic lead access. So if you have access, general access to CDW, that you have applied for, it wouldn’t take any specific permissions to be able to see these tables. You would be able to see all of them, and they are relatively small in size. You typically would be seeing these as a researcher on the VINCI platform, but as I said, access is a topic for the next cyber seminar.
The second type of table is called a Fact Table. These tables hold measurements. They tend to be very large. In CDW, they can have up to billions of records. They have patient and staff identifiers located in these tables, and so because of this, they are sensitive in terms of having sensitive information in them. And it becomes necessary to request permission to view subsets of these fact tables. And it also becomes really important in the future, if you’re planning to request data from these fact tables, to plan the size of your cohort, and the size of your request, because it could be exceptionally large and cumbersome to deal with these fact tables.
Now, I am going to bring you into a simple example that we started out with and talk about the concepts of fact and dimension tables as they apply to the simple example. Take the first table, the customer table. We can understand that it contains facts about the customer’s names and addresses, and therefore it is conceptually a fact table.
If you take a look at the second table, which is called item table, we know that it contains the list of items that a person might potentially purchase. This would be accessed over and over again as people buy an additional shirt or pair of pants, or a third customer comes in and buys a sweater, and so forth. So you just keep on accessing this table for the list of items for sale, and that’s what makes it a dimension table.
The third table is the purchases table, and it contains facts about which items were purchased and on which days. We will go into more detail because it probably looks strange to you right now, but I will explain the entries into this table in future slides.
In CDW, they have specific prefixes, or what’s called schema that are used to name various types of tables, and these names indicate whether or not a table is considered a fact table, or a dimension table. So, the naming convention is schema.tablename. For fact tables, the schema part varies by each domain. So, if you look at the examples in the little blue box below, you can see different names for the fact tables. The schema dental dot table name, dental alerts. Then, for the next example, you see a different schema...
[Audio disruption]
Moderator: Margaret? Joanne? I am not hearing... I’m getting a lot of... feedback... Margaret, Joanne, are either one of you out there?
Joanne Stevens: I’m back on.
Moderator: Okay.
Joanne Stevens: I had to dial back in.
Moderator: Okay, Margaret, are you out here? Okay, she may be calling back in right now. To the audience I am so sorry. We are going to get everyone back online as quickly as possible. VANTS is a lot of fun to work with and sometimes we get good stuff like this. Joanne, how close are you to Margaret?
Joanne Stevens: I am very close, I am going to take a walk, and I will be right back.
Moderator: I just got a note from her; she is calling back in.
Joanne Stevens: Okay, great.
Dr. Gonsoulin: Hello?
Moderator: Oh wonderful, hi Margaret.
Dr. Gonsoulin: Hi, I am ever so sorry; I do not know what happened.
Moderator: It wasn’t you, Joanne also got kicked out, so it wasn’t just you.
Dr. Gonsoulin: Okay great. Um... what was maybe the last thing you might have heard.
Moderator: You were talking about the schema table names.
Dr. Gonsoulin: Okay, so under fact tables you can see the variety of schema names that apply to the various domains in CDW with the dental dot... it would be the schema... and then dental alerts would be the table name, and you can see the variety going down the list... CPRS order for that domain, the schema name indicates the domain. And for the immunization domain, patient for the patient domain.
Now, when it comes to dimension tables, the schema does represent the first part of the table name and will always be D-I-M period for dimension tables. So, when you are looking in the documentation for CDW, you will see this consistent naming for all of the dimension tables. Having the schema D-I-M.
To give you some example of the content you would find in these two different types of tables, dimension tables and fact tables, we will look first at these dimension tables. The first example I will use would be DIM for dimension, dot ICD9. ICD9 is the table name again, from the inpatient 2.0 domain; and it contains a list of ICD9 codes, a description of the diagnosis associated with the code, a diagnostic related group, and a major diagnostic code. So, these are the major contents of that dimension table. As you will notice, it does not contain any patient identifiers, or any PHI as they say, so no personal information.
A second example of a dimension table in CDW can be found in DIM, that is the schema again, dot race, the table name; and it is in the patient 2.0 domain; and it contains a list of racial categories, and a list of abbreviations for those racial categories.
I will give you a few examples now of the fact tables. A fact example is MH, that is the schema name, dot survey result, that’s the table name. So MH stands for mental health because it is from the mental health domain. This contains the name of the survey test or instrument used, the patient ID, the date of the test, the final raw score and any transformations of that score.
A second example, we can see in con.consults, con being the schema, consult being the name of the table, from the consult 2.0 domain. It contains some provisional diagnosis that prompted the consult request, time and date of it, the type of request, any procedures, the urgency of the request, the location and of course, IDs for the patient and staff members involved.
Now we are taking it down to an even finer grain. If we wanted to join these tables, what concepts would be important to understand about these... how the joining keys are used to rejoin the tables. That is what I will talk about next.
There are two kinds of joining keys in relational databases. One is called the primary key. This is typically a column that exists in every table and in CDW, it tends to be the first column, and it uniquely identifies each row. So, if we were looking at the dimension table dim.localdrug, we would find in the first column of information, a primary key that would uniquely identify each local drug name that was listed in the table.
The foreign key is the second kind of joining key, and these are columns, notice the plural, because there may be more than one in any given table, that correspond to our reference, a primary key that’s in another table. Now, I am going to give you two notes, and then I will show you an example of what I mean.
The values of the foreign key may repeat while the values of a primary key will be unique, and the names of the foreign keys may differ from the names of their matching primary keys, and I’m going to show you an example right now.
We are going back to our simple example of tables, and we can see them here, the three tables we are somewhat familiar with, customer, item and purchases. If we take a look at the very first column in customer table, we can see the customer key is there, and it is a primary key for each customer. It uniquely identifies each customer in the table with the one for Mariana, two for Josie and three for Bill.
Then, on the second table, item table, we can see that the first column of this is called the item key, and it is a primary key. The PK is standing short for primary key, right here, and it will give a unique identifier to each item for sale that is listed in the table.
Now, if we move to the third table, the purchases table, we can see the purchase key. It is the first column, it is a primary key, and it is a unique identifier for each purchase that was made, one for the first purchase, two for the second, three for the third, and so on and so fourth. Now, if you go to the second column in the purchases table, you will see it is called item sold key, and underneath there is an FK, for foreign key, and that is because it is the foreign key that will link to the primary key in the item table.
Notice that this foreign key and its corresponding primary key, have different names, but nevertheless, their values will match. So, if you look at the first row, under items sold key, the foreign key, you will see a one. This means that a purchase for a shirt was made. If you look at the second row, you will see a two, and this means that a purchase for a pair of pants was made, and so forth. If we go to the third column now, in the purchases table, we can see that it is a foreign key called customer key, and it matches the primary key in the customer table called the same name, customer key. This is more common to have them be the same name, but occasionally they have different names. If you look at the values inside this customer key, we can see a one on the first row. This means that the purchase was made by Marianna Jones, and you can follow down this list and find the same sorts of matching information.
If we take this back to the CDW and look at a relatively simple example within CDW, one of the ways that the relationships between tables is expressed in the documentation provided by the BISL team that I mentioned earlier, is through what’s called an entity relationship, or ER diagram. These are drawings of the relationships between the tables that exist in the domain. This domain is the appointment domain, it is relatively small, and so I picked it because it fits on the screen. And you can see that we have two tables, they each have their own box, and the various columns and measurements that exist in these tables are listed in the picture. If you see a PK, it indicates a primary key, and if you see an FK, it indicates a foreign key. These two particular tables join on the column, which is a primary key, in the pink box, called cancellation reason SID, and a foreign key in the appointment fact table to the left that is blue.
Now, we are going to have a very brief discussion about the raw domains. Some examples of domains that you will find in the raw domain are DSS, oncology, prosthetics, radiology, surgery, TIU. I am going to give you a couple of notes on these. First, the DSS is the Decision Support System domain. It is the same database that has been housed in the Austin mainframe, so it’s a dataset that pre existed CDW and got transferred over to CDW, if you had been using that mainframe. TIU stands for Text Integrated Utility notes and these are the notes that are made in patient records. It is important to realize that the titles for these notes have been transferred over to the production domain, while the actual notes exist here in these raw domains. A deeper discussion of the raw domains would be beyond the scope of the talk today, but perhaps a future talk.
Now I would like to change tracks a little bit and talk about where you would go if you wanted to examine in more detail the contents of CDW data. There are six main sites housing this information. One is the VHA Data portal, the second one is VIReC, a third one is the CDW SharePoint, then the Data Architecture Repository, VINCI’s site, the VA Informatics and Computing Infrastructure site, the Managerial Cost Accounting Office Data Reporting Page. I will provide direct links in future slides, so you can see if you’ve downloaded that to all of these, as well as where to click on the page in case the link were to become dysfunctional.
First, taking the VHA Data Portal page, this page provides links to all the other sites mentioned in the talk, and it also provides information about how to apply for access to the CDW; it is a good place to find the links you need in general; so it is a good place to start.
It looks like this for the CDW page at the bottom of this screen shot. You can see the actual direct link to the page, and up top, you can see instructions about where to look on this page to find more information, or where to click should the direct link fail. But the list of guides that we will refer to is here at the bottom of this page.
Next, going on to VIReCs products around CDW, we have three main products available, our archived cyber seminars; one is on the metadata, which is the technical term for data about the data. Or, a guide to the data in simple terms; lab chemistry domain and workload calculations, so you can find cyber seminars from the past from that. A CDW resource guide, and a set of products that will allow you to take a look at CDW data before you actually apply for access to just get a sense of what are in these different tables and views that CDW has, and orient yourself to the contents of the CDW. So these screen shots that follow here are intended to provide you with the places to click on the sites, and at the bottom of every page, you will also see direct links.
I will not discuss each and every click, but you can find a resource guide on this page, and you can find the tool of the data before you actually have access to the data on the CDW documentation page from VIReC.
Now, moving to the CDW SharePoint site, CDW has four main sources of Metadata. The metadata that exists for the production domains, the metadata for the Raw domains that we mentioned briefly, something called a SAS and VistA Crosswalk that will guide you between... If you used to be a that SAS user and are wondering, the corresponding measurement that would exist now in CDW, this crosswalk is an aid for you to be able to make that connection. And there is also one if you’re used to using VistA and now wonder where you will find similar information in CDW, it will help you make this connection. I will show you the page for this in a few slides.
There are also four user guides, as you can see listed here. Kind of introductory one, one on projects was a simple term that is used to refer to a group of people who are working together with CDW data. Clearly, best practices if you want some SQL help; and how to query CDW Raw. If you are starting to program, these might be helpful.
I’ve included slides here to help you find your way around the CDW SharePoint so that you will be able to quickly get in there and get to the right place. A metadata report for the production domains will be here; so make sure to click the little top link saying pink... that is metadata report on this page, after you click the main menu link from metadata. It will bring you right in to here. In this particular site, you will see on the very far left hand side, the ER diagrams that we mentioned earlier. If you click on these links and underneath the table name column, you will find more specific information about each table and column within each table. These can be really helpful and you don’t have to have access to the data to see these sites, so it’s really great for planning ahead.
If you were to click in to see an ER diagram, it will look like this with the blue boxes again representing fact tables, and the pink ones representing dimension tables. They can get quite large, so do not forget to enlarge them by clicking on them. You will have to scroll around the page often to see them all, because some domains will have fifty plus tables in them, so they can be quite large.
If you are looking for information on the raw domains, you would want to go under the main menu link of community and into CDW Raw, or you may use the direct link on the bottom of this page. The VistA and SAS crosswalks are under community, and then under NDS and then down on the left hand corner banner. Or you may use the direct link to find this page, but you will still have to look in the far left hand corner of the page to find these crosswalks.
Moving to our next source of information, the Data Architecture Repository contains metadata from around the VA. Also included in that is the VHA and VistA information. This is important because VistA is one of the primary sources of CDW data. So, referencing these files can help you clarify the meaning of CDW data that you may be seeking more guidance on.
The page looks like this, and you will want to look at the left hand banner over here to find VHA and VistA, or you use the direct link at the bottom of this slide.
Next, we have VINCI’s documentation. From the main page, it is under the available data link, and you will see quite clearly a list of all of the data descriptions and documentation in the blue banner to the right hand side of the screen once you get there. We also have a screen shot here from the Managerial Cost Accounting Office on the national data extracts, so if you are looking for
Decision Support Services information, you will find wonderful code books here on this site, and you may use the direct link that you see also at the bottom of this slide.
To summarize, being comfortable with terms like domains, fact and dimension tables, primary and foreign keys, will be an important part of working with CDW databases. Using these resources and metadata that we discussed, will be essential to being able to define a cohort in a research request for data access. This access for researchers is typically done through VINCI, and so there is also really good documentation out there on the VINCI site about access if you are looking for that as well.
Here is my contact information should you need it, and I thank you very much for participating today. Do you have any questions?
Joanne Stevens: Hi Margaret, this is Joanne, I will read questions to you, and just to let the audience know that we do have quite a few questions written in. if we do not get to all of the questions, VIReC will be happy to answer those via e-mail to you. So, let me go ahead with one. Margaret, first of all, could you describe the difference between BISL, CDW, and VINCI?
Dr. Gonsoulin: Yes, BISL, as I mentioned, the Business Intelligence Service Line and that is the group of people who create the structure of the CDW data. In other words, they break the information, say from a source like VistA, into multiple tables and construct those tables and add in primary keys and foreign keys, so that people like us can link them back together. Now, VINCI is a group of people who are providing a platform where you, as a researcher, can come to access the CDW data. So, VINCI can help you find access, apply for access, understand and make requests for the specific data that you need, and provide an actual service space for that. CDW is the Corporate Data Warehouse. It is the actual data itself.
Joanne Stevens: Okay, great. The next question is, can you tell us how the raw versus production domains are labeled in SQL?
Dr. Gonsoulin: There are different naming traditions with the Raw and that is part of the reason why I left it out of the talk today because due to time constraints. They have really different names, so the naming conventions that we talked about, with the schema and the table name, that is not the way that Raw domains are named. The Raw domains, if I understand correctly, are named much more closely to the VistA file names that they came from, and with file numbers. That was the way that I understood that. But I could definitely clarify and try to get back and make sure... and/or I could send out some examples to folks on the call of how those are named.
Joanne: Thank you, next question, are the Raw tables copies of the VistA files, or selected extracts from them?
Dr. Gonsoulin: I believe they are extracts from them, but this is a technical; when the BISL team decides what to bring into the CDW. I am not really sure what choices get made at that point. I think an architect most likely from the CDW would be the person who would know what sorts of choices get selected out of the VistA system and pulled into the CDW. So, I’m not sure about that, but we can try and ask that question to BISL.
Joanne Stevens: Next question, when updates to the domain occur, is there documentation to describe what changes were made from the previous version?
Dr. Gonsoulin: Yes, they do keep documentation on the changes that they have made when they make them, and I will bring you back to a slide here... This here... so if you were in the CDW SharePoint site here, under metadata, you can see a list of... in blue... small print in blue... of metadata documents. So, some of the documentation of changes to the CDW domains are kept in this list. They will create a document in here, say they did this when they updated to patient 2.0, and they will explain what changed between the first version of patient 1.0 domain to the patient 2.0 domain. Another place where they let people know about the sorts of changes that are coming in relationship to these domains, is under CDW Support, which you can see over on the left hand side of the screen. Let me see if I can draw where you can see it... Can you see what I highlighted?
Joanne Stevens: Yes.
Dr. Gonsoulin: Okay, so under CDW support, just there, you can sign up for updates; and when things are changing, they will send you updates letting you know that things have changed. Some of that will point you also to documentation that tells you what has changed.
Joanne Stevens: Talking about the tables, if FK name does not match PK name, how does one know which table it is the key for?
Dr. Gonsoulin: Okay... so there are two ways, and one VIReC is actually working on a product right now that will help with this. But basically, until that product gets out, you could run a report on... but you have to have access to the data to run this report... you would go into CDW and there would be a specific file inside the CDW that has a specific name. it’s called meta.foreign... I am trying to remember exactly... foreign key V... or view.foreignkeyv and you can find the lists of connections in this file. Now, if you are a new user, and you do not have access to the CDW, you would probably want to wait for these products. They are coming soon, we hope, from VIReC that will display the results of a query on this metaview.foreignkeyv. They are listed in the pictures as well, but sometimes it is not so easy to figure out, as you say, if they do not match. So, let me show you... if you were looking at this picture, and you wanted to know which foreign keys and primary keys match, normally the names are the same. However, they are not as I mentioned, not always the same, so it can be a challenge to connect them using this picture. They are also listed in the actual table metadata reports, but again, if the names do not match, that is not the place to find out. It is really from this source that is within the data within the CDW work data called meta.view.foreignkeyv, I think that’s the name of it. I could send that out to people who would be interested in that, and I could send out a sample query of how to look at that. But as I mentioned, VIReC is creating a public facing version of these documents.
Joanne Stevens: Why would a researcher use the tables in CDW rather than the complete MedSas IE file without the need to join the twenty-one tables in CDW?
Dr. Gonsoulin: Well, I think there are a couple of reasons why this might be good for a researcher. Now, if all of your needs were met with the MedSAS file, you could keep on using that until such time as they transition the MedSAS type file into CDW. That is in progress now, so familiarizing yourself with the CDW a little bit, would help you use the future... I don’t know if there’s a specific name for it at this point, but there are MedSAS type files that are going to be housed within CDW, I think by 2015 is the current date that they have planned for this. But even so, even with the current MedSAS in place right now, I think the true benefit of using the data found in the CDW comes from the real diversity of information that can so easily be pulled together. You basically have all the bits and pieces that were in MedSAS; but then you also have thousands of new pieces of information. Instead of having to merge so laboriously multiple sources of data together from multiple places, to create maybe say, a more robust research question, you would be able to use these data to answer these questions with much more ease after you become comfortable with this environment.
Joanne Stevens: Could you tell the attendees where they could find resources to help with SQL?
Dr. Gonsoulin: Sure, a couple of places for sure. I mentioned that there are the reports from CDW of how to query best practices, and to querying the raw domains, which will help also with the first question about the names of the raw domains as well. There are also some really great lectures that they have done on the CDW insights base. You can find them... I am going back on the screen... where I highlighted here, CDW support. Inside this link you will find additional links that go to what’s called CDW insight base, and there have been a series of various lectures given by various people from around the VA, that give wonderful examples of SQL. Now, I also heard that there is, from VSSC on RAMP, R-A-M-P, RAMP. They are supposed to have some training material out there that includes SQL tutorials. So depending on where you might want to go... I also saw a couple of training sessions on VINCI’s site for SQL too.
Joanne Stevens: I am going to interrupt you for just a second. I am going to ask Heidi if she could put up the short answer poll questions that we have for the audience. So, at this time, we ask the audience to please answer these questions for us. It will help us in developing future sessions, regarding CDW or other topics.
Heidi, the Q and A screen for me has gone away.
Moderator: Oh, let me put that back up.
Joanne Stevens: Thank you so much. So while that’s going on, Margaret, I think we have time for one more question and out of all... There is quite a few left, so let’s see... Sorry, I am hesitating here because there is so many good questions, I do not want anyone to feel like I am not answering theirs... So, I guess the last question would be, when I am ready to request CDW data and have IRB approval, where do I go to learn about the request process.
Dr. Gonsoulin: Okay, I would say first you might go to the data portal, which is one of the sites that you should have if you downloaded the slides. There will be specific instructions on how to request access to the data out there on the VHA data portal. There is also a really wonderful step by step guide to Dart that was given on a CDW insights stage, and it was done by VINCI. It was on April 30, 2014, and it was really clear and straightforward. There is also a set of guides that are very nice, very well written, on the VINCI site that will help people gain access. It is important when you do that, to be aware of the difference between operations access and research access. Most researchers are doing... are applying for research access, and you would want to go through the Dart process; it is a different set of permissions, than people who are asking for operations access.
Joanne Stevens: Okay, thank you. At this time, Heidi, I think we should take down the short answer polls, but I want to commend and thank the audience for writing in your suggestions. We have quite a list and we will be certain to go through those. So, at this time, I’d like to ask one if you could take another few moments to complete our post session questionnaire. It really does help us plan our other future sessions. I would also like to thank Dr. Margaret Gonsoulin for developing today’s presentation, and for... if we haven’t reached your question, we will be certain to get back to you, or you can also post your question into the VIReC help desk, VIReC@va.gov, we will certainly take your questions as well as additional comments or suggestions.
Thank you everyone, thank you to CIDER, and have a great day.
[END OF AUDIO]
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