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Heidi:  And since we are just at the top of the hour here, we are going to get things started. I would like to introduce today's speaker, Dr.  Stephen Deppen is a clinic epidemiologist with the Tennessee Valley Health Care System and Vanderbilt University. He's an expert with screening evaluation of lung cancer and he is the QA lead for the VINCI OMOP special project. Dr. Deppen, can I turn things over to you?

Dr. Stephen Deppen: Oh, yes, I'm ready. So can everyone see my screen?

Heidi:  We can, yes.

Dr. Stephen Deppen: Excellent.  So, my name is Steve Deppen, I am the QA lead as was mentioned, and today is really just an update for those OMOP users and those who might be interested in using OMOP as part of your research or operational activity with the VA. So the goal today are to discuss where we are with the OMOP project and detail some of the upcoming refresh, which should be occurring before the end of the month. Which will be occurring before the end of the month, and I'll describe and discuss what is and isn't there. And I also will be doing an introduction to our SQL library, which will be available to everyone who is a member of the VINCI OMOP VA pulse group. And the outline is, I'm just going to do a really, really brief overview of what the OMOP common data model is. There are other available webinars which are much more in depth as to what the common data model is, how to think about OMOP and our approach to taking the clinical data warehouse's data, creating an overlay and translating that into the OMOP common data model. Excuse me. I'll then discuss what the refresh is, and a brief description of our transition to incremental loading and some of the issues that has generated for us, and then probably what the audience here is much more interested in, is what is there in this refresh. I'll also go through some of the QA processes, public reports which are going to become available, what our next steps are, and then we're going to go into and give some very specific reviews and walk-throughs of some very, very basic SQL code that is going to be available in this library.

So, the OMOP common data model is an approach for taking disparate data, which each of our institutions have, and creating an overlay of that data, which can then be used by other institutions that have a similar model. The OMOP is in its fifth version; we are currently on OMOP version five. That is what is active in production. And that will soon be updated to version five point one. So one of the things which is very important as we are, as you start to use a common data model, is the addition of vocabularies over and above what you probably are used to, simply doing work currently in the CDW environment. So, we we're used to things like DRG's and ICD-nine's, CPT codes and ICD-ten, and if you're dealing with lab data you should've heard of [inaudible 3:41], and with drugs we have actually a set of vocabularies like RXNorm, like NDC, we have BUID, BUID, which is a VA class, which is very specific to the VA, and what the OMOP common data model does, is it then, in creating this common data model, it can then exploit much of the strength which all of this standardized vocabulary has, so that you can get beyond just your small blocks, let's say in ICD-nine and look at indications or drugs that might be associated with that specific diagnosis, which just makes the robustness of the data so much more given all these various vocabularies which you can use. So, to get access to OMOP, for those of you who are interested who do not currently have access and might be interested in moving it forward, if you have an existing DART then you'll need to get an IRB amendment, because this essentially considers that you're adding new data, and you just add an amendment to your IRB requesting the OMOP views, and then your DART will be amended and updated, and that will be sent to your workspace. If you're in the process of initiating a DART, then you would just request OMOP data views as you would as part of that initial list of data views and it’s part of that list as well. If you wish to request operational access to the OMOP views and OMOP data, then you go through the normal MDS process and as part of your ePAS form, and all of this information is available to users freely on the VA Pulse VINCI OMOP users group. So, if you have a VA email address you can have, you can become a member of this group. It's an open group, we are not limiting it at this point, and all this information, as well as direct links to DART amendments and ePAS forms, those are all available in the documents which are on the VA Pulse group. 

So, our current status for OMOP. Production views for OMOP version five are available currently on RBO2 and RBO3. These have been there since November and the data which was put in those views is active through February of twenty sixteen, and we have good data from two thousand through twenty sixteen. The data before that, some tables will not have data prior to January first two thousand. When this was initially rolled out, we did what was called a soft roll out, we didn’t really do heavy advertising. There are currently forty projects which have OMOP views as part of them, and part of the reason for not really pushing or advertising heavily was to, one, do a little testing in our current environment, and also to have users help us in the QA process and finding the issues with the data, and we knew that there were going to be issues. And let me just say for those who have brought them up and communicated them, they've given us a chance to run some quick patches, as well as many of those changes are fully implemented in the upcoming refresh. At this point, I just wanted to thank all of you in the community for your help. This will only get better and this data will only get better and more useful as you, the users, help us in making a better product. One of the things I want to talk about just for a minute is that the current versions of OMOP have been made by what's called a batch process, where essentially you go out and take, say, all of the inpatient drugs from the inpatient table and then you go through the linking to the vocabularies, you go through the linking to visits and to patients, overlaying the common data model and then pushing that into the drug exposure table. For the larger tables like inpatient or outpatient drugs, that generally takes two to three days, and that's assuming that nothing breaks in-between. So moving forward, and to do the entire suite of all OMOP, all the tables, generally takes three weeks for an update, and that's at best. So moving forward that's really not a viable process and it's not necessary to go back and refresh data completely from 2000 for example. And so, what we've done, is we've moved to what's called an incremental loading process. And so the update, which is going to be occurring at the end of the month, will refresh all the OMOP tables through, that should be calendar year, not fiscal year, 2016, so it will be through December 31st, 2016. The updates, moving, this update, as well as both updates moving forward, will be on a quarterly basis, and incremental loading will occur. And what incremental loading is, is it actually, we will actually be going out and looking at those records which are different from what they were previously. Now they may be newer records, because we're adding another quarter, or it could be that a diagnosis was added or changed in 2015. So, any changes to any of those records are what's being implemented and changed, and the old data written over, essentially, if it is, if need be the case, but what we're not having to do is do it all at once. And the incremental loading approach will then allow us to do the full update in days as opposed as weeks to a month. So, some of the specific issues that we've found which will be fixed in this update is race, ethnicity, and gender are going to more fully match VIREC guidance. Previously we found that how we had dealt with some of those were not the case, and we also document where it doesn't exactly match, how it doesn't match what VIREC suggests or what the data management group suggests, and why. Because that's in some instances just because we don't have, we're being forced to use a single person entity, as opposed to multiples. Lab mapping updates, which were found as well as ongoing. Also in this newer version there's a number of ICD-nines which will map to multiple underlying codes, underlying vocabulary codes, because for example, Snomed is much more granular than ICD-nine and those changes will actually create, in some cases, duplicates. So when ICD-nine will generate something in a procedure code in a drug and perhaps in a condition code, in a condition table, excuse me, so that that mapping will be updated in the new version. And then you can see there some of the issues that we found, some of which were from coding as we went to incremental load we found some mistakes in our code and in some instances like in ICD-ten, we actually found issues in the underlying vocabulary maps, which we then sent back to Odyssey to fix which are updated as well. And there are others, which users have brought forward that were also part of this patch. 

Some of the additions, one of the things which hopefully will make, be of high interest to the community, which is we've added inpatient fee-basis data, and here you've got just a quick cut of what some of those volumes are. The other aspect which we are, which is more a philosophical aspect that we're wanting to implement moving forward, is full documentation, even to the ETL level as well as to our business rules, which are freely available to the community, to programmers, and to encourage essentially reproducible research, and really just an open transparency of what we're doing so that the OMOP, both the common data model, and the OMOP project generally, is not seen as some black box, but you can actually see where and why those decisions were made, when we've made decisions to transfer the data from the Clinical Data Warehouse into the common data model, and where those have occurred.

So, some planned enhancements moving forward. Ejection Fraction, natural language processing, those results will end up in the observation table and that should, that will happen by the next refresh.  We will also be going to OMOP version 5.1 in the spring. That actually is a relatively small change, it is, much of the work is around drug mapping and some other tweaks and better, trying to exploit the vocabularies that are available. Outpatient fee basis, we're investigating, there's not yet a timeline, we're actually looking at the resources necessary to make that happen with the new OMOP model, and as I will discuss a little bit more detail, comprehensive documentation roll out, and we're also looking at adding the audiology domain either at the next refresh or the one after that. I'd like to spend a minute on documentation, and as the quality assurance lead, documenting the issues as well as the solutions, is a significant part of what we're doing. And again the commitment to transparency, as to the decisions that are made and the approach as well, is just to make the data transparent and useful to the community. So as mentioned, there is a active community on the VA Pulse with the FAQ, we have ongoing issues libraries and there will be reports, which are going to be available, of aggregated data and I'll give some examples, not the full detail, because there's just not enough space, but there's cuts and snippets from some of those QA reports that we'll begin to roll out. Also on the VA Pulse workgroup. ETL specific information as well as direct links to the underlying SQL of that ETL, so you can actually in some cases view that information if you wish to go back to CDW data, back to source data and essentially go from OMOP back to the source. And then some specific examples and documentation which I'll describe, I'll do a quick snippet here on the race, ethnicity, and gender, and then the SQL library as mentioned before. And as we're adding this refresh process, the relative freshness of each table will also be available, as we go an incremental load approach that will be available on VA Pulse as well. 

So, an example of a QA report, this is a very high level one, and I'll spend a little bit of time sort of running through is, is, so here we have the actual underlying source tables, so inpatient, patient diagnosis. And we have a table count of ninety five million rows. Yeah, 95 million rows. And then there's a translation table which, where we take that original source table, we're looking at data after two thousand, and then we're looking at those which don't have the delete code on it, and you can see there the difference. And then although you can't see that the subset of the rules go off for a couple paragraphs actually off to the right. And then we see the number drops from 94 million to 77 million. A big chunk of that, for example is, sorry, a big chunk of that is date difference, the fact that we're missing about 8 million rows of data in the update. The other aspect of that is, removing test patients, it's not linked back to a visit, other issues which in a, in the detailed report, every line of code which either adds or subtracts the data from that underlying, in this case translational table, you'll see how that data and what that data, what that approach was so we get to that final underlying volume count. And you see, a similar sort of approach, for in this case the outpatient diagnosis and then some of the, in this case, inpatient tables that are underlying to the person table. So, another aspect of the documentation is to give users an idea, especially those who aren’t very familiar with the CDW, is an idea of what dimension tables, what dim tables are then mapped to which OMOP domains. So you can see here, the ICD-nine procedures, procedure descriptions, GRG codes and so on, are mapped to both concepts, so those concepts are assigned to each ICD-nine code and those are generated in each row or set of rows from the procedures, are then should have a corresponding aspect in the procedure occurrence. And you can see here, this is just a snippet from that document. And this is also, this will also be available on the VA Pulse. Everything you see here will be available in some way, shape, or form on the VA Pulse group. The other aspect, and I just wanted to cut a piece of it from that document, which is still in draft form, is documentation of the actual ETL process. Where we have something in this case we’re talking specifically around the race field, and it lists, in this case, where the logic is coming from, the quality programs race and data, the VIREX researchers notebook, and then this just gives you a snippet of just one of the steps in the ETL and as you can tell there were three other ones prior to this. And then to find distinct race, we are executing a set of code against these tables, and then this is used to create the priority which is described, which is actually the next step in the ETL process. And then there's an actual separate document, which is a list of SQL code, and here you have the specific SQL code that's going through the process which is generating that data, so that is then available, and this is actually linked between the two documents by hyperlink, so you can, it's a, if you have a specific question, or if you are very interested in a specific piece of data, or field, or variable, you can actually go back and see if it's been transformed, and if so, what that transform process is. So the other thing which is available is an SQL library of some very basic sorts of queries. And most of these, the ones that I'll discuss today, are focused on concept ID's and using the concept table and getting to concepts because with OMOP one of the, kind of everything is run through finding concepts, because concepts can be procedures, they can be CPT's, they can be indications, they can be contra-indications, drugs and so on, pretty much everything in the locations have concepts. Everything has, kind of relates back to, this vocabularies, and these vocabularies have sets of concept ID's to uniquely define both which vocabulary is used, and what that thing is within that vocabulary, So, what, much of what I'm going to be going over today, we're looking at getting to and from concepts, and many of the examples in the SQL library currently are around that topic, but additional examples, how to create a cohort and so on will be coming forward in the future. So I just want to walk through a couple of examples of SQL, so if you know SQL, you don't have to, hopefully if I do my job correctly you'll be able to understand the logic of it, even if you're not necessarily an SQL programmer yourself, but if you are you'll probably get the most out of this and have the approach. So let's say we start off with the source code, which in this case is zero seven zero, which is hepatic leak. Hepatic coma, excuse me. And so in OMOP we are creating, essentially creating a set of table headings, basically, so we're using these variable names which is here on the left, as a set of topic headings. We're pulling this from the concept table. We're going through the concept relationship, because we're going from an ICD-nine code, which is the zero seven zero point zero, and we're going to, and we're finding what the concepts are for that in Snomed, because it could very well be that since ICD-nines are less granular than Snomed there could be multiple Snomed codes associated with a single ICD-nine. So, this is, if I know an ICD-nine and I want to get to some other vocabulary, this would be a method of doing so. And then the very last you see a get date and a between date. So the get date with the parentheses, I'm picking now, I'm picking today and I'm checking to see if the code is valid, because codes over time, as we all know, can be discontinued. If the results for that, as you can see, the source code we're starting with an ICD-nine, the source code concept ID, it has its own concept ID, which is the forty four eighty three o nine forty, and the resulting relationship goes to a Snomed, and the Snomed concept ID is nineteen forty eight fifty six, so these are both codes which are specific to OMOP, and that concept ID matched to, hepatic coma, with, caused by Hepatitis A, and the Snomed, the actual Snomed codes, if you go online and you google Snomed sixteen o six zero zero zero one, you'll find exactly that. You'll find hepatic coma, due to viral hepatitis. It just so happens that in this case, only one Snomed code directly is related to the underlying ICD-nine. 

So, let's say for example, somehow you know a concept ID, in this case nineteen twenty six seventy one. And in similar fashion, we're giving it today's date. We are then selecting a set of variables from the concept table. So concept name, concept code, and class, as well as vocabulary ID. We're then linking that to the vocabulary table, so that we can get the actual name of that underlying concept and vocabulary, and which vocabulary it's coming from. Then this, you can see here where we're joining the vocabulary against the concept. Vocabulary is b and concept is c. And then again I'm doing that check date again to make sure that it's a valid, it's only giving, it's only returning back valid codes. In this case that concept ID is gastrointestinal hemorrhage, and that same concept code from Snomed is the seventy four forty seven four o three three, and that concept code, not concept ID, but that concept code is again, that's what you would type in if you wanted to google to see what that Snomed code would look like. Now, I don't know about you, but I generally don't think in concepts, concept ID's or the like, especially since that language is specific to OMOP, right? We live in CPT, HCPC, ICD-nines, and other sorts of vocabularies related to clinical activity, so what if we then, rather than going to that one extreme, let's go to what is a more common sort of question. I want to get all the concept codes, all the concepts that have anything to do with MI, with Myocardial Infarction. So, in a similar fashion, I'm creating a set of, in this case, headings, which is that first piece that has the chi entity. And then from, within that, I am looking at the concept and vocabulary tables as before, looking at a starting date that's valid and an end date that's valid, given today, and then I'm doing my join between the concept and the vocabulary table, so I can get both what those concepts are, what the vocabularies are, and what their indications are, and so on. And this is just a snippet of the four hundred and thirty two rows that were returned back, and this is where, if you're going to do research, if you're going to ask questions, again, you're trying to develop a cohort, this is where I would then take this list and walk it over to my clinician expert. Because as an epidemiologist and as a non-clinician, I had no idea that there might be a, an EKG indication, which is a [lunk? 26:56] code, which might be distinct, so if we want to look at, if someone says in an EKG that they had an MI, but they don't, not necessarily have a diagnosis associated with that same visit, or that same individual, should I add them to my cohort. And if you're question is misdiagnosis, for example, that might be a really good area to begin from. And you'll see where your vocabularies, you have Snomed, MedDRA, the Columbia TIEL, Columbia group, electronic language, ICD-ten and so on. So there's a lot of different languages out there which we may not be familiar, where we have this information. And some of these language, like MedDRA, are more commonly used in Europe, so if we have collaborators that have an OMOP common data model from Europe they might be using one of these codes rather than just a pure, although they're also likely to use ICD-ten, but say more than some of the others, say Snomed or the like. 

So this is a bit of self-disclosure. So previously we had some very clean code that had good title headings and so on. I don't know about you, but I tend to be a lazy coder, so I will just go right click on a table, tell it to select the top thousand. I'll then, which will then return me that entire table, and here we have all the variables in the concept table. Just click to select distinct and then at the bottom, I'm just saying, well, just give me anything that's like myocardial infarction, and then just return it back to me. And in this case, from my lazy list clean version, it took all of twenty seconds to write up, I had five hundred and thirty. And if you see here, one, in this we had about a hundred more concept codes returned, and again, this is just a snippet from that, those five hundred. And if you look at the HCPC codes at the bottom, you'll see that again, let's remember in the previous example we were specifically selecting only currently valid codes, valid codes that were valid today. And you can see here that the bottom two HCPC codes, acute myocardial, acute MI, patient documented receiving aspirin, both of those codes have actually been discontinued as of November and 2014. So, the examples that I wanted to give you were just a feel of what is there and what you can then easily take and then using your own and could use as part of your own coding deck, excuse me. But the other aspect, one of the things that I really wanted to highlight is the fact that there is a richness of vocabulary which is available in OMOP over and above simply CPT and ICD-nine codes, ICD codes, and that's readily available and easily at your fingertips, but given how much data is there, it really is important in my opinion to go back and make sure that, in this case, you have a clinician review the validity of the codes that you're seeing and those that are or are not actual clinically relevant indicators of the question at hand. So I want to spend just a minute to hopefully whet your appetite of some things coming forward. One of the things, which has been in development for some time, is what's called Achilles, and Web API, and these are both backbone open source programs which, there's been a concerted effort and contracts to make available in a secure way within the VA environment, and those are now in testing. They, I do not know when they will be available, but as I have said, this is actual results from an Achilles test on a subset of data, and these, these backbone programs will then allow us to use some of the other cohort design GUI sorts of approaches to pulling cohorts, generating questions, as well as generating underlying codes to create those cohorts in the data that you have, and so that's, this really will significantly improve your ability, and your groups' ability, the groups in the, the researchers at the VA, to be able to on-the-fly ask questions, see if, to essentially do feasibility studies and find out what a cohort would look like and then have these tools become more robust and the underlying OMOP data structure become robust within the VA, much more of this will have, looks like this, where we can do a basic [Penske? 32:43] score and even do matching, and these were all done within one of the Odyssey tools. And so the tools that are, the two tools that we have, Achilles, which is a population, it's a, it looks at all the data all at once by a set of criteria, so you can look at it by gender, by year, and so on, which is also used heavily for QA. Then you can also ask, given this subset of, given this criteria, in this case [inaudible 33:16] hypertension, and a treatment, so people who had a specific drug, what do those two groups look like. And then you can see here, based upon age and sex we have two very disparate groups, and then after we do matching on those two factors, we have a much more similar group, which we can then ask, what is the effect of the treatment and do some classic epidemiology here, or pharmacogenomics, excuse me, pharmacoepidemiology as to what are the outcomes. And just to reiterate, and to encourage those who are participants in OMOP, to, if you're not already a member, please become a member of the VINCI Pulse group. All of this information will be available there. If you have questions, if you have issues, VINCI help desk and include OMOP in your ticket descriptor and it will get forwarded to the OMOP help group. And also, like the, the two example SQL, actually have already been reviewed and discussed at the OMOP users call, which occurs the first and third Thursdays, so this is a quick advertisement for them. And the additional pieces of the SQL library will actually be reviewed in upcoming user calls as well, before they go online. Glad to take questions. 

Heidi: Great, thank you. We do have a couple pending questions, doctor, but I just want to let the audience know, we're training a new cyberseminar person, he's going to be helping with questions today, so please when you're sending your questions in, please be nice, don't use any acronyms, please try to use full sentences, so we can better understand the questions that you're sending in. We do have plenty of time for questions here, so this is a great opportunity if you do have any questions on OMOP, to please send those in. And we'll get those started here. Rob, I'm going to turn questions over to you here.

Rob: Thanks, Heidi. And the first question is, is OMOP only available via operational access as opposed to research access?

Dr. Stephen Deppen: No, it is actually for both, so if you want operational access you’ll have to go through the MDS process and the ePAS. If you want research access, it is a simple amendment to your DART. Or if you're putting in a new DART, just add it to the, it’s just another view that you're adding to your data request. And as I mentioned before, the forty, the forty groups with access, the vast majority of those groups are actually research groups. 

Rob: Thank you, that actually is the only question that we have right now. While we're waiting for more to come in, do you have any comments, sir that you'd like to wrap up with? 

Dr. Stephen Deppen: So, the main thing I wanted to say, and especially for the folks who are on the call, some of whom have found issues and brought them to us, I just wanted to take this time to thank them, to thank the community. As you use this and find the warts, we then can fix that, update it, and make the data better, and hopefully over time, as both the underlying data become stronger and the tools which become available make their jobs easier. And that's really the purpose of this, is to make the VA's, the VINCI data, just easier for the community to use, to improve the access to it, and we cannot do that without the users’ help, which is the people in the audience, so thank you.

Rob: We did have one more question that came in. How will this new information impact those of us who use SQL from our local data warehouse?

Dr. Stephen Deppen: So, the way to think about it is, the OMOP, the OMOP views through that common data model and vocabulary, the OMOP data has already gone through a process of, in order to get into the data model format, it's already gone through a cleaning process. So for example, people with multiple ICN's, because they went to multiple stations, that, there can only be one record of that individual in the person table, for example. So someone with, if Bobby has two social security numbers and three ICN's, and in some cases we've actually gone in and physically looked at the record and done manual chart review for the hundred, hundred and fifteen individuals that were the most problematic, so those have all been cleaned, so that there is one individual with a social security number, a scrambled SSN, even though they might have multiple CIDS or the like in the data warehouse. So, it will make no difference to how you program per se in SQL. What it will do is, you'll have a separate set of views, you'll be using the process of finding the concept ID's to then link between indications, activity, and individuals, just like you would before.

Rob: Thank you. Well, that's the end of the questions that we have written in right now. I would like to remind the attendees that VINCI has an email address in case you think of something after the session is over. That's VINCI at VA dot gov. V-I-N-C-I at VA dot gov. At this time I'm going to turn things back over to Heidi and thank you very much.

[bookmark: _GoBack]Heidi: Thank you, everyone. Dr. Deppen, I really want to thank you for taking the time to prepare and present today, even though we didn't have a huge number of questions, we really do appreciate your time, and I know we have a lot of people who are very interested in this topic. For the audience, when I close the meeting out in a moment, you will be prompted with a feedback form. Please take a few moments and fill that out. We really do appreciate all of your feedback. I want to thank everyone for joining us for today's HSR&D cyberseminar, and we look forward to seeing you at a future session. Thank you.


[END OF AUDIO]





