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Heidi: And we are just at the top of the hour here, so we are going to get things started. I just want to introduce our presenter for today’s session. Our presenter for today is Daniel Denhalter. He is the clinical research annotation manager for VINCI, the VA Informatics and Computing Infrastructure at the Salt Lake City VA Medical Center, and he is with the University of Utah.  And Daniel, can I turn things over to you?

Mr. Daniel Denhalter: Yeah, sounds great, thanks. I first want to confirm, Heidi, can you see my screen just fine?

Heidi: We can, yes.

Mr. Daniel Denhalter: Okay, great. Thank you everyone for the opportunity to present today on something that I am very excited about and very passionate about. This is the VINCI Chart Review, Tools and Services. We will also have a moment where we talk briefly about eHOST and kind of some of the process there. So without further ado, let me go ahead and get moving on it.

So for today’s discussion the outline is as follows. We’ll start off by reviewing different types of data, both the structured and unstructured, the challenges of text, abstraction versus annotation, annotation workflow, the Chart Review terminology, regulatory requirements, demonstration of the tools (eHOST and Chart Review), and the VINCI annotation services. And then I’ll end with a few moments for questions and any other further discussion that we need.

So the types of data that are found in the Electronic Medical Record contain information that are found in both structured and unstructured formats. And I know that a lot of individuals out there work in both of these areas quite a bit, but I just wanted to make sure that everyone is on the same page as we proceeded forward with Chart Review. Structured data tables often include things like lab, vital signs. They can include different, like date of birth and date that the record was recorded. Unstructured notes often contain patient experiences, the provider work-up diagnosis, summary of the patient’s experience, treatment plan, and outcomes. A lot of the unstructured data, which we’ll get into a little bit more here, tends to be things that are written or dictated. 

Structured data is stored in database tables. Again that includes labs, medications, vital signs, demographics, visit information, codes, etc., and this is kind of an example of what one of those tables might look like. As you can see here, there is a column and a field for each piece of information that is formed inside the structured data. That is why it is known as a structured dataset.

Unstructured data is stored in the database but typically within text fields, includes, as we said earlier, written or dictated notes like progress notes, discharge summary, radiology notes, and quite a few other different areas. It can also include items that are semi-structured fields, template and comment fields. A good example of this is pathology notes tend to have a template structure to them, but the information is usually recorded in multiple various ways, and ultimately even with the templated structure is still considered an unstructured field because it’s usually just text.

Here is an example of a typical text note. As you can see here, this one has a subject line, current medications, allergies, and there is a lot of information here that is very valuable to us, but there is really nothing that is set up in a structured format for us to be able to pull this information out in a meaningful way that we can do research on. 

So some of the challenges inherent within working with text is that the EMR is written mainly for providers for other providers, making it difficult for individuals like myself sometimes to process the information that is in there in a meaningful way for research. There is difficulty of document interpretation. That can be anything from photocopies, misspellings, grammatical errors, and then terminology differs from non-clinical text. For instance, some of the examples that are written here are patient endorses being verbally abused, patient post spinal fusion, angina r/o MI. A lot of these things, which means rule out a myocardial infarction, these pieces of information can sometimes be really hard to process. And then acronyms and abbreviations are extremely common. So this bottom one, 50 yo, so year old patient, with, which is the C, diabetes 2 mellitus, hypertension, complains of shortness of breath and chest pain, rule out myocardial infarction. That is what a lot of that alphabet soup at the bottom of that section means. And this is a hard situation for a lot of what we do in research because there is very valuable information here, but it can be written in various ways that makes it hard to create some sort of standardization. Another problem or complication that we can have is missing data, of course, and incomplete and inconsistent documentation. 

So some of the ways that we can go about getting the information from the text files, getting the information from other areas that might not be the structured data, and also being able to combine that with information that we can glean from structured data is abstraction and annotation. And a lot of people have heard the phrasing of abstraction and there are a lot of individuals who usually ask me what is annotation because that tends to be a foreign word. So to kind of describe them, it’s easier to put them side by side. So abstraction is a summation of all of the parts of all of the record that you have reviewed. High-level capture. It can include information that is from annotation. And inside the tool that we’ll show in just a little bit here, you can use forms, standardized forms that are written into the tool to capture the information in the abstraction methodology. Abstraction is the higher level information. For instance, you can find notes or parts of a note that indicate that the patient smokes, but the abstraction would be an overall sense that that patient that you are reviewing is a smoker. So then the other side of the coin is annotation. Annotation is a lot more detailed. It’s more granular. It’s captured concept by concept. You can have associated additional information, attributes and values associated with it, and relationships. And inside the tool that we use, we use schemas for Chart Review and also eHOST uses schemas to accomplish annotation. 

So to explain that further, annotation is taking one of the concepts or variables that you decided to look for, marking it, and giving it context and meaning through the tools that we provide or through another means. For example, this would be a phrase that said patient hasn’t smoked for 40 years. You would highlight that piece of information and you would indicate that that patient is a former smoker. And so instead of having the higher level information, this is a snippet of information from the chart, from the record that has the information that you are looking for. It can include a span of text and it can have associated attributes and values with it. 

So to give you a little bit more detail on that, and I might have repeated myself just a little bit here, but annotation is a label that assigns meaning to the data. We have a start and stop point that is associated with the text. As you can see here, it starts with LLL and ends with the N on consolidation. You can give it a class and an attribute and a value. These are typically generated by humans. They can also be generated by a machine or a combination of both. So for this example, the chest x-ray shows lower left lobe consolidation. The lower left lobe consolidation is the finding or the class, and the assertion that is associated with this is that it is present. So we have given this piece of information from a text note. We have highlighted it and we have provided context and meaning to it, saying that it is a finding and that we can say that the assertion is that this finding is present in this patient. 

So when we get ready to do an annotation project, there is a handful of steps that we follow to get to the point where we’re actually inside the note and working through the details, and I know we really want to get to the tools, but a lot of this is groundwork so that we can actually work with inside the tools, that we’ll show in just a little bit here.

The first step is to define the concepts and variables. This is important because this is where all the rest of the work starts. By defining concepts, variables, the variation of the concepts and variables and what the output is intended to be, this helps give the project a lot of structure and helps guide where we go with the rest of the steps.

Then next item is to select an annotation tool. The annotation tools that we have, have different abilities and different strengths and weaknesses. Chart-Review tends to be the tool that I go after the most and I try to use when I possibly can, just because of the power of the customization that it has built inside the tool. But there are still some things that we are trying to develop into the tool that eHOST still provides to our users, such as building relationships. So in that aspect, selecting the appropriate annotation tool is very needed.

The next step is to select documents. This is usually done with the help of a data manager of sorts to figure what our cohort of patients and our cohort of documents is going to be. 
We develop an annotation guideline, which is usually developed from the beginning part where we have defined the concept and variables. A guideline is a step-by-step instructional that allows us, as the managers, or whoever is developing the project, to help guide the annotators to have more of an agreement as they are going through the process. This helps make their agreement a lot higher, makes the quality of the capture of the information that you are going after a lot more precise, more accurate.

Next is to identify the annotator qualifications. We have a slew of different projects that we are presented with. This step is fairly critical. Some projects will require a level of assertion, as was shown in the example a little bit, to say that a medical diagnosis or a medical issue is present. To be able to do that, a lot of the times some sort of certification qualification licensure is needed to be able to say that that person has the knowledge base required to make that qualification or to make that assertion.

Next is training and management of annotators, making sure that they know the guideline, making sure that they know the system and the tools, and then watching their time and their progress as they go through the notes. One of the key parts of import in this section is to make sure that we are watching as they go through the process, to address any types of issues or any type of skewedness to their captures as they go through the notes, and as they are adding meaning to some of the context that we have asked them to annotate.

The next step is to measure adjudication or annotation quality. Now this kind of goes along with the previous one. At the end of the project we can have multiple different ways that we address the quality of the annotation that we are looking for. One of the ways is to do what we call a double annotation, which is where we have two annotators who mark up the same document, whether that is a percentage or the whole set is dictated by the design of the project. Once we have that set, we can compare their captures and come to an inter-annotator agreement or interrater reliability. That shows us the quality of the capture of the annotations for that specific project.

So before we jump into Chart Review, there is a handful of terminology that is associated with it. The first one, and what I feel is one of the most important, is the definition of a clinical element. Here I have definition and configurations of various chart record information to be viewed during chart abstraction or annotation. A clinical element can be anything from a lab note value to the text report in a note, to a radiology report, to the ICD-9 code, vital status, date of birth, any element with, inside the patient’s information that can be displayed can be designed as a clinical element. And that is the central unit for almost everything that we display to the user as they are going through the Chart Review tool. The clinical elements represent each of the different areas that you are interested in looking at as you present the information to the annotator. The most typical versions of this tend to be a demographic section that explains the patient’s information just a little bit and then another section that usually shows their notes, and then whatever other elements that are needed. So then as we go through this as well, I wanted to define a project. A project is the overall system in which process, task, schema, forms, and these clinical elements are defined. Inside our tool, this usually connects you to your database within VINCI. Below is an example. Usually there are your ORD and then your PI’s name, followed by a date and number.

Next, following in that cascade of information is a process. So a project contains all of these other elements, and one of those is a process. Process is a group of patients, notes, events, or any other documented item that can be uniquely defined. What I mean by that is that any grouping. So if you wanted to look at a patient or at a surgical visit, you can group by that. Most typically this is done by patient by patient, but it can also be done note by note, and event by event. So the process includes all of those unique items that you want to look through. The next item is a task. A process is made up of multiple tasks, and a task is that individually unique item to be reviewed within the process, and again, this is your patient, your note, your event. This can even be something lab by lab or medication by medication. Chart Review has the ability to customize the task and the process to fit the individual needs of your project.

Then next two things that we have touched on briefly, that I wanted to touch on here as well are the items that help define what we are looking at, and that is your schema and your form. A schema is used to define classifications, class attributes, and values within the process. It allows for the identification of a concept or a variable within the record presented. For example, the schema item, the classification could be smoking and then it could have an associated attribute of smoking status with a value of current. Another example is the classification could be patient date of birth. The attribute name is date of birth, the value would be the date of birth associated that you captured. The next item is a form. A form is a survey questionnaire that allows you to answer questions pertinent to the presented documentation. This is kind of what we were talking about. This tends to apply more to abstraction than it does to annotation. Say for instance you are looking through a patient’s record and you want to answer a slew of questions that are associated with them. That is a typical form of chart abstraction. We can incorporate those questions from your questionnaire into the tool and we can use, not only the information found in the chart to answer those questions, but we can also associate the answer, the text that answered that question to the question in your questionnaire so that you can actually say, oh, hey, it says that this patient has a comorbidity of chronic heart failure. We can show you the text that is associated with that as well. Again, an example of this form would be does the patient have any associated comorbidities? If yes, then select from the following, and you would select the appropriate items associated with it.

So to use Chart Review and eHOST with, inside the VINCI environment, there are a few things that are required. Those things are, of course, an IRB approval to do research in the first place, and then also a DART approval. Within the DART there are a handful of things that are absolutely required, and that is to look at text notes, in the first place, you have to request real SSN. The next item is that you need to request the CDW production domain, request TIU text notes, and associated with the other part ensure that you have a HIPPA waiver with your project. If you have any other questions regarding regulatory, please contact VINCI@va.gov. They have a great team ready to help you through the DART application process, and they can help identify the other areas that might not be addressed in this slide on what you’ll need for your specific project to get the right permissions to be able to use Chart Review or eHOST inside the VINCI environment.

So before we hit VINCI, I would like to show you eHOST.  EHOST, to give you a background on it, eHOST is a standalone system. It uses Java to function. It uses text notes and XML language to capture the annotation. So in front of us is an example of a note that is presented inside eHOST. EHOST also only can do note by note annotation as opposed to Chart Review that can do different layers of annotation and chart abstraction. So inside this screen, and I’m going to use the pointer on here just a little bit, but you’ll see that over on the left-hand side right here the exam finding, neurovascular anatomy and sidedness, are all an example of the schema that is associated with this project. We are looking at an individual note, titled above, and here is the text associated with it. 

What has happened here is that we have highlighted a piece of information, in this case left, and we have marked it as sidedness, and then ICA which we have marked as neurovascular anatomy. Then one of the powers of eHOST is then we have the ability, which you can see on this right-hand side to link left to ICA. So now we have given it even more knowledge and more meaning. Not only do we have a sidedness that is captured and neurovascular anatomy, but now we have them tied together. So we now know that this statement right here means the left side of the ICA. 

Then going through this further, you can see right here in purple is this plaque that’s found and it’s marked up as a finding. So to show you this tool a little bit more there is also information. Left is classed right here as sidedness, and we also have the span of text within this note that shows you it is from this character to this character, and here is a summary of those characters that shows that it is a left side. Now eHOST is easy to set up. It’s just like I said, requires .txt files, and once you have those .txt files, you are pretty much ready to go with eHOST, other than needing to establish and set up a schema. The output, however, is in XML, and to get that back to a database does take a little bit of knowledge and working to get that into a place where you can do more work off it. So the setup is less, but at the same time, because the setup is less, the background power of the tool is also less. For a lot of those reasons Chart Review was developed to enhance the functions of annotation. So let’s move into that.

So Chart Review has multiple steps that are associated with it. The very first one is to establish a project. So this screen right here shows an example of a project that is set up. It requires a URL connection to a database, and you also identify the schema that is associated with it. Chart Review uses SQL and a SQL server. Chart Review also uses a handful of tables that it creates within your project called Siman Tables to store the annotations and to allow the tool to run. So this screen right here shows you an example of what’s needed, obviously a project name, a description of what the project is and in this case I just copied over the URL, and then a database URL for the connection. All of this we’re happy to help you work through. Again, contact VINCI@va.gov and we’re happy to help you through the beginning portions of all of this. One of the key items that I wanted to point out in particular is that you can also assign a priority to your project. For example, in this case I have this as priority 1, and you have the ability to choose one through five, so if you happen to have multiple projects that you are working with you can assign which project is the highest priority or rank in that priority list, and that can be changed after the fact.

So moving on. Next is that clinical element that we talked about, that talks about identifying that key piece of information for that user. I know this seems a little bit overwhelming with the code that is associated with it, but this is kind of giving you a glimpse of what is needed on the database side and also on the background side to set up this project for annotation or chart abstraction. So this is an example of just a simple demographic table. So here we have two queries that are associated with it. The first query is an all element query that pulls in every piece of information associated with this patient. So this query here where it says select the patient ICN, and so on and so forth from this specific table, populates all of the columns that I can then pull from to display inside this clinical element. And I think this will make more sense when we are actually in the annotated area and the annotation user interface. But this is an example of what is needed for the clinical element to get it configured and you can populate a lot of information here, but it does require that the table that you are using contain all of the information that you are going to populate into this clinical element configuration.

The next thing that is needed is a schema. A schema, again, is a tool that is used to add meaning to the text that you are capturing. For example, this one happens to be one for smoking and it has three classifications that are showing. Those classifications are current smoker, former smoker, and a never smoker. Then on the right side there is a column, and that column contains a level of certainty that you will identify, and tobacco product type. Then it is also color coded so that you can kind of make it easier to visually see where the annotations are.

The next item is a form. The form comes from that survey questionnaire that we were talking about. This is typically, again, used for abstraction but can be used in conjunction with annotation to enhance your abstraction or in conjunction to give it more information regarding that abstraction question. So for example, this one happens to also be associated with smoking. It says, you know, patient status, has the patient ever smoked, that’s a yes or no question, patient’s gender, age at which they first smoked, the smoking intensity, i.e., the smoking frequency. This one also has cigar use. Does the patient have a history of cigar use? If yes, then please add the date. Cigarette use, if yes, then add the date. Then pipe use, if yes, then add the date. One of the additional powers of these forms is to help speed up the process. The forms have the ability to be conditional. So for instance, if you’re going through this questionnaire and you say has the patient ever smoked, you can say no. And if you say no, cigar use, cigarette use, and pipe use don’t populate, so you won’t be able to see those. On the other side, if you answer has the patient ever smoked and you say yes, cigar use, cigarette use, and pipe use will show up. And if you say yes to any one of those it will then ask you to input a date associated with it. 

So it is a structured way of having kind of these dynamic questionnaires to help the individuals who are annotating not have to see not needed questions, or to help guide their annotation or abstraction process so that they answer the appropriate questions. These questions can also be set as required so that you can say that, hey we absolutely need to know whether or not this patient has ever smoked, that is a question that can’t be skipped. Then also you can have it set so that if you do indicate that the patient has a history of cigar use that they then have to put in the last day they have used, according to the record that they are reviewing.

So this screen is an example of the process selection screen. The way that it works is once you have entered into your project, which is identified on the upper right-hand corner, it says this is VINCI_ANA, the project is. You’ll have a handful of processes built within that project to display in front of you. This for example, has two synthesized test patients that I was using to build this demo as well as a user load testing that we did to test Chart Review further. It indicates how many of those patients you have left to do in your set, how many of them have been placed on hold by the user for whether that’s, you can place a task on hold if you have questions about it that you want the manager of the project to address or the administrator of the project to address, or there are any problems, or you’re not completed with that patient, you can put them on hold and come back to them at a later time to review and go through with your process. So once you are at this screen and you have everything established and these processes are created for you, you select one of them and it brings you into the annotation user interface.

I know there is a lot of information in front of you right now, and I plan on going through each one of these sections with you so that you can understand a little bit more. This is the annotation user interface. This is where the lion’s share of the work in Chart Review is completed. After you have created your clinical element configurations and you have created your forms and your schemas and your processes, this will pull open task by task the information that you have customized to show to the user for the purpose of Chart Review. 

So each one of these in this right column right here, so this smoking patients and smoking documents, those are the two clinical element configurations or the clinical elements that we have talked about. The first one, smoking patient, shows a demographic summary, their scrambled social, their race, gender, and date of birth. All of these are pulled from a structured set, from a structured field with inside of the database with inside a table. 

One of the powers of Chart Review is that those structured fields can be annotated and further meaning can be associated or assigned to them. Say for instance, you wanted a schema classification that captured everyone who was born before 1950. You could swipe and capture this date of birth, even though it’s structured, and mark it as after 1950. So that is an example of how we can use structured data to complete the annotation or Chart Review process. 

So these two fields again, smoking patients and smoking documents, are examples of clinical element configurations. The smoking document, clinical element configuration, the first query that we showed a little while ago was an all element query that populates the complete list of all of the patient documents associated with the primary key. The primary key is that unique identifier that creates the process, and for this project it happened to be scrambled socials. So for every scrambled social that was found within the table that I appointed Chart Review to, there is an individual task that was created for each unique distinct scrambled social with inside my table. The documents table pulled all of the notes, all of the document SIDs that were associated with that scrambled social. So this field right here shows the five documents that also had the scrambled social 11100111. Then once I click on one of the notes in this grid, it will then populate a detailed view, which is off to the right-hand side, which it displays the text for that specific note on the right-hand side over here, and that can be used for annotation. 

Now Chart Review, well, let me finish describing the different portions of what you are seeing. Up in this far left section is a brief description of the task name, the principal clinical element, which happens to be patients, just the one that it’s focused on, and any descriptions that you associated with it. This next box right here shows the form that we reviewed just a little bit ago that talks about smoking, smoking intensity, and cigar use, and then it has the question or the possible answers for that question below. For example, has this patient ever smoked? Yes or no? And then that will populate other things. 

Then the bottom section are the associated annotations that you have captured. Then the very lowest box on the left-hand side are the attributes associated with the classification that we have given. For example, certainty is one attribute and then tobacco type is another attribute. So when inside this view and we have selected our patient and we are inside the task and we have selected our document, Chart Review, this new version of it has a few enhanced abilities that help you get through your notes. One of them is this search detailed view option. The search detailed view will go through all of the notes that are associated with that scrambled social or that key field, and it will allow you to do key word search, or any type of RegX search to find information with inside that note. For example, in this one if I were type the word tobacco, this last note would populate because I know that the word is found with inside the detailed view over here. So it would show me a list of all of the notes here that have the word tobacco, which is one of the additional powers of the new version of Chart Review. 

As you can see here, again, I apologize because there is so much to show and so much that I am actually really excited about on this screen, and I know that there is a lot of information. These check marks over here are another feature of Chart Review that, while you are inside the tool you can click on this done button and it provides little check marks. So if you are going through a lot of documents for an individual patient, you can click on this done button to keep track of where you are at. The only caveat to that is if you happen to leave this patient and come back into them or leave this task and come back, those check marks do not persist. They do not stay with the chart in any way. So they are a reference tool while you are going through the individual documents. 

So before I show you how the connection between the annotation and the form work, the way that we do annotation is we’ll highlight a piece of text. For example, in here this is tobacco use disorder. After highlighting that piece of text that is told to us what we are trying to capture by the guideline that is developed by the administrator of the project, it will pop open this little box right here. This box has our schema in it that we have already developed, and that schema will allow us to select the classification for the information that we just captured. For this project we were looking for any evidence of smoking and trying to come up a delineation of that status for this patient. In this case this patient has tobacco use disorder within the free text here, so we know that that is a current smoker. Just a step back just for a minute as well, as you can see here this note does have a template associated with it, and it is actually a very typical note and we would hope that this tobacco use disorder is also found somewhere else within the structure data, but for this purpose all of the information shown here, even though it is formatted it is still just a text file. And this information, this tobacco use disorder item here, isn’t found anywhere else with inside this table in particular. So this is an example of text, highlighted and annotated with inside the report text for this note for this patient. 

The other levels of power that are associated with Chart Review are more than just the ability to annotate text within the note, that is the limitation of eHOST. Chart Review, as you see right here, there is this button that says classify. This classify button allows me to add a classification to the entire document. So for example, if you’ll see this inside the schema, it says not relevant document. Say this note had nothing that was of value, I could classify it as a non-relevant document that with inside my project, that note would now be marked as, oh, it doesn’t have anything that is meaningful associated with smoking. In addition, so that is a document level classification. We also have the ability to do a patient level classification. You’ll see that classify is also above this patient item. If it is set up this way, I can say we didn’t find anything for this patient, so I can mark that unknown smoking status and I can mark the patient with an unknown smoking status because we couldn’t find it in any of the notes that we had generated for this patient. 

So in review, Chart Review has the ability to annotate text within the document, the document itself, patient level classification, and then if your project is set up that way, you can do as well event level classification, surgical visit classification, medication note classification. The options are really endless on where we can classify, but having this multilevel ability of classification adds a lot of value and power to the tool. It allows you to not only mark the text that is associated with it, but if you have a project that you just need to be able to say whether or not this patient is a smoker or not a smoker or that that document happens to have diabetes in it or no diabetes in it, it allows you to classify or annotate at multiple different levels and giving Chart Review a lot of different strengths and abilities. 

So then going back to our form, after we answer the question here, we also have the ability inside Chart Review to combine worlds. So not only do we abstract and annotate, but then we can also add our annotations to the abstraction. What I mean by that is here you see the word smoking, we say that the patient has smoked, and here is the text that has been annotated that is associated with the determination that the patient has smoked. So to review that again, here we have a question that says does the patient smoke? And I said yes, and I marked the document that had the phrase tobacco use disorder that answered that question. And up here, this red box right here shows that I have linked this tobacco use disorder annotation to this smoking question where I have indicated that the patient does smoke. And you can do that going through it. Some other applications that we have used this in the past are, for example, evidence of deep vein thrombosis. It says does the patient have a deep vein thrombosis? You can go to the note and you can say yes, here is the marking for deep vein thrombosis and then you can answer the question associated with it. Same thing with the age and gender, if those happen to be within the note, you can mark them using annotation and the schema associated, which is here, you can mark the age and gender, or whatever you have decided to identify, and you can add them to the answers to your questionnaire. All of this is then outputted into a database that can be researched and additional information can be seen. And you can run statistics, you can run counts, you can do a lot of other statistical methodology to analyze the data that is captured after annotation. 

So Chart Review has a lot of strengths. The one thing that it is missing that eHOST still contains is the ability to create relationships. That is something that we are absolutely looking forward to in the future. However, as you can probably tell that having multiple layers of annotation from text within a document, the document level, and also patient level, creating a relationship filter will be something that will be definitely a challenge that we are going to go after. We are constantly building and developing new features that are associated with Chart Review, but the powers that exist within the tool are pretty impressive and it has made a lot of our use and our abilities here as part of VINCI a lot more friendly and it has allowed us to facilitate our projects in a more meaningful way. A lot of this information in the role that I fulfill also feeds into things like our natural language processing group, who can use the information that we have captured with inside these documents and expound upon it and use their technologies further to capture more information in more notes based off of the knowledge that we have gleaned from doing chart annotation and chart abstraction.  

So if there is more information that you would like to have for our annotation services, we are happy to educate and train. We are happy to help in project definition and guideline development. We have a team of annotators who range in different levels of qualifications from nurses to midlevel providers to annotators who don’t have those qualifications but have plenty of experience working within databases. And then obviously we are also happy to help with full Chart Review projects. If you bring your project to us, we will work with you in any way or shape possible to help you accomplish the great work that all of you are doing. 

This is the contact information for the VINCI services team. This is also some information on the other items that we are equipped to handle. A concierge, word data provisioning, everything down to application development and natural language processing. And of course, a little selfless plug, the annotation and Chart Review is absolutely there. So if this is something that you would like to know more about, or if this is something that you have further questions or would like an individual demo of the actual tool and its function, please contact VINCI and let them know that you would like more information regarding Chart Review. And that is really the end of all of the information that I have for you guys.

Heidi: Thank you so much. We do have several pending questions, so I am just going to dive in with those [audio cuts out 48:54 to 48:59]. We’ve got just over 10 minutes so we should be able to get through a few questions, so if you do have any please take this opportunity to send them in. The first question we have here, where is the best place to confirm medications during a hospitalization?

Mr. Daniel Denhalter: Can you repeat that? I’m sorry.

Heidi: Where is the best place to confirm medications during a hospitalization?

Mr. Daniel Denhalter: So I think that that is a question that we can definitely explore a little bit more. There is a lot of information regarding medications. A lot of the work that we do confirms medication usually from a doctor’s note, but there are structured fields associated with medication inside VINCI that we can explore, and usually we do a combination of both. We look at both the structured data and the unstructured data or the note to confirm the findings that we are looking at. Again, if that is something that you would like more information on please contact VINCI.

Heidi: Perfect, thank you. The next question here, are the tablets and CP address universal or specific to VISN?

Mr. Daniel Denhalter: You know, that is a good question, it depends on what we are talking about. So the pathology we have found are fairly universal. There are handfuls in different ones, but a lot of the notes we have seen the templates are VISN associated or even facility associated. So the variation in what you can see is pretty great. The templates can sometimes be hard to work with, and we have a great team here who really has a lot of experience working with them. In fact, like I was mentioning before, we have recently completed a project where we are working within the pathology notes, and that one happened to have a handful of different templates that the pathology information was captured in. So I hope that answers your question. I know it was a little bit vague, but the answer is both.

Heidi: The next question here: Can you use Chart Review or eHOST for non-VA care scanned notes?

Mr. Daniel Denhalter: So you can use eHOST and Chart Review, not the most current version are both available to not be with inside the VINCI environment. We recommend that you use them within the VINCI environment because there is a lot of safety things that are put in place to ensure that the data is protected. However the tools are available outside as well. And if you’d like more information on that, and I know I keep referring to this, but please contact VINCI to talk about getting the tools to you in a different way.

Heidi: Great, thank you. The next question here, can the annotations themselves be exported? So original data, schema, predicate, and the data point answered for the purpose of developing a training set for NLP?

Mr. Daniel Denhalter: Absolutely. In fact, that is a lot of what we do. So the annotations that you saw with inside the tool can be exported multiple ways. Of course the inherent export is that it is pulled directly into a database that is composed of a handful of tables, and those tables can be used with SQL language for any type of manipulation for your research project. Another way is that Chart Review actually has the ability to export the annotations line by line using a CSV file, which can be viewed with Excel or different items like that, and then it can be processed accordingly outside of any type of database software. So yeah, there is a lot of variability and a lot of possibilities on how we can get the data out of the system for the future development of additional things like NLP. We typically hand this off, a lot of our projects we’ll hand off the annotations that we complete to the other portion of our team, which is the natural language processing team that is overseen by Olga Patterson, who will then take our information and develop natural language pipelines for the purposes of that project. So hopefully that answered that question for you. Heidi, are there any more for us?

Heidi: I am sorry, my [unintelligible 54:16 to 54:19] do have a few more questions here. The next one we received too similar, is there a link to Chart Review that we can use by ourselves or where can we get a copy of Chart Review?

Mr. Daniel Denhalter: So that kind of goes back to what we talked about before, if you would like a copy of Chart Review outside of the VINCI environment, please contact us through VINCI@va.gov and we can work with you on getting that to you and helping you get it set up. Then as for a link for Chart Review, there is a URL for it. It is web-based. However we would really like you to go through the VINCI@va.gov and we would be happy to give that to you and help you answer any questions specific to your project. 

Heidi: Great, thank you. The next question here: For free text notes there are a lot of document types. How do you find note types without needing to go through these several hundred thousands of documents?

Mr. Daniel Denhalter: So that would be a great question for Olga Patterson who oversees our team. She is phenomenal at helping us identify the different types of notes that we are going through. We have had some unique experiences with developing note types. One of them has been, we’ll grab usually a random sampling and between myself and a handful of annotators, we’ll review the notes that are there and mark the ones with inside the tool that have had the most success in finding that information. Sometimes we use a little bit of a key word search to identify those note titles, but then we can mark them up using the annotation tools, and then from there I hand that back to our data manager who is able to find the titles of those documents and usually gives us a pretty good sample or at least a focused sample on what type of notes that we are trying to get, and note titles that we are trying to get. But that is definitely a challenge on the data management side of the house is to identify the type of notes and the note titles that we are trying to look for to find, that would be the most meaningful to use for annotation or Chart Review. 

Heidi: Okay great, thank you. The next question here: Can you elaborate on your comment Chart Review cannot create relationships?  I wasn’t exactly sure what you meant by that.

Mr. Daniel Denhalter: So it actually can. So inside eHOST you have the ability, it actually functions as an additional attribute where you can link two different classifications to each other. In fact I’ll go back real quick and show you. 

Right here you’ll see that this left and this ICA inside eHOST is connected by this yellow or this orange bar. This creates another attribute known as a relationship attribute that says that ICA has the association of left, and it is a relationship with inside that specific note. Chart Review doesn’t have the ability to make this really cool bar that is found inside eHOST, but you can create relationships. We have worked around this in the past by having a shared attribute. So for instance if you had multiple annotations, multiple classifications, you could say, you could give it the attribute of one, and any item that has the attribute of one would be related together. So it’s one way of handling it. Then you could have two and any item that had the relationship of two would be related together. So that is one way of creating those relationships, even in Chart Review. But it doesn’t have the special delineation of relationships with this connection bar or visual bar that shows you the actual relationship between the two different classifications that have been annotated. And so that is one thing that we are working to develop is more of a visual interface for Chart Review that allows that relationship to be more visible instead of just having just an attribute that is identified. I hope that helps.

Heidi: We will see if we hear back in from them. We have a couple of questions similar here: I imagine annotations sent to [unintelligible 59:17] experts is not free. Is the cost something that is negotiated per project?

Mr. Daniel Denhalter: Yes. We do have some set costs associated with annotation that if you contact VINCI services we can definitely talk to you about it. It really depends on who you are and the extent of the project and a few things. So yes, to answer your question in general, it’s yes that it is project specific and kind of what we are looking at. The largest cost is the actual annotators’ time, and then a little bit for the set up and what not. But as we have kind of talked as well before, the education, general education, general demo, us just kind of giving you an understanding of the tool itself, those are recharged through the VA. So if you do have questions, or if this is something that you want to explore more, or you would like more of a demo that is specific to your project, and ask us some questions by phone or anything like that, please let us know and we can definitely have that conversation and then we can also talk about cost if we end up going further with the project.

Heidi: Okay, fantastic. And we are actually just past the top of the hour, so we are going to wrap things up here. If anyone does still have any pending questions, please contact, you see on the screen here, VINCI@va.gov. They are always happy to help out with any questions that come up out of these Cyberseminars. Daniel, did you have any final remarks you’d like to make before I wrap things up here?

Mr. Daniel Denhalter: No, thanks for the opportunity to present and please let us know if you have any further questions that we can help with.

Heidi: Wonderful, thank you so much for taking the time to prepare and present today. We really do appreciate it. For the audience, when I close out the meeting here you will be prompted with a feedback form. Please take a few moments to fill that out. We really do read through and appreciate all of  your feedback. Thank you everyone for joining us for today’s HSR&D Cyberseminar and we hope to see you at a future session. Thank you.

[ END OF AUDIO ]
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