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Dr. David Chamber: Okay. So thanks everyone.  Thanks certainly to VA QUERI for giving me a chance to talk through some thoughts I have about where hopefully we can go together, in terms of dissemination implementation research. It’s always wonderful to be able to benefit from the great work that QUERI’s doing. And so I appreciate your willingness to listen. And I look forward to the discussion going in whatever direction you would like to. So let me get going. 

So as you’ll see, the quick session outline, giving you just a few thoughts of how I think about dissemination implementation research, or implementation science. A little bit about challenging classical assumptions, reflecting on some recent work that I did along with a colleague here, Wynne Norton at NCI around thinking about adaptation in a different way, learning healthcare systems, and then again continuing the discussion to the extent that we can with this particular format. 

So if I were able to see you all, I would ask you to raise your hands as to who’s seen this slide. And I would guess that maybe a certain percentage, but not everyone has seen these slides. I like to use this as a way to try and underscore the reason why all of us are so invested in advancing our knowledge around dissemination and implementation. This was something from 2000 where Bayless and Boren tried to look at what happens when we assume that the end of our research is the publication. Many of you on the call know that that’s not probably the best way to insure implementation. But not all that many people outside of implementation science still are as conversant with this notion. 

And so what it does here is just walks through the different stages it takes from completion of your original research through the publication pathway. It walks through the amount of time. You’ll see on the right side approximately that it takes to get from submission, acceptance, publication, get it into different databases, considered as part of reviews, and then into implementation. And then on the last slide you see all the ways in which these valuable results may not make it through to that next hurdle. You complete your study, but maybe you don’t have a positive finding of a particular trial. And so it can’t it be submitted for publication. Or maybe you submit but it’s not accepted. Or maybe it’s accepted but it doesn’t get taken up as people are looking at that analyses, looking at guideline development, et cetera. 

The bottom line that people are far more familiar with is this: that it takes 17 years to turn 14% of original research to benefit of patient care. And that factoid has often been differed, has often been, I guess, distanced from the place where which it came. And so it’s a good way for us to recognize that we need, of course, to ensure that our research findings get beyond just that publication enterprise. And it’s why we really care about improving dissemination and implementation research overall. 

The next thing that, again, people are probably at this point a little bit more familiar with is just this notion of what happens to our innovations. If we just assume that passively we can get them out there and people are going to use them, you can probably finish the end of this sentence. We assume if you build it, I would hear a chorus at this point, but I’ll fill in the blank- they will come. Right? So, “if you build it, he will come” was Field of Dreams. If you build it, they will come, is often our assumption that we make about developing these new treatments, these new diagnostic tests, these new prevention programs, and then assuming that people are going to take advantage of them. As you can see of course from this empty baseball diamond, despite the fact that we’re in the heart of baseball season, nobody is using this. Nobody is benefitting from this innovation that was placed in a particular location. And there was an assumption that people are going to be using it. 

I will go a bit further to say that it’s not only that we need people to find our innovations. But we also need to recognize that sometimes that 17 year thing may actually be on the short end of the stick. In fact, if we stick with our baseball metaphor, we look. And I grew up in Chicago Cub-dom, right in the Chicago area. It might take an incredibly long time for the benefit to truly accrue out of our intervention. Right? And so in this case, the Cubs, it took them 108 years to get from actually starting in this baseball enterprise to having a successful result in terms of a world series title. Those of us in Chicago waited many lifetimes, clearly, to get that far. And it’s important, again, to say that we can’t just rely on the push of our science. We need to really be thinking about who’s receiving it on the other end and how are they able to use it to the best benefit.

A way that we think about this in the context of health intervention is that we need to be thinking about those multiple dimensions through which we try and advance dissemination and implementation of our results and of our evidence-based interventions. So if we assume that we have this evidence-based health intervention, this magic bullet, so to speak, it’s really only going to be so good as how and whether it’s adopted by various systems or individuals. That we go that next step and insure that not only are people aware of it, but that providers of that intervention are trained to deliver it. But not just that, the trained providers return to their practice and are choosing, are able to incorporate it into their practice. And that of course, the patients who would potentially benefit from this intervention are actually receiving it. 

So as we go through that cascade, if we assume that we did reasonably well, right, that we got half of our systems to adopt an intervention, half of the providers in the systems were trained, and maybe half of those went back and said, “I’m going to incorporate it into my practice”. And then they were able to identify about half of the people who could benefit from it. Even if we’re assuming in that scenario that we have no problems with access, no problems with adherence, no problems with appropriate dosage, no problems with maintenance over time, we’re really already down to 6% of the benefit that we thought that that evidence-based health intervention was going to accrue. Again, a lot of this cascade looks a lot like the like the RE-AIM framework you’ll see right here that Russ Glasgow and others have developed. 

And the important thing for us to think about here is that while we’ve made a lot of strides moving from efficacy to effectiveness, thinking the difference between that pristine test of an intervention through to what does it look like in the real world? That’s just one spoke of a broader wheel that we want to build out where we’re trying to optimize impact. And so it’s not just effectiveness, although that’s important. It’s as RE-AIM, Russ and others have argued, about reach. How well are we able to reach the targeted population with our intervention? And then this cascade, about the underscoring and supporting the decision of an organization to adopt an intervention, of making sure that the implementation processes achieve the ability for that intervention to be delivered properly wherever it is set. And then, importantly, that it’s not just that initial state of affairs following implementation, but that we’re able to really think about sustainability,  sustainment of an intervention, or in this case, what’s considered maintenance. How do we incorporate the intervention so it’s delivered over the long term? 

Underscoring all of this is our recognition that context counts. And that we recognize that within healthcare that there is so much variation in terms of local resources, in terms of information systems, in terms of provider knowledge and understanding, and in terms of preferences of patients, of providers, of other folks within the system, that is going to have a tremendous impact on how successful we are to disseminate our evidence and to implement our evidence-based interventions. What I like to do here is just reflect on the key terms and the way that we define them in our work at NIH. Because I think many of us recognize that we throw around a lot of different terms in this field. And we often do not take that initial step of saying, “here’s what we mean by those terms”. And so we end up using the same terms to relate to different things, or use different terms to relate to the same thing. So I like to include, just for you, a sense of, how are we coming at this? What do we define as the key terms that we’ll then be using throughout the rest of the talk? 

We really have two different ways in which we frame this field, implementation science, which as Rob had mentioned, is the team. The name of the team that I oversee here at NCI comes from the journal Implementation Science and the definition of being this broad study of methods to promote the integration of research findings and evidence into healthcare policy and practice. I’ll note there, at least for the NCI, that we define healthcare in a pretty broad way. It’s basically any place where healthcare is delivered, and even places where interventions related to promoting health, preventing disease, et cetera, are potentially broadened. So not just healthcare systems. Community practices, online environments, et cetera. It’s really a broad sense context. 

At the NIH we really do use dissemination and implementation research as a way to, note this field. And the reason why we separate out this two different concepts, dissemination research, you’ll see here the study of targeted distribution of information intervention materials to particular audiences. And implementation research, the use of strategies to adopt and integrate health intervention into a variety of setting to improve patient outcomes and benefit population. Now the reason why we have these two terms that we use is because historically our biomedical research enterprise hasn’t done really either of these things all that well. We haven’t done a good job, as you heard on the front end, of making sure that our results are not just published and sit on the shelf, but integrated and inform action at various levels and for various stakeholders. And we haven’t done a very good job historically of figuring out how do we integrate these interventions in the variety of settings where they might actually reach people. 

So when we think about the dissemination research enterprise, it’s recognizing that there are these really important questions that we sometimes leap over. How is the evidence created and what implications does that have on it’s dissemination? How do we package the evidence? How is it transmitted? How is it received? And how is it ultimately turned into some sort of action at the local level? 

And again, historically I would say that we were more often jumping over these really important questions, these really important stages than we were trying to figure out, what’s the knowledge base that makes us do this in as an effective a way as possible? When we think about implementation, this is a graphic that came out of the paper that we had in 2009, Enola Proctor and others were involved, and Enola being the lead on it. We try and draw a contrast to what a lot of our work in the sort of intervention science enterprise looks like, and what we think about here in terms of implementation. 

So you’ll see on the left-hand, it says QI, quality improvement or EST, empirically supported treatment. You might put in evidence-based practice there, as well. And you’ll see on the right-hand the health outcomes. What we generally see in a lot of our trials is the left and the right-hand being accounted for. What do we do in delivering a particular intervention to an individual patient that we hope will result in some improvement in health outcomes, be it satisfaction, function, health status, symptoms, cure of a disease, treatment of the disease, et,cetera. Right? Prevention. 

We often by doing this, assume that we don’t need to contend with the, how do we actually get this intervention to people? And so again, when we think about implementation as opposed to just the typical efficacy or effectiveness trial of an intervention, we’re shifting from saying what do we do for this given patient who’s in front of us, to how do we make sure that that intervention can not just reach that one person, but could end up being standard care? 

We then, of course, look at the implementation outcomes that relate to how successful our strategies were at increasing the uptake, the implementation, the sustainability of that given intervention. And the argument that was made here, which I totally buy into, is that if we can get implementation right, we should be seeing improvements in the overall service system. And that in turn, should enable us to get to a better health outcome. But not just at the individual level, but at the population level. So again, while we see the core of our implementation research being that how do we develop and test these strategies to improve the implementation of our intervention, and that there’s specific outcomes that will result from that that will improve the feasibility of delivering our interventions, improve fidelity where it can have high quality delivery of an intervention, improve acceptability, sustainability, improve the costs that go into trying to provide the care to people, improve levels of uptake, et cetera. That we’re most happy, when we see that that strategy led to better implementation outcomes, but also improvements in the service system in which we’re trying to care for people, and then at a population level in terms of the health outcomes. I will say that I think just reflecting on the field, as it’s been advancing over time, I think we’ve done a better job of moving away from this strict linear view of scientific development and then implementation at the end. 

So in 2004, 13 years ago, we had really identified these two translational hurdles, getting from basic science to clinical research, and then getting from clinical research into standard clinical and community practice. A number of years later, we recognized that there were additional hurdles that we really needed to think about. This one, which we had used in our first training in the foundation for dissemination and implementation research in health program, recognized that there may be a whole set of these different stages to get us to an effective intervention, and then to see how it can be implemented more locally, and then to what degree can be scaled so that there’s population health benefits. And then as you complete around the circle, you’ll see in the bottom left-hand corner. I’ll speak a little bit more about that.  We’ve been thinking even more about the iterative nature of our discovery enterprise and how we ought to be continuing to learn as we go. More on that in a minute or two. 

So I feel like at this point it’s still useful to look at some of the assumptions that we’ve traditionally made about biomedical research, and that I would say even in our implementation science or our DNI research space we still continue to make in a lot of our steps. So these traditional assumptions assume that once we’ve developed that evidence, once we’ve created and manualized that evidence-based practice, it generally stays the same. Right? We’ve manualized it and now the question is how do we get it integrated? 

Once we’ve understood a health system, it also tends to be the same. We know what that hospital or what that clinic looks like, and therefore we can feel confident in proceeding to implementation. We still often assume that we want our service systems to focus on that one practice or that one test at a time. We also often assume that even though we know that there’s a lot of heterogeneity in terms of our patients, our families, our consumers, we’re often assuming that that evidence-based practice label pretty much means that anybody’s going to benefit from it. 

And lastly, and I would say still very much in our implementation studies, we assume that optimal implementation is 100%. And that if someone chooses not to implement a particular practice, they’re actually being irrational. How could they turn away from this awesome evidence base, this wonderful intervention? So I think I would ask, even though, as I’ve asked people in various venues whether anyone buys into any of these assumptions? And most of the time people say, “no, of course not, we really don’t believe that”, I would ask how many of these assumptions still are alive and well in the project that we continue to conduct? 

I’ll start with the last one. And just to say this notion of “they have not chosen to implement my intervention, therefore they’re being irrational. They’re not convinced as I’ve tried to convince them of the evidence base”. We often jump over that question of does a fit exist between that intervention and the setting, the population, the delivery apparatus? We need to be thinking beyond that. 

We really need to be thinking about these sets of questions, and then more beyond that. Right? Is there a population fit? Is this intervention actually serving the need of the population that would be presumably benefitting from the service system where the intervention would be used? Is it reimbursed? Are there appropriate staff in place to effectively deliver that intervention? How strong, importantly, is the evidence related to this intervention versus whatever current practice looks like? And importantly, not just the supply of intervention, but is there a demand? Does anyone want this particular intervention? Like I said, I think too often we assume that the answer is, yes, there is a fit. Of course there’s no problem with reimbursement. There’s appropriate staff. Evidence is much better than anything they would be doing. And how could they not demand this intervention? 

And so again, as we push toward the frontier, I would love to see more of a relaxation of this assumption. And maybe our studies should not end up with this notion that absolutely every system implements the given practice, and that’s success, but that the appropriate decision as to whether to implement or not, that you can look at a particular system, you can see, was there a good fit, was there a compelling reason why they either should incorporate it or not. And success may be the appropriate local decision, which may either mean to take on that practice or to pass. 

So what this leads me to is asking a few question about how we think about our interventions, how helpful it is as we move through the scientific enterprise and then into implementation? And are there different ways that we might want to think about this? So what I would say is that our research enterprise typically values consistency. Meaning that if we develop an intervention on the basis of some evidence, as long as there’s some sort of benefit versus some comparison, we typically carry the same form of that evidence. The intervention kind of looks the same as we move from the development through our efficacy trials through our effectiveness and then into implementation. Certainly if it’s ineffective or it is non-efficacious, we might make some changes. But by and large we’re saying we’ve manualized this. There seems to be some benefit, so we’re going to keep going. 

I would say we also make that assumption that the intervention should look exactly the same, whether we’re in site one, site two, site three, site four, site 1,000, site 100,000. Right? That we have this intervention, there’s some value in consistency. And it’s not to say that there isn’t. But it’s just to ask that question as to do we err too far on the side of consistency? And what are the implications for that? One implication, I would say, for that is that we seem to be okay with this concept of voltage drop. Again, if I could see you I’d ask by a show of hands who has seen voltage drop before. For the purpose of, I guess, full inclusion I’ll assume nobody has. And so if you have, thank you for bearing with me. 

Voltage drop in this case, reflects this notion that we assume that as we move from efficacy to effectiveness and to dissemination and implementation as we increase heterogeneity noise in the system, we are fully expecting that our intervention will not do as well. It will not have that average benefits that’s as good as it did in the efficacy trial when you move to effectiveness. And it’s not going to do as well when we get into dissemination and implementation. And it’s not that there aren’t good reasons why this may be the case. The question that I would pose for people to think about is: what are the drawbacks in assuming that this is going to happen? Does it limit our ability to think differently about how an intervention should look as we move closer and closer to what would be considered a real world practice? And by saying that, we’re content to recognize that the voltage drop is inevitable. Does that sell our ability to provide better interventions throughout the process short? 

A similar concept, as I see it, is this notion of program drift, which usually says that the best we’re going to do with our intervention is that that initial time point where everyone is trained and everyone is rearing to go in delivering our intervention. That over time, we’re likely to see drift in terms of the way in which the intervention is being delivered. And that drift is likely to, again, decrease the benefit that we think that our intervention is going to have. So we’re often trying to eliminate the likelihood that people will drift away from what we had originally developed. In a sense, we’re prizing this notion of fidelity above all else. And again, it’s not that I would say that there aren’t good reasons to be concerned about this. But the question that I would ask, and that ideally what I would like to see happen is that we’re not necessarily assuming that all shifts are going to be bad. And so the question is: are we missing the opportunities to improve the intervention over time if we’re very much focused on, any change to that intervention is going to be problematic. 

What I would say is that within a lot of our studies, if we look at the relative weight between the intervention and our setting, here’s the emphasis that I think we place on our intervention. We basically assume that it is the sole or the primary focus to the exclusion of what is going on within the local setting that might actually need to be accounted for. So I would say we try and minimize the noise of context, while we try to maximize our intention to keep the integrity of our intervention at all cost. 

What I would say in observing how healthcare seems to work in most settings, is that adaptation is inevitable. And over time what happens is that the context starts to modify the intervention, whether we like it or not. And that we’re typically not including this as we’re thinking about the implementation of our interventions. We’re trying to optimize fidelity. We’re not necessarily thinking about ways in which context is actually imposing change. And if we can account for that, we might actually be better off. Another way of thinking about this conundrum I would say is the Spock versus Johnny Depp phenomenon. If you look to the left, you’ll see Spock. And if you look closely, this is Spock when he’s happy, lonely, jealous, sad, angry, joyous, et cetera. Right? He looks exactly the same no matter what the situation. The Johnny Depp on the other hand, loses himself, I suppose, in each and every character that he plays. And so the argument here is to what degree are we making a mistake? Are we limited if we assume that it’s really the Spock view of evidence-based practice? It looks the same in all cases. And what gain might we have if we’re thinking about interventions as having variable use for different populations, for different settings and purposes. And again, how can we maybe get over this dichotomy and think about ways in which we learn better? What are the essential elements in the Spock view that need to remain consistent no matter what the setting and situation? And what are the things where we really should try and embrace adaptation? 

So when we thought about this, and this, again, as I referenced before, is a paper that Wynn Norton and I had pulled together, I guess it was, we thought about how there’s a bunch of different ways in which we know that interventions are being adapted. And that we know that there’s some core ingredients that are usually considered for any typical intervention to be the central mechanisms of action that are enabling some improvement in symptom or some, you know, reduction in symptom, or some improvement in outcomes. And we recognize that these adaptations are often occurring, whether they’re cultural adaptations, which make a lot of sense, adaptations to the mode of delivery, adaptations to a particular target audience that may be looking for a different way that that intervention is delivered, and adaptations to the service setting. That within all of these intervention adaptations, the usual way that we think about this, I would argue scientifically, is that we’ve identified what we think is a mismatch or a sort of data-driven mismatch between our prior intervention and the particular setting of the population. 

And so what do we do? We go away and we say we are now going to adapt this for this new setting. And then we go back and we say, okay, lets now test that new, that adapted intervention. Either versus the base one reverse system comparison group in yet a new trial. And so what ends up happening is a lot of what we learn about adaptation comes from an additional set of trials. But, of course, we’re going to be limited unless we can have infinite numbers of trials of every permutation, of every given intervention, for every setting and every population, in every age. We’re probably going to fall short if that’s the way that we’re learning about adaptation. 

Similar to that program drift concept, I would say that doing it this way limits the likelihood that we’re going to be able to find that what’s been considered positive deviance. Ways that adaptations naturally over time and space are improving our interventions over time. So this particular diagram just sets out that we should probably hypothesize that some adaptations to interventions are going to be beneficial. Some are going to be detrimental. And too often we’re avoiding it altogether because we’re worrying about what’s detrimental. And that we would argue that an informed sort of adaptation set of knowledge related to intervention and adaptation should really cover all aspects of this grid. Right? And we should learn as much as possible over time. 

In came our notion of this adaptome. And, of course, we were recognizing that it seems like newer scientific enterprises seem to come one ome at a time. So we followed two, right? Adaptome reflects the knowledge base related to adaptation. And what we argued was, you know, in this particular paper, is there a way in which we can much more systematically and much more comprehensively capture all of the different ways that interventions are being adapted, rather than assuming that adaptation comes in an individual trial, is there a way that we can more systematically create, as Shannon Sermon and others have thought about, a taxonomy of adaptation, understand the difference between those adaptations, and clear core components? And then really try to pull data from local delivery systems that help to inform which adaptations seem to be beneficial, which ones seem to be detrimental, and can we start to form that larger, science base, knowledge base around adaptation than we ever were before? So again, this is a conceptual idea. But the hope would be that down the road we do a lot better as a field trying to stimulate more and more information being gathered in real time about how our interventions are being adapted. What are the core components, which are not always defined prior to implementation? And how do we do a better job of optimizing health for each person, which ultimately is what we’re wanting to do? 

And so, again, what we would love to see is more discussion, more questions, more thoughts about how do we make the science of adaptation far more robust and really trade upon the inevitable adaptation that’s going on in terms of implementation to learn as much as possible from that? So this is an indication for me that we’ve got a lot of dynamism in the system. And it would be much better if our implementation science or  dissemination implementation research enterprise reflected that dynamism. 

What I think this limits us in our current thinking, also is when we talk about sustainability. So sustainability has risen more recently as an area of focus within DNI research or implementation science, a recognition that we’re not just focusing on that initial step. But we’re really focusing on how do we get to the end game, which is that we have sustainable delivery of what we know to be high quality practice. But again, I think our current view of sustainability may be limited. Most of the people on the call, I would argue, really believe in evolution and believe in all sorts of things that evolve, but don’t necessarily apply that to our evidence-based practices. 

What you’ll see on the left, and of course you see it’s the bottom, the, I guess, meaning of what you’ll see there, I would’ve asked without that link, who is this? But you’ve got the answer right there. Is this is the Beatles, hairstyle and eyeglass wear, I guess, from 1963 to 1970. And as you can see, their appearance evolved. And for those who follow the Beatles, I would argue that their music evolved. Their genius potentially, some would say that, evolved over time. But the view at which we often think of our evidence-based practices would be going no further than that first line. What did they look like? What did they sound like? What did they produce in 1963? Which if any one is following, their first single was Love Me Do. And I have yet to meet a fan of the Beatles who has argued that Love Me Do was the best song that the Beatles ever produced. 

I would argue that our interventions should continue to evolve over time. And maybe the genius comes when we allow that to happen and we allow that learning to create a much more robust evidence base and much more robust intervention than we could hope to do  through trials alone. If we think about sustainability or evolution, of course it sets up complexities for us that I would argue are the frontiers of where it would be great for the field to go. So again, you’ll see a couple of questions here that I think are nice ones to at least muse about. And it would be great to have anyone’s ideas, what resonates, what other questions do you have as we try and move this space forward. You’ll see right here this question of, if we know that evidence-based practices are evolving, should the existing interventions be considered as sustaining in that same form that we’ve created them, or how do we think about allowing for dynamism, allowing for improvement? And how does the system cope with a field that is constantly changing? We know that we have new insights that are coming out of precision medicine. We have new insights that are coming out of intervention research, out of epi, out of all walks of life. But we’re not necessarily thinking about how well our healthcare system is able to cope with that. How do we create processes that make it much easier to recognize the change in our evidence base and our interventions is going to occur? And can we plan for that change, rather than trying to avoid it at all costs?

And for our field, with this notion of a more evolutionary perspective on implementation, where really do we go from here? I mentioned before in the ways in which we’ve been thinking about these spaces, we, this is in a paper that we wrote in 2013 now, with myself, and Curt Sangey and Russ Glasgow, posited that if we viewed our interventions as puzzle pieces that would fit into the tableau that is the context, we should be prepared for the idea that the intervention is going to change over time, that the context is going to change over time. And really, if we optimize fit and we recognize the changes going to be occurring at all of these times, are there ways in which we can not only apply quality improvement principles to the service system around, but think about quality improvement principles driven to try to optimize that fit between that intervention, potentially change that intervention over time, and the context in which it’s set. Could we actually increase the benefit out of our interventions overtime? 

So again, it was moving away from the idea that sustainment, sustainability, is about keeping something in it’s original state as much as possible, what are the influences on that, to this idea that sustainability is about really trying to keep delivering something that itself should be continuously learning and continually improving. One of my favorite slides of all time comes from Bill Riley, who was with me actually at NIMH and then at NCI and is now the associate director at NIH of the Office of Behavioral and Social Science Research and director of that office. And what Bill recognized is that when we look at technology and we try to think about our usual five year research project grant that we fund a lot of at NIH, we recognize that there’s a disconnect. Right? 

So this on the bottom lays out the approximate stages of the given R01. Right? So you spend a year submitting. And if things go well, you get an award after about a year of that submission process. You spend the first couple of years of your R01 doing development, maybe sometimes pilot testing. You start to recruit randomized for your large trial. You spend a couple of years doing follow-up analyses. You get to a point, say five years or six years later where you have your trial results. You’re now analyzing them. You’re publishing them. And they’re ready for use at around seven or eight years down the pipe from when you came up with that idea.  

What Bill argued, which I just thought was beautiful, was that if we assume that we’re testing something in the realm of technologies, what should we, what would it have been nice if we had been able to predict what was going to happen over the life of our grant, in the technology space. So what was very cool to see is that if you were thinking about the most advanced technology in 2004, you were oblivious to, because you could necessarily predict the future, the idea that YouTube was going to be created as a very new way of sharing  a whole host of different information, videos, et cetera. That the Wii was going to change the way we thought about traditional couch potato style gaming. That the iPhone was going to emerge as this totally disruptive innovation for how people are communicating with each other, with information technology, et cetera. That Android was going to follow and actually take the larger share of the smartphone market place. That tablets, iPads, and others were going to be in many, many people’s homes, in their bags, et cetera. And that Facebook, which wouldn’t have existed then, was going to get to the point where it’s reaching billions and billions of people, completely revolutionizing the way that we communicate with each other. And again, if we assume that the standard way of doing business is the way that we want to proceed, we’re recognizing that this grant did not factor any of these innovations in. And we need to do a much better job of more rapidly adjusting to what’s happening, more rapidly taking innovations that may be existing outside of the health realm and asking the question, how do they relate to the fundamental research questions that we’re asking and to our efforts to try and implement effective practices?

And so I would like to say that as we move forward we could imagine a healthcare system, these seem to be reasonable principles, where the decision making is based on data at multiple levels. That we actually have room for iteration, ongoing improvement of practices. That we have shared learning, so that a learning around one intervention that happens in one place does not stay locked in that local setting or for that local patient or provider, but gets shared across a broader network. That we have more engagement, and a lot of good things in this direction, of patients, of consumers, of families. And that, importantly, based on the limitations of what came before, that we’re assuming that there’s going to be change. And we’re assuming that there’s going to be complexity. 

I would say that implementation researchers particularly are really already building some of the planks out of which this vision could occur. And the question for at least me, and maybe for others, is how well can this reflect in the work, the questions that we’re asking, the next set of implementation science or DNI research studies? So I would say that we are doing a better job of thinking about outcomes management systems. They give us a much clearer sense of are clients, patients, consumers doing better? We’re doing, I think, a better job of really trying to identify what are essential elements of quality and how do we measure that in real time.

I think we have the potential to do more in terms of how are we tracking the adaptations, have different permutations, our interventions are being delivered. And I think we have more of an opportunity, and again, there’s some researchers who are studying this, how we really try and look at data to give us a sense of how healthcare systems are changing over time. This really, to me, is all again in the spirit of the learning healthcare system. And I think QUERI is one of the few example of what certainly could continue to be a really wonderful model of a learning healthcare system. There are a few others as well. 

So what I think in putting it all together, it looks somewhat similar to what we thought of as the adaptome. But more broadly giving us a chance to view each and every clinical or community encounter as an opportunity to learn. The idea that we have technology, as Bill Riley and others have stated, that enable us to carry within our pockets these huge engines of creating and even analyzing data. And that we need to think more as a field about what are the systems that we need to get in place in order to insure that we have access to available evidence. That we have data infrastructure that enables us to share learnings out of what’s going on in local practices. That we have some common way where all of us within the healthcare sector can interface with the learning that’s occurring. And that we have analytical expertise to help us really think through it. 

I think we’re in an incredibly exciting time to push the envelop on what traditionally have been these kind of static decision support tools that have been a little bit limited in terms of our ability to predict various risk, to think about appropriate ways for care management that no longer have to rest solely on sort of human capital, and better ways that we can think about performance measures. And I would just say that I’m incredibly optimistic about the way in which this notion of the learning healthcare system that all of you, I think, are really helping to lead the way, that the optimism that it can have a tremendous impact in tangible ways on the improvement of healthcare.

I do think if we think about the learning system, and we think about some of our evidence-based interventions, we have really, really, really extended opportunity to try to learn as much as possible through the course of the implementation that we’re trying to do. So collaborative care for depression, many folks may be familiar with it, based on Ed Wagner’s chronic care model, is a way to try and provide optimal care management treatment planning, receipt of treatment,  monitoring, et cetera, for people with depression. It’s also been extended to other chronic illnesses, as well. I think with a concept of a learning system we can think much more at the sort of local level about how do we study and how do we learn from variations in how dosage, how staffing, how monitoring, how different treatments are given? We have more of an opportunity to incorporate what we know to be comorbidities that people are dealing with but are often excluded from inclusion in the original studies. That we have more of an opportunity to think about how we personalize care based on patient preferences, based on characteristics of the systems and the available resources. And I think we have more opportunity to be thinking about risk prevention. Taking another example from the genomic space, we know about the increased risk of developing breast and ovarian cancer from DRCA one and two mutations. But we haven’t necessarily created a learning system that enables us to do a much better job of optimizing that knowledge on the care, on the prevention, on the appropriate monitoring of people who are known to be at high risk. And so within a learning system, we have much more of an opportunity to really think at that population level.  How do we do a better job of identifying those people that are high risk? But then not just ending with that, here’s the prevalence of this particular mutation within the population, but what are the important implementation questions about how we scale up to other family members? What do we need to implement in terms of advanced screening, monitoring, preemptive treatment, et cetera. How do we improve follow-up? How do we improve the integration of this particular risk factor with other risk factors for decision making purposes? And how do we study variability across systems?

This, to me, is really an opportunity for the QUERI community, for the DNI research, the implementation science community to lead. Because precision medicine is only going to be as beneficial as our ability to implement it in real time to the benefit of patients and families. So the third example being the broader precision medicine initiative where we expect that discoveries are going to roll off the pike at various stages. How we are able to incorporate those findings that come out of precision medicine studies, how do we think about implementing evidence that’s evolving, train and support the work force, and think about coverage decisions, to me are really important implementation challenges that will benefit from thinking collectively about a learning system. And of course, I would love to have your ideas of other things to come. 

So I do think there’s hope for the future. We had published a paper, a viewpoint, last year in JAMA, myself, Greg Feero, and Muin Khoury, that just posited, that if we could think about the learning healthcare system, we could think about implementation science, together with precision medicine, we might find mutual benefit in moving together toward shared understanding, improved healthcare, and health systems. 

So just to finish up, I want to remind folk that whether you’re a full time in the VA or not, we continue to at NIH have incredible encouragement for your participation in our various funding announcements that NCI currently leads, but most of our NIH institutes are involved in. We do have the priority areas of these, what I would say, in a potentially frontier, maybe becoming more mainstream topics that I’ve discussed through this. We would love to see more on local adaptation, love to see more on sustainability, scale-up, and importantly, what do we think about in terms of the de-implimentation of what might not be optimal care. 

So we have a couple of activities going on. Wynn Norton has been representing us on a large conference each year related to prevention of over-diagnosis. But, of course, de-implementation is not just about diagnosis, but could be about the delivery of a whole range of interventions. We need to think more about how do we recognize overuse of evidence-based practices? How do we recognize any use of practices that we know to be harmful? This is sort of the choosing wisely notion. But even more broadly, as Ross Brownson and others have said, how do we identify misuse? So there may be under-use of evidence-based practices in some case, overuse in other cases. And we’re really in the Goldilocks and Three Bear metaphor, trying to get to that just right application of our evidence base and our evidence-based interventions.

I’d encourage all of you to join us in December. Folks within the VA have been leading, along with us, this effort for now going on 10 years of our annual conference of the Science of Dissemination and Implementation in Health. We have the next set of our, this was last years, in the middle, the [TIGER? 45:09] training, but the next set of our training institute call for applications for, again, from September through an in-person December meeting. So we would love to have your involvement in that as well as other training programs that we’ve been very fortunate in doing. We also, even if you happen to be on this call and you wouldn’t define yourself as an implementation scientist or a DNI researcher, recognize that we need to do a better job of considering dissemination implementation earlier. 

This is the rough flow of the intervention testing cycle, where dissemination implementation studies seem to be toward the end. We, of course, would love to see earlier and earlier focus for our interventions on who’s actually going to deliver them in real space and real time? Who’s going to be able to optimize the fit of our interventions with the ultimate patient population? And to what degree, with leadership from the VA on the hybrid designs, can we build in more of our tests of things that we know are crucial to implementation, earlier in the process as possible? Just to note that NCI has also been working on this training program to get some of our intervention developers who are engaged in R01-like trials to think more about the ultimate marketplace for their intervention. And so we’d love to share more on that. 

And then just to close with, we at the NCI continue to try and figure out better ways of connecting research practice and policy audiences. Cancer Control Planet has been one of those ways to provide, as a portal, access to data, access to systematic reviews of interventions, and then the specific interventions in the cancer control space that now number 180 that have been tested and seem to have some benefit. But again, the challenge is, how do we figure out the optimal way to integrate those into community and clinical settings? And then, just to finish off, we also have been through our Research to Reality, our online community of practice, trying to figure out ways to improve the communication over time. 

So that’s where I’m going to stop. I’m going to say thank you for listening and happy to entertain any questions with the minutes that we have left. So thanks very much.

Moderator: Thank you Dr. Chambers. We do have some questions queued up. I’m going to, the first one that came in is a bit lengthy, so bear with me, okay?

Dr. David Chambers: Okay. 

Moderator: To generate an adaptome wouldn’t it be important to capture interventions in different categories that allow comparisons of apples to apples rather than apples to oranges? And then there’s some justification here. For example, should behavioral interventions that are trying to build new habits, like increasing physical activity, be considered differently from interventions that are trying to quit something or de-implement something, like quitting smoking? Or can all interventions be compared to each other? And there’s more but_

Dr. David Chambers: Yeah. So that’s a really – oh, sorry. Is there more to that?

Moderator: There was, but go ahead.

Dr. David Chambers:  Oh. Sorry. Yeah. So I think that’s a wonderful insight. And I think it would  be great to have, I mean this may not be the perfect venue for it, but would be great to have a little bit more discussion about are there elements of all intervention that would be useful to be learning from? So I would say that there are certain types of adaptations that we make, that even if it’s focusing on different health behaviors, or it’s focusing on different stages in the process, if those adaptations are made to improve the fit with a given population or a setting, then it would be really nice not to have those just locked in the comparison with other sort of apples. But it would be great to see that there might be related concepts of adaptation that should move beyond. At the same time I think the questioner makes a really good point to say that there are very different styles of interventions. And there may be some degree with which both the components of those interventions and the ways in which they may be adapted would not be as useful if we were looking at different types of interventions. So I think there can be a case made for that there’s some lessons in building the science base, or more robust science base around adaptation, that could be more universal than just focus on that type of intervention. But I think there’s a good point to say that, do we need multiple adaptomes, basically, with the idea that there are certain flavors of interventions where we want to group the lessons learned in adapting them together. But I would always err on the side of how can our learnings be more, I guess, generalizable to the largest number of people as possible? But I think it’s a really great point to think about, thanks.

Moderator: This questioner makes a bit of a follow-up comment in that similar strata could be considered in terms of implementing in different kinds of systems, community based organizations, health systems, et cetera.

Dr. David Chambers: Yes. Yeah, no, I would agree. And so again, I think while conceptually it’s a little bit easier to say we have the single thing, I think there’s a really good thinking that, and it might even be an interim step to say, let’s try it in the context of a particular illness or even in a particular type of service system and see what are the needs? What are the ways in which we can gather that data? And then we can think about is it something analogous? Or do we simply just extend outward? I think these are great points. And I would say that we’d welcome any ideas about meaningful and helpful steps to take forward. It makes a lot of sense.

Moderator: Okay. Great.  Regarding your articulation of fidelity as a limited view of evidence, what are implications for efficacy research? I mean, it would seem efficacy/effectiveness in implementation be studied together and not separately, as is currently dominant.  

Dr. David Chambers: I think that’s a great point. And I would say that that underscores the insights that Geoff Curran and Brian Mittman and others within the VA had made when they proposed the hybrid studies, really looking at the effectiveness and implementation simultaneously. I think one implication for efficacy, just right off the bat, even if you’re not moving forward and thinking about some of our implementation questions, is to say, do we have a more mechanistic understanding of how and why our intervention works or doesn’t work. So I will say, I think there’s been some progress in recognizing that the sort of kitchen sink approach to intervention developing and testing, while it has had it’s benefit, may have the drawbacks in leaving us underprepared in understanding what can we keep and what can we lose if we’re not able to deliver all components of an intervention? So I do think even if we’re just focusing on the efficacy or effectiveness base, we can do a better job of hypothesizing particular mechanisms of action, trying to identify if there are particular targets, and this can go for implementation as well, in the system or in the individual that we think our intervention is going to reach. And can we test those hypotheses? Because maybe we find out that an intervention works, but for a very different reason than we originally thought. I think sometimes we hold off in the way in which we design our trials, where it’s the entire bundle versus nothing, or the entire bundle versus some other bundle. And so even, I would say,  progress that we can make in more mechanistically putting our interventions to the test. It also has that advantage, and folks at NIMH, where I was before, recognized this, that even if a study is negative, if we don’t identify that an intervention is efficacious, we might be able to learn a lot about the hypothesized mechanism that we thought we were going to be able to reach. So we may be able to say, “oh hey, we did a good job of reaching the target, of hitting that target that we were going after. But that target alone didn’t move the outcome that we were trying to do”. Or maybe we thought that we were going to hit that particular target. Maybe for implementation it was, we thought we were going to change our organizational culture. But then in our study we didn’t actually look at organizational culture. So we weren’t able to see whether we did a good job of hitting that target, but that didn’t lead to better implementation. Or we did a poor job of hitting that target, and so our intervention needs to do a better job of, or our next intervention needs to do a better job of that. So I think mechanistic doesn’t require those two fusing together. But hybrid trials are an opportunity to get them working more hand in hand. And credit, again, to Jeff, Bryan, and others for keeping that center stage. 

Moderator: Thank you. We have about five minutes left and three questions. So we can go a little bit later, if it’s okay with you, but not too much?

Dr. David Chambers: Yeah, that would be my answer, too.

Moderator: Okay. Great. Well let’s get right to it then. How does one do adaptive learning, as described in this presentation, for trials and implementation in a regulatory environment that is fairly averse to change and flexibility?

Dr. David Chambers: So I think that’s a wonderful question. I’ll briefly say I think it would require a little bit more thinking in terms of the way in which there are certain adaptations that are going to be made that will absolutely  run up against a regulatory  challenge. And there may be other adaptations, whether it’s frequency of use, there may be types of adaptations that will be fine no matter what the environment is. And then there are others that we really need to think about. So my very brief and woefully inadequate answer is to say that I think of course it’s going to depend on the types of adaptations we’re proposing. But as many folks before me have said, it’s so important to understand that regulatory, that policy environment, and not to assume that because we understand it on the front end, that it’s going to be that way forever, but continue to trace it over time. So great question. And more to come on that, too. 

Moderator: What kind of evidence is necessary/adequate before evaluating implementation? For example, do you need a large RCT?

Dr. David Chambers: Yeah. So really good question. And that nature of evidence is challenging. Some people before me have argued that it’s a sort of “it depends”. And it depends on what evidence is most compelling for a system lead to take that chance, and what’s going to motivate them, or what a provider needs in order to feel confident about integrating into practice. So I think it absolutely does depend. I would argue that we never really have the full picture of evidence. And so that’s why I would say that it’s incredibly important to say, how do we view this as an ongoing evidence generation process? How do we know that there’s no evidence of harm, and that there is some suggested evidence of benefit? But I think the hybrid trials will say that the less confident we are about the result at the patient level, the more incumbent it is upon us to make sure that we’re integrating that sort of effectiveness or efficacy test as we implement. And I think that’s become more acceptable than it has been in the past. 

Moderator: Thank you. I see some attendees are dropping off. Please, and I’d just like to remind you that when you close the session you’ll receive a survey. Please do stick around for a moment and fill that out. We really count on you to continue to bring high quality cyber seminars. And the last question, sir. So often we are rewarded as researchers for incremental thinking and adaptation. Seeing that NCI posts 1,800 – if the questioner caught that correctly – interventions on RTIPs, would it be radical or helpful to encourage researchers to undertake their fielding and application of currently tested interventions rather than doing de novo development or incremental tweaking?

[bookmark: _GoBack]Dr. David Chambers: Yes. So wonderful question. And just to clarify, it’s 180. We’ll maybe one day get to 10 fold, which would be 1,800. But 180 evidence based practices and that question of at what point should we really be focusing on applying what we know versus continuing to create new things? I think Steve Wolfe had, in a paper a number of years ago, it talked about how it seems like we spend about 1% on applying what we know versus the 99% that we spend trying to generate new things. And I think there’s wisdom in that. I would say, yes, we absolutely should look at our evidence base. And we should be very clear as to the way in which we’re not replicating, we’re not creating new things that do no better than what has come before. There will always be importance for the discovery and the development of new intervention. But yes, too often we’re incrementally just trying to create and adapt and get another five years of funding for what ends up being a modest advance in our understanding. And so, those of us on the implementation science side would always say however we can build out that evidence base, and however we can integrate what we already know to benefit people, the better off we’ll be. 

Moderator: Wonderful. Well that’s all the time that we have today. I want to thank you Dr. Chambers for preparing and presenting today. Thanks to Christine Kowalski and Anne Sales of QUERI. And thanks to all the attendees for paying attention today. As I said a moment ago, please do fill out the survey when you exit. And once again, thank you very much and have a good day. 

Dr. David Chambers: Thanks everyone.   

[END OF AUDIO]
