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Dr. Robin Masheb:  Good morning, everyone.  This is Dr. Robin Masheb, Director of Education at the PRIME Center, and I will be hosting today’s Cyberseminar with Spotlight on Pain Management entitled Measures for Patients with Chronic Musculoskeletal Pain: A Rapid Evidence Review, by Dr. Lizzy Goldsmith.  Dr. Goldsmith is a health services research fellow at the Center for Chronic Disease Outcomes Research in the Minneapolis VA Healthcare System.  She is a general internist and social epidemiologist in training interested in the effects of people’s life experiences and identities on chronic disease prevention, diagnosis, and management.

If you are interested in the slides from today, please go back to the email that you received this morning and you will find the URL link at the bottom of that email.  If you’d like to see Cyberseminars in our archive, you can just search on HSR&D Cyberseminars and find the archive pull-down menu for talks that are given by Spotlight on Pain Management.  At the end of the session, please hold on for a minute or two for a brief feedback form that is helpful for us in our future planning.  And now I’m going to turn it over to Dr. Lizzy Goldsmith.

Dr. Elizabeth S.  Goldsmith:  Thanks.  Hi, everyone.  I’m Lizzy Goldsmith.  As mentioned, I’m a health services research fellow at the Minneapolis Center for Chronic Disease Outcomes Research in the VA, here today as part of our project team at the Minneapolis Evidence-Based Synthesis Program, or ESP Center, to present some findings from our rapid evidence review on measures for patients with chronic musculoskeletal pain.  Thanks for the opportunity to talk with you today.

First, I’d like to acknowledge co-authors and collaborators on this work listed on the left slide there as well as operational partners, some expert pain researchers involved in VA workgroups who were both part of the original call for the evidence synthesis that comprises this review and some of whom acted as peer reviewers along the way.  

First, an obligatory disclosure.  This report is based on research conducted by the ESP Center here at the Minneapolis VA.  The findings and conclusions are those of us, the authors.  We’re responsible for its contents.  These conclusions do not necessarily represent the reviews of the Department of Veterans Affairs or of the U.S. government.  None of the investigators have affiliations or financial involvement conflicting with material in their report.  

First, an overview for those who are not familiar with the VA Evidence-Based Synthesis Program, or ESP.  This is an initiative sponsored by the VA Office of Research and Development and the Quality Enhancement Research Initiative, or QUERI.  The goal of this program is to provide timely and accurate syntheses, reviews of healthcare topics that have been identified by VA clinicians, managers, and/or policy makers because it was thought that these reviews would lead to the improvement in health of Veterans.  This program built on staff and expertise and placed at the Evidence-Based Practice Centers, or EPC, that are designated by the AHRQ.  

Four of these EPCs are also Centers for Evidence-Based Synthesis Program.  On this map, you can see the locations of those.  There’s of course the headquarters of HSR&D and QUERI in Washington D.C.  There’s an ESP Center in Durham, North Carolina, one in Los Angeles, California, another in Portland, Oregon, where the coordinating center is also based, and then ours here in Minneapolis VA.

This program provides evidence syntheses on important clinical practice topics that are relevant to Veterans.  These reports ideally help develop clinical policies relevant to VA informed by evidence that they summarize.  They’re meant to help the implementation of effective services to improve patient outcomes and support VA clinical practice guidelines and performance measures and to guide the direction of future research to address gaps in clinical knowledge.  If you are listening and you have a topic in mind, there is a broad nomination process for further ESP generated group reviews through VACO, VISNs, field staff.  The nomination process is facilitated by the ESP Coordinating Center in Portland.  There’s a link here which should also be accessible through the PDF for topic nomination if you’re interested.

The report we’ll discuss today is entitled Rapid Evidence Review:  Measures for Patients with Chronic Musculoskeletal Pain.  The report text came out in August of 2017, and that full-length report is available on the ESP website and through a VA intranet link which is on this slide.  The different arrangement of the content is also in manuscript form, which is currently embargoed for publication.  Once that is published, the full-length report will be available to links outside the VA as well from the ESP website.  

Before we start discussing the review itself, I’d like to take a poll of those who are attending to have a sense of the audience.  I’m wondering what your professional roll is in relation to chronic pain.  Please feel free to select all that apply.  Primary care clinicians, anyone who has direct contact with patients in the context of primary care, RN, nurse practitioner, MD or DO, PA, physical therapist , pharmacist.  Maybe you’re a mental health provider.  Maybe you are a clinician of any of the types or more listed above that within, but you work with pain through specialty care, physical medicine or rehabilitation or neurology or another specialty.  Maybe you’re a researcher in chronic or in other areas, or maybe you have a different identity.  Be interested to know.  Please feel free to select all that apply and I’ll pause for a few moments for poll collection.

Heidi:  And responses are coming in.  I’m going to give everyone a few more moments to respond and then we are going to close it out and go through the results.  And it looks like we’re slowing down, so I’m going to close this out.  And what we’re seeing is 32% of the audience saying primary care physician, 14% mental health provider, 16% specialty care clinicians, 36% researchers, and 16% other.  Thank you, everyone.

Dr. Elizabeth S.  Goldsmith:  Thank you.  So we have a range of people here, and what we can’t necessarily see through that poll is the overlap.  But I get a sense that while a third of us here are researchers, many of us are clinicians, and the majority of us are not researchers in the area of pain.  So I have tried in the course of this preparation for this presentation to cover topics like self-report or patient report outcome measures and psychometric properties of those measures in terms that make sense to folks who are not professionals in research in that area.  So I’ll be interested in feedback from clinicians and researchers alike in the end.  And thanks for joining today.  I’ll do my best to make the topic interesting and relevant for clinicians.

A brief outline of what we’ll cover.  We’ll discuss the background and motivation of this evidence review.  We’ll discuss the methods we used and the measures themselves, taking a dive into a couple of them in a little bit of detail, and followed by a brief intro to psychometric properties, ideally slanted toward a clinician who may not be very familiar with the constructs.  We’ll discuss a few examples of our results.  More detail, of course, in the report which is available.  Then we’ll discuss conclusions and take-home points.  

Always wise to start with the words of somebody wiser, written by Louis Lasagna in 1960.  He was a researcher addressing people’s responses to pharmacological treatments to pain.  The investigator who would study pain is at that mercy of the patient, upon whose ability and willingness to communicate he is dependent.  

And as a beginning pain researcher, my sense is that this was true then.  It was true in 2004 when Charles Cleeland, who was the originator of the brief pain inventory, one of the key self-report measures that we’ll discuss, cited Louis Lasagna.  And when Dr. Cleeland was presenting recommendations to the impact working group, another group that has made recommendations about types of measures useful in chronic pain and it’s still true now.  Pain is a complex physical, mental, emotional, social construct, many dimensions, and only a person who is experiencing pain knows how these factors combine to make up the pain experience.  

So self-report measures with all the challenges they entail are essential to measuring chronic pain.  They’re the best approach we have.  Many researchers may be more familiar with the term patient-reported outcome measure than us clinicians may be.  PRO, that term has precedent in psychology and heath-related quality of life literature in a number of fields that rely on people’s report of their experience for their studies.  Multiple groups have made recommendations for use of a range of different measures of different domains of pain.  Groups such as the Initiative on Methods, Measurements and Pain Assessment in Clinical Trials, or IMMPACT, the group to which Cleeland was speaking when he cited Lasagna before, the Dworkin citation on this slide, is one of the many groups that have recommended sets of pain outcome domains that we should assess in clinical trials of interventions for pain.  

Two of those key domains which may be commonly recognized are the focus of this review.  One is pain intensity or severity.  This is something that those of us who are clinicians are familiar with.  Has to do with how extreme someone’s pain is based on their report, and this aversion of intensity or severity is the domain that we commonly assess in clinic.  Another very important domain that research shows is very important to patients is pain-related functional impairment or interference, really how much their pain interferes with their ability to do things that matter to them.  And there’s evidence to show that this is sometimes more important to people than the severity of the pain itself.  

The motivation of this review of measures that cover those two domains stems from the State of the Art Conference in non-pharmacological approaches to chronic musculoskeletal pain management, which was convened last year by the Department of Veterans Affairs.  There was a Cyberseminar on the scope of this State of the Art Conference, or SOTA, in March of this year by Drs. Krebs and Kearns.  You can find that through the ESP website and this review, along with many other products and insights stem from that conference.  

One of the goals that emerged from this conference was for a team of expert pain researchers to convene and recommend a consistent set of core outcome measures that might be useful in chronic musculoskeletal pain research in VA to better allow cross-comparison between studies.  And in convening those expert pain researchers, folks realized that there would be value in requesting an evidence review of psychometric properties of these measures and putting together available information on psychometric data, meaning, as we’ll discuss further, data on measured properties like reliability and validity as those properties of these measures are essential to their candidacy for wide implementation in research.  So this topic was brought up to the ESP program, the overall nomination processes as previously discussed.  The topic ended up at the Minneapolis ESP Center and a team was convened that consisted of two systematic review experts, a clinical researcher with background in psychometrics, an epidemiologist with pain research experience, three research assistants, and a health services research fellow.  That would be me.

And we developed a key question through iterative communication with our operational partners, some of the expert pain researchers involved in the work, in that original workgroup.  And in abbreviated form, here is the key question we tried to answer in this review.

Which of 17 suggested patient-reported outcome measures of pain intensity or pain-related functional impairment have sufficient evidence with respect to psychometric properties, specifically validity, test-retest reliability, responsiveness, Minimal Important Difference, or MID, to recommend their use as core outcome measures in research on non-pharmacological approaches to care for persons with chronic, in this case meaning three months or longer, musculoskeletal pain.  I’ve highlighted the 17 suggested measures and the psychometric properties because I’ll try to discuss these in a little more detail next.  

First, a list.  Patient reported outcome measures.  These are measures that have been broadly used in pain research for some time, and they are otherwise something of a motley crew.  Each has had their own developmental process.  Each has their own domains to assess.  What they share is a significant evidence base in pain and a focus on pain severity or intensity, pain-related functional interference or both.  These 17 measures, each with their own histories, would take too long to outline in this Cyberseminar, but there’s more detail on each of them in the report text.  And each of the blue acronyms are abbreviations, also has a hyperlink in the PDF to some informational resources.  So though those might be, not be totally authoritative resources, we worked with a group to try to find resources that might be high yield for you if you’re interested in getting more information.  But I’ll zoom in a little bit on three of these measures in order to show how sometimes these measures interrelate and share history and content.

First, the Brief Pain Inventory originated, as we discussed earlier, by Charles Cleeland and colleagues in 1980s and 1990s, has been used to explore multiple different types of pain, particularly useful in chronic pain.  It had two domains as originally designed, severity and interference, and it does involve a numeric rating.  So in the domain of severity, the scale ranges from zero, no pain, to 10, pain as bad as you can imagine.  Sorry for the formatting issue there.  The participant, the patient who might be completing this inventory, is asked what number best describes pain at its worst in the last week, at its least in the last week, on average in the last week, and right now.  And those numbers are averaged to produce a BPI severity or BPIS score.  

Note the time interval.  Three of those question cover the last week and one covers right now.  The time interval of interest might depend on the type of study you’re conducting.  We’ll discuss that a little further as well.  Then there is the domain of interference.  In this case, there are a range of different functional areas that might be assessed.  The scale ranges from zero, does not interfere, to 10, completely interferes.  And participant is asked what number best describes how in the past week pain has interfered with your general activity, mood, walking ability, normal work including work outside the home as well as in the home, relations with other people, sleep, and enjoyment of life.  And each of these components was chosen for a reason, based on developmental research in this measure as areas that seem to matter to people who are experiencing pain.  This measure is briefer than many of the other measures which can have higher numbers of items, but asking these 11 items does take time.

In the 2000s, researchers were wondering if there would be an abbreviated version which might assess both of these domains to some extent and might also be of use in tracking clinical pain over time.  So the PEG was developed, a three question measure which assesses pain on average in the last week, enjoyment of life, and general activity.  So one question about severity, two about interference, producing a score that covers some components of both severity and interference domains, though not all, and takes less time to ask.

Which measure might you chose depends on the goals of your research.  Also of note, both of these measures, the BPI and PEG, have a third measure which was in our list of 17, the Numeric Rating Scale.  Strictly speaking, the Numeric Rating Scale consists simply of a numeric scale that someone, on which someone chooses a rating in answer to a question.  Most forms of the Numeric Rating Scale that we assess have to do with the severity of pain over some period of time.  In the context of the BPI and the PEG, that time interval of discussion is last week.  Those of us who are in clinical practice might be more familiar with the question how much pain do you have right now.  This is the type of question that we might be asking people when they first arrive in primary care with the complaint of pain.  Is that the most useful question for us to be asking in primary care?  Depends on the goals that we have for pain treatment.  

So that’s a quick dive into a few of the measures showing their relationship between them.  Let’s discuss a little more about the psychometric properties that we reviewed of these measures.  So I’ll try to give a simple definition of some of these properties that we reviewed and I’ll try to give graphic examples.  So let’s imagine a person with low back pain who we see in clinic that we might follow over a few months.  And so suppose this horizontal axis represents time of a period of, say, three months.  And now suppose that somehow, magically, we have access to the true essence of functional interference for this person.  We can truly know how much the pain in this person has interferes with his function in a domain we care about, perhaps physical activities of daily living.  This vertical axis will then be functional interference, and if we measure it at multiple points over time and connect those points we might find a curve where perhaps they have some amount of functional interference that may increase over time and then decrease.  

Now those of us who see patients in clinic where we often ask about how severe someone’s pain is at that moment might be looking at this curve and thinking this a little too smooth.  Of course, the pain might actually fluctuate much more than this.  Looking at the red line, if we ask about pain’s interference with someone’s physical activities over the last few minutes or hours or even 24 hours, and we track that at multiple points over time, we might find that the pain course is more like the spread line, fluctuating.  Does that mean that this blue line is false?  Well, no.  It also might be a way of expressing this person’s level of functional interference.  What if, as we said, this time axis represents several months and the blue line is connecting measurements of the person’s average pain over the week preceding the point of collection as in the BPI or the PEG, which we just discussed.  We might see this smoother curve that shows a general progression without adhering as much to the fluctuation that the moment-to-moment or hour-to-hour or day-to-day change might show.  

So let’s move to properties of the measure itself because, as it turns out, unfortunately, we don’t have access to the true essence of someone’s functional interference from their pain.  So we have to come up with questions to ask them to do our best to get at that construct.  Since we don’t have access to that, we also don’t have access to a way to prove that our measure is tracking what we think it is.  So our process of assessing the validity of a measure is usually the process of comparing the measure we’re interested in testing to a measure that we think is tried and true, that in some way really does track based on previous evidence with functional interference to the best of our ability to assess it.  We measure that tried and true approach to functional interference, and then we might measure the outcome that we’re tracking, say for example, the BPI, at many, at the same point in time repeatedly as that tried and true measure that we’re using for comparison and we see if they track together.  What I’m describing there is concurrent validity or sometimes called convergent validity.  

This can be complex in the setting of multi-dimensional measures.  We often have comparison of sub-domains to other sub-domains, but the general concept is does the measure track with what we think it’s measuring based on our comparison to a tried and true assessment.  This is related to discriminant or divergent validity, which is sort of the opposite, the idea that the measure should not track with a measure that assesses unrelated constructs.  For example, if we think that someone’s physical functional interference shouldn’t be related to something like singing ability over time, then we should not be able to track those measures together.  So the validity, really the construct of validity depends on the theoretical construct behind the measures themselves.  

Another property of a measure that matters is its reliability, so those of us who had stats classes in our health training courses might remember the concept of validity relating to whether something is assessing what we think it’s assessing and reliability relating to reproducibility, whether you’re able to hit the same point again and again over time.  So test‑retest reliability is a way of assessing.  Is the measure consistent when reassessed over a short interval?  The problem here with test-retest reliability is assessing what that short, what is the appropriate short interval in a given situation?  The test-retest interval should be over a time period over which you expect the construct to be stable in the terms the measure assesses.  So let’s look at our sample curves here.  We described that the blue curve as connecting average functional interference over the last week at different points in time.  We described the red curve as connecting points of different, points of functional interference over the last, say, few hours at different points in time.  

Suppose we assess these measures three days apart.  Well, we might expect the average functional interference over a week not to differ too much.  We might expect the test-retest to be consistent.  But there’s not really a reason to suspect that we would get the same values for the measure that is over a short-term interval.  So three days might not be the best interval to assess test-retest reliability for that short-term measure.  So long story short, in test-retest reliability, the recall period is relevant to selecting the interval.  And this can make test-retest reliability sometimes challenging to compare between and across measures.  

Responsiveness is another important property of these patient reported outcome measures.  The question in responsiveness is if the construct we’re trying to measure is changing over time, the true functional interference, does the measure we use to assess it reflect that change?  So let’s return to this average interference over the last week curve for simplicity sake.  Suppose in clinic we have an intervention for this person’s pain at the time of the first arrow.  For example, the person starts attending physical therapy for low back pain.  Suppose he attends that for two months.  We measure at the end of those two months, and he has had some improvement in his functional interference.  Again, this being the true version of functional interference that that concept that is just out of our grasp.  

Our question with respect to responsiveness is whether the measure that we use to assess functional interference for our patient is going to be able to recognize this change.  And this depends to some extent on the qualities of the measure.  Suppose we have a measure that has three categories, for example, mild, moderate and severe.  And suppose that the amount of change that we see in this person, in this functional interference, fits within one category.  Then our measure will not be responsive to this change.  It depends on the resolution of the measure.  Suppose instead we have a continuous measure that can detect extremely small increments of change.  Well, in this case our measure would be responsive to the change that this person actually experiences.  But there are a couple of concepts embedded here in this comparison.  So one, recall that we can’t actually detect the true functional interference of this person.  So we can’t compare a measure’s responsiveness to that gold standard, that essence of interference.  So we have to compare it to another measure, a tried and true measure.  That sounds a little bit like a validity assessment.  So often embedded in responsiveness is some version of comparison of one measure to another that we consider the tried and true indicator of real improvement.  Also in this comparison between measures of different resolution, you might think at first that there’s an implied superiority of high resolution, meaning the more detailed and fine the changes you can detect, the better.

Well, that isn’t necessarily the answer to our dilemma in deciding which measure has the best qualities to use.  A related question here is whether such fine changes are really worth detecting.  What’s the minimum difference in a measure that is important enough to matter to someone?  

And that leads us to the concept of the Minimal Important Difference, or MID.  This is a concept that has been and continues to be widely studied in patient reported outcome research.  And I’ve given some references for different debates and discussions on how this might best be calculated and how one might combine different approaches to determining this Minimal Important Difference.  

But two key approaches are involved.  One assesses a minimum clinically important difference.  Basically, for your measure that you are testing, what is the smallest change in it that actually matters to someone, that seems to reflect a difference that is clinically important to the patient?  And the way that you assess this, again, with this theme of comparing other measures, is through connecting to an anchor.  In the case of pain research, it’s often something like the Patient Global Impression of Change wherein at the end of an interval of time over which you want to assess the change, you asked the person was there improvement?  And you can ask this with a range of different categories, and then you determine some assessment of improvement and determine what the minimal clinically important difference is in your measure based on what increment of your tested measure reflects that improvement.

The other broad domain in assessing Minimal Important Difference has to do with what difference is statistically detectable.  Meaning based on the properties of your measure, its resolution, and the properties of the populations in which it is assessed, how much of a change can you actually expect to find?  If we look back at this continuous measure here, we might be able to find an extremely small statistically detectable difference.  Chances are that difference is going to be smaller than the minimum clinically important difference, that is, the difference that actually matters to someone.  

The problem that sometimes comes up is that the statistically detectable difference may be larger than the minimum clinically important difference, meaning there’s a certain amount of change in your measure that really matters to people.  But based on how your measure functions or how it functions in populations of interest, you can’t detect anything statistically that small, you just can’t statistically detect something that small.  So that’s a challenge.  For these reasons, many researchers recommend looking at a range of approaches to MID, both clinically important and statistically detectable, to assess what the Minimal Important Difference should be for a measure.  And very often it doesn’t settle down to one number.  It ends up being a range of numbers that researchers keep in mind.

So with that said, with some of those concepts discussed, those were the four key psychometric properties of measures that we were looking for evidence about in this review.  We conducted an Ovid search of literature from 2000 to 2017 for English language articles, and we also reviewed a range of other literature sources in a fashion that was not date limited.  We reviewed reference lists of all included studies in our full text review and also of relevant systematic reviews.  We looked at suggestions from operational partners, those expert pain researchers who motivated the study.  We did additional searches in PubMed, Google Scholar, from the NCBI, as well as looking at resources from websites that are specific to measures of interest.  For example, the BPI and PROMIS measures have websites with links to some of the psychometric literature on those measures.

We included adults with chronic musculoskeletal pain.  We’ll discuss duration again a little later but pain that lasted at least three months or was described by the authors as chronic.  The condition, if named, wasn’t always as musculoskeletal in these studies.  The studies had to include assessments of a self-report measure of pain severity or pain-related functional impairment due to pain, one of the 17 measures suggested by our operational partners, and the psychometric outcomes of interest.  Any of these could be included, had to be at least one of them.  The Minimal Important Difference, which we designated as our primary outcome.  Reliability, specifically test-retest.  Validity, concurrent and/or discriminant as we discussed, and responsiveness.  We did exclude non-English language adaptations of measures, in part because language has been demonstrated to be relevant to psychometric properties of measures.  We excluded studies in which chronic pain was not noted or in which the conditions were not musculoskeletal in origin as the goal was to assess how these properties have been explored for these measures in chronic musculoskeletal pain populations.

With respect to our literature flow, through our range of searches, MEDLINE, a supplementary search on folks with fibromyalgia that was suggested by peer reviewers, reference lists/hand search, peer review/partner suggestions.  We came up with a total that added up after removal of duplicates to 1,635 abstracts which were assessed for full text review.  Three hundred and eighteen of those articles proceeded to full text review, and then we continued the review process with dual reviewers to assess which of these met inclusion criteria.  Two hundred and seventy five of them were excluded.  Common reasons for ineligibility included having no psychometric outcomes of interest, those properties we discussed.  That was the case for 53% of the full text review articles not making it into inclusion.  Having no pain measures of interest is 18% of full text review, or pain not being chronic in the study population which was the case for about 15% of the full text review articles.  Ultimately, 43 references were included in the review.

Some brief information on study characteristics.  Twenty three of the 43 studies were conducted in the United States, four included exclusively Veterans, and two noted the inclusion of Veterans.  Veterans may have been included in other studies that weren’t specifically noted.  Eleven of the studies were based in Europe.  There were also studies based in Australia, Canada, and South America.  With respect to pain condition, low back pain was the most common specific pain-related condition noted.  Sixteen studies exclusively focused on people with low back pain.  Thirteen studies focused on people with any chronic musculoskeletal pain.  

The mean age of participants was reported in 40 of the 43 studies, ranged from 32 years to 80 years, mainly between 40 and 59 years.  With respect to sex, 95% of the studies reported the percentage of women enrolled.  The studies that enrolled exclusively U.S. military Veterans had about eight to 19% percent were women.  The other studies, the majority of them had over 50% women.  Interestingly, no studies reported results stratified by sex.  

Race and ethnicity was less commonly reported.  It was reported in 18 of the 43 studies, and all but one of those studies that reported this characteristic was from the United States.  For 11 of those 18 studies, the percentage of white enrollees was 75% or higher.  

A quick note on what we did and did not do in our efforts to synthesize this evidence.  We described and collated these studies that assessed psychometric properties of the measures of interest and we compared them where possible.  I’ll review some results shortly showing an example in which direct comparison of responsiveness results does seem possible and a situation in which comparison of MID results does not.  We described feasibility of measures, including characteristics such as length of the measure, accessibility in terms of being within the public domain, and other factors that were relevant for study resources.  We describe study population characteristics.  

Importantly, we did not assess methodological quality of different mathematical approaches to psychometric assessment.  So for example, if two different statistical approaches that are recognized within psychometric literature is appropriate for assessing MID were used, but it would not make conceptual sense to combine those numbers.  We did not critique the choice of one accepted statistical method over another, and we did not combine numeric results of different mathematical approaches.  More on that in a minute.  

So brief overview of results.  So our first task was to find a way to demonstrate the lay of the land.  Given that we ended up with 43 studies and 17 measures, it was clear that we needed to give readers a sense of which properties had simply been studied for each of these measures in chronic musculoskeletal pain populations.  So we created what is commonly called a heat map.  Technically I suppose it’s a color shaded matrix display because there is no clustering.  The rows here are pain measures listed in alphabetical order.  The columns are those psychometric properties of the measures that we previously discussed.  And the goal of this color shaded display is to draw your eye to patterns.  You might notice quickly that responsiveness and concurrent validity are the most commonly studied psychometric properties.  Fourteen measures had data reported on both of those properties.  We ultimately found that data on all four of our main psychometric outcomes of interest, four because we considered both of these sub-domains to be part of validity, were reported for five measures, the Numerical Rating Scale, the Oswestry Disability Index, the Roland-Morris Disability Questionnaire, the SF-36 Bodily Pain Scale, and the Visual Analogue Scale.  The highest numbers of relevant studies were also found on these five measures.  However, as you can see, several other measures had reported data on three of the four key outcomes.  

Does the simple quantity of studies conducted assessing psychometric properties in chronic musculoskeletal pain populations determine which measure is best in some way?  It does not.  Our goal here was to show the lay of the land in terms of getting an indication of what has been studied and what hasn’t within these populations.  Interestingly, we found no studies that met eligibility criteria for our review for either the Defense and Veterans Pain Rating Scale or the Knee Osteoarthritis Outcomes Scale.  In the case of the DVPRS, this is because our screened studies had populations that were not specific to chronic musculoskeletal pain, and studies of the Knee Osteoarthritis Outcomes Scale either did not administer the measure or did not report their findings in question.  More on the meaning of the interpretation of these results in a few minutes.  

Within the reports, these results are presented in more detail.  Researchers may want to identify the specific studies that assessed responsiveness of BPI, learn more about the population in which they were assessed, the statistical or mathematical methods used.  The report has a table that charts each study related to each property for each measure.  

And as you can imagine, the report also details each of these four main psychometric outcomes and the range of approaches taken to assessing it for each measure.  Within the context of the seminar limited time, I’ll just give a couple of examples of results that might illustrate some of the challenges in synthesizing these data.  

So we talked about responsiveness, the question of whether a measure can truly detect a change, let’s say, improvement that is actually present in the domain of interest.  Responsiveness was assessed and included studies through many approaches outlined in the report.  Some for example, relate mainly to statistical properties of the measure.  Standardized response means look at the mean score change divided by the standard deviation of the change.  In isolation, that measure reflects qualities of measure itself but also the effectiveness of the intervention in that specific study as designed and applied in the study population, so difficult to compare those measures across studies.  

External responsiveness is one situation in which you might be able to compare responsiveness across studies because it involves, as previously mentioned, that component of validity comparing an incremental response in the measure of interest.  In this case, for example, the Oswestry or RDQ, to some kind of tried and true measure of improvements.  Often, although not in the study from which I extracted this measure, for the sake of argument, let’s say Patient Global Impression of Change, some level of improvements that a person reports at the end of an interval of time.  

There are many ways to assess external responsiveness, and the report outlines in detail some of the approaches.  One that is comparable and might be more accessible to some of us based on our health stats classes is the ROC curve, the Receiver Operating Characteristic curve.  In this case you have a measure whose responsiveness you’d like to asses, let’s say the Oswestry.  You have that comparison measure, let’s say the Patient Global Impression of Change that separates people whose pain improved from people whose pain did not improve, making that a binary cutoff for the purposes of the ROC.  You can pick different increments of your measure of interest, say the Oswestry, to indicate improvement or lack thereof.  And you plot that good old tradeoff of sensitivity and specificity at each point of the cutoff of your measure of interest.  True positive rate reflects sensitivity.  In other words, how often does the measure correctly identify those who truly improved?  False positive rate is equivalent to 100 minus specificity.  In other words, how often does the measure fail to identify those who didn’t improve?  And the area under the curve is a reflection of the probability of correctly distinguishing patients whose pain improved from people whose pain did not improve.  An optimal area under the curve would encompass this entire territory; it would be one.  We rarely, we have never achieved that result with a measure.  

However, this concept of external responsiveness, this comparison arguably allows for more comparison across studies and between measures, although researchers can debate context in which that applies and doesn’t.  So we give a table in the report that compares AUC values for detecting any improvement between the measures for which that was assessed by studies.  There are five studies that assess a total of eight measures and made some comparisons.  The punch line is there’s no clear dominance.  The results are generally fair to good to very good.  And researchers who are expert will note that the range in AUC values across measures in each study is not so large as to suggest that one is more responsive than another.  And researchers will also note that the specifics of the study in which it was assessed may be relevant to any comparison.  So although this allows for a ballpark eyeballing comparison, the result, the interpretation really is that there isn’t necessarily an extremely meaningful difference in AUC values reflecting external responsiveness for these measures.  

I’ll give an example of measures that are more difficult to compare, excuse me, outcomes that are more difficult to compare within or across measures.  So the Minimally Important Difference, that question of the smallest difference that its worth detecting.  As previously discussed, two domains or approaches to accessing this using a clinical anchor connecting that incremental change to another measure suggesting clinical importance or statistical approaches to determining what’s actually detectable.  Eight measures, this Visual Analogue Scale is listed twice because of a difference in range, were studied within our studies included in our review in terms of MID.  There was a range of approaches to assessing MID via clinical anchor and a range of approaches to a statistically detectable change.  The report outlines in a more detailed table the methods by which each of these were assessed, but because the principles behind them and the mathematical approaches differed, numerically combining or even comparing these is conceptually different and somewhat challenging.  Although researchers do recommend looking at a range of approaches to developing MID to come up with a concept of what MID might be for a particular measure, we did not find enough examples of MID to settle on a range considering these factors.  So really one of the key findings with respect to our Minimally Important Difference data is that minimally important difference was not often studied for these measures in these populations.

What conclusions can we draw?  The main punch line is that we found no obvious superiority among measures assessed with respect to psychometric data and chronic musculoskeletal pain populations.  We found several measures that had data on all four main psychometric outcomes.  The NRS and VAS among these measures are single item measures of note with question content that varied across studies.  We also found several additional measures had data on three of the four main psychometric outcomes.  More details are in the report.  If the focus is on pain severity or intensity, the most psychometric reporting was found for the NRS and VAS followed by the MPQ.  With respect to pain-related functional interference, most psychometric reporting was found for the ODI, the PROMIS-PI and the RMDQ.  Choice of these measures certainly would not depend only on the frequency with which their psychometric properties were studied, it would depend on context.  For example, pain site and type.  Researchers and some clinicians may recognize the Oswestry Disability Index, RMDQ, as having been developed for low back pain and have a lot of data, so additional data on those populations specifically.  As we discussed in test-retest reliability and responsiveness, the recall period of interest is relevant to determining which measures to use.  Intervention length and how that relates to your recall period of interest is important.  Analytic goal study resources, many factors would determine which measure someone might choose.  

The expert pain workgroup will take these findings under consideration along with many of the factors they assess in making their recommendations for a core set of measures.  I thought some of the more interesting take-home points for this Cyberseminar might have to do with some of those challenges I tried to outline.  The Minimal Important Difference was not frequently estimated specifically for each of these measures and the methods that were used differed.  There were a range of approaches to assessing clinically meaningful and statistically detectable difference, and the range of methods did make numbers difficult to compare across measures and across studies.  

Responsiveness, concurrent validity, discriminant validity, and test-retest reliability were also often challenging to compare across studies and measures but were generally in the fair to excellent range, so it did not necessarily distinguish quality of the measures within these populations.  Feasibility, delivery mode, public availability also differed widely.

Another finding that might not be surprising to clinicians or researchers, definition and reporting variations were broad in this construct of interest, the chronic musculoskeletal pain.  Chronic pain was defined in some studies as minimum of three months, in others six, in others twelve months.  In some context, no time period was given at all.  Diagnostic cause such as clinical arthritis or bodily sites such as hip or knee were not consistently named and populations, of course, ranged in terms of how many potential causes or sites were included.  Pain relevant factors such as baseline pain level, duration, treatment use were also inconsistently reported and arguably relevant.  These differences in reporting are not surprising because they reflect current pain research discussions.  Pain researchers know well that folks are still investigating when and how intermittent pain might differ meaningfully from continuous pain.  When and how duration of pain or diagnostic cause or bodily site affect key pain qualities in either of these domains of severity function or others of interest.  So it’s not surprising that we saw these variations.  But of note, these variations in defining and reporting chronic musculoskeletal pain did affect our ability to synthesize results.  

With respect to population characteristics, a brief note.  As mentioned, most studies did not report race or ethnicity.  Most that did had more than 75% white participants.  No studies reported outcomes stratified by age, sex, or race or ethnicity.  But of note, research does tell us that age, sex, race, ethnicity, other psychosocial factors and attributes can influence peoples' experience and reporting of pain in these domains of interest.  It helps us to know more about people to understand the value of our approaches to listening.  So research would certainly benefit from population diversity and from consistent demographic reporting.  

Some final take-homes, needs and next steps.  To summarize some challenges in synthesizing evidence in this review related to the variations and methods of assessing psychometric outcomes for these measures related to variations and definitions in reporting of chronic musculoskeletal pain and pain related factors and variations in reported on demographics of patient populations.  So the challenge that we had in synthesizing these data is good news for researchers.  There is a need for additional methods research on self-report measures among people with chronic musculoskeletal pain, which is necessary if we are going to continue to keep in mind that the simplest and most reliable index of pain is a patient’s verbal report.  So with that I’ll close and take any questions.  Thanks very much for your time.

Dr. Robin Masheb:  Thank you, Dr. Goldsmith.  This was a really interesting presentation and we greatly appreciate you sharing it with us.  I just want to give our audience members an opportunity to write in some questions and also to let you know that Dr. Friedhelm Sandbrink, VA Deputy National Director for pain management is on our call, and he’ll be able to take some questions related to policy.  But let me talk, let me ask you some specific questions that we have coming in first.  Somebody is asking about pastor, P-A-S-T-O-R, and was this excluded some of the analysis, and if so, can you explain the rush now for that?

Dr. Elizabeth S.  Goldsmith:  So the 17 measures that were included in the review were selected by the expert pain workgroup that was associated with the State of the Art Conference on non-pharmacological approaches to pain.  So the rationale for selecting those 17 measures would be best commented on by experts on that workgroup.  We did a focus on the measures that they suggested.  

Dr. Robin Masheb:  Was there any talk or did you look at any studies that were perhaps trying to measure pain in a more objective way with using functional imaging, any evidence from FMI studies?

Dr. Elizabeth S.  Goldsmith:  So the charge of this review was to focus on these patient reported outcome measures as tools that would be likely to be used in clinical or observational research.  Certainly the role of measures that relate to imaging or to external indicators of pain is a topic of great import in pain research, but it was not the charge of this review.  Our focus was on measures of self-report which really get at domains that, of pain that the subjective experience covers.  

Dr. Robin Masheb:  Can you talk a little about maybe even what some of the discussion was like about those changes in pain within a day or from day to day?  You know, one day somebody has a good day and it’s a four, they have a bad day, it’s an eight, and the implications of that for test-retest reliability?  And why do you think there weren’t that many studies that investigated test-retest reliability for these measures?

Dr. Elizabeth S.  Goldsmith:  Sure.  And it’s hard to know, I can’t necessarily get into the minds of the authors of these works, but we did get a sense that folks are aware that there’s a challenge in determining which, how much variation in the measure relates to variation in its ability to detect things and how much relates to variation in the construct that it detects.  And particularly for measures with short recall periods, we might expect a lot of fluctuation in the true construct that it’s trying to detect.  So the optimal interval for test-retest reliability is something that bears investigation.  Then this question of the optimal interval is relevant regardless of the recall period.  So we got the sense that for many measures it can be difficult, again, to distinguish the variation and ability to detect from variation in the construct you’re trying to detect.  So that may have been demotivating for some test-retest reliability assessments.

Dr. Robin Masheb:  Amongst the synthesis group or even in the literature was there any talk about Veterans who maybe over report the severity of their pain because of [unintelligible 53:20] having pain medication taken away basically?

Dr. Elizabeth S.  Goldsmith:  I imagine there was a lot of discussion among researchers of how and when one might be able to assess this.  I think this question of whether someone is telling the truth, as it were, is kind of a specter that haunts a lot of self-report assessments because at the end of the day it’s someone’s subjective experience, and you have to interpret that the way that they present it.  We didn’t, in the course of developing this review, attempt to directly address that.  But I know that folks who develop these measures through lengthy processes, the validation, do try to compare across different measures over time to get a sense of consistency in ways that might be able to approach that question more indirectly.  I’m not sure that’s a great answer, but we, ourselves, didn’t interrogate that.

Dr. Robin Masheb:  Let me just leave a few minutes where, Dr. Goldsmith, you could reply and perhaps Dr. Sandbring can reply, too, about what’s the plan moving forward and how much of this is now a roadmap for researchers in terms of which measure should they be sticking with and how do they move forward in getting a more standardized way of statistically looking at these measures and doing a better job at investigating the minimal improvement difference, which seems like a really important concept to get at some of those fluctuations that people are talking about?  What did you take away in terms of what’s going to be going on and what’s going to be disseminated at the national level?

Dr. Elizabeth S.  Goldsmith:  So Dr. Sandbbrink, as a workgroup member, might be more equipped to comment on some pieces of this.  Dr. Sandbrink, would you like to address that?

Dr. Friedhelm Sandbrink:  Yeah, so thank you, Elizabeth, really, for this excellent overview.  Obviously there are a few challenges here, and we really need to keep in mind what are the specific tools, what will they be used for?  I think research application that is specifically meant for a research study with relatively highly selective patients, for instance, who have a specific pain complaint might be very different need and might work different, have different requirement than somebody who wants to incorporate routinely a pain measure, for instance, into a pain clinic where patients typically come with significant comorbidities.  Right?  So just as an example, if we have and we ask the question how much does pain interfere with your sleep?  If you had excluded patients with significant sleep disorders as entry into the study, that question becomes more relevant and specifically measures interference from pain.  Whereas if you have a patient who maybe has PTSD and has nightmares or maybe has significant sleep apnea and who sleeps very poorly at night already, it’s a little bit hard to know how much this question then truly adds additional information.  

So I think there’s this pull into this type of works, like in regard to what is specifically meant for research studies versus what can be incorporated into clinical work that we do every day in our primary care and pain clinics.  I think those obviously have the interest to minimize the amount of questions and the burden in regard to answering these questionnaires.  But that’s one challenge that I see.  With the advancement of the electronic health record and incorporating more and more of these data into the EHRs directly where there’s going to be ensuring in the future in the VA or with Epic, I think that that’s another consideration.  What can be easily incorporated for more general considerations?  

So I think these questions are being discussed.  I think it certainly has, we have the need to standardize and to make some kind of recommendation.  What would be the preferred tools to be used within the VA system?  But also we would like this to be aligned with the non-VA partners as well to try to see what we can come up with the general recommendation in that regard.  But again, I think we need to realize within our clinical practice outpatients have significant comorbidities, especially in regard to mood disorders, anxieties disorders, and also in regard to sleep disorders.  

Dr. Elizabeth S.  Goldsmith:  And to follow up on that, this is Lizzy again, folks are asking whether there are specific recommendations on which tools the VA would like researchers to adopt.  To reiterate, this review was meant to address some psychometric evidence that’s available on some of these measures, and this is one of the products that was presented to an expert VA workgroup of which Dr. Sandbrink is a member, and they are incorporating this and other sources of information into recommendations which I believe are in process.  Is that correct?

Dr. Friedhelm Sandbrink:  Right.  Yeah, absolutely.  So hopefully by the beginning of next year, so relatively soon, within a few months, we will have an output from that group that will be able to guide our researchers.  

[bookmark: _GoBack]Dr. Robin Masheb:  Great.  Thank you so much.  Thank you, Dr. Goldsmith, for sharing this work with us today and tackling this really difficult problem with measurement for chronic pain.  Just one more reminder to hold on for another minute or two for the feedback form.  This information is really important for us to help us provide you with great programming.  If anybody is interested in the slides from today, please go to the reminder email where you can find the hyperlink for VA Cyberseminars.  If you want to do a search for something in our archive, you can go to VA Cyberseminar archive and look under the Spotlight on Pain Management.  You’ll also be receiving an email with your [unintelligible 59:53] of attendance for today’s session, and please stay tuned for information about our January Cyberseminar that will come out around the 15th of December.  I want to thank everyone for joining us for this HSR&D Cyberseminar, and we hope to see you at future session.  

[ END OF AUDIO ]

