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Hannah: 	Hello, everyone and welcome to Research & EHR Synergy, a cyber seminar series hosted by VIReC, the VA Information Resource Center. And thank you to CIDER for providing technical and promotional support. 
Research & EHR Synergy is produced by VIReC in conjunction with the ORD Strategic Initiative for Research & EHR Synergy, OSIRIS, and the VA Coordinating Hub to Promote Research Optimizing Veteran-Centric EHR Networks, PROVEN. And it focuses on helping the VA research community stay informed about the EHR modernization. 
This series is held on the fourth Wednesday of every month at 12 PM Eastern. You can find more information about this series and other VIReC cyber seminars on VIReC's website; and you can catch up on previous sessions on HSR&D's VIReC cyber seminar archive.
A quick reminder to those of you just signing on: slides are available to download. This is a screenshot of a sample email that you should have received today before the session; in it, you will find a link to download the slides. 
Today's presentation is Identifying and Integrating Diagnoses from Cerner Millennium in Operations: STORM/REACH VET/CAN Experience presented by Dr. Susana Martins and Craig Kreisler. 
Dr. Susana Martins is the Senior Data Architect in the Office of Mental Health and Suicide Prevention at the Program Evaluation Research Resource Center; and Craig Kreisler is a statistician in the Office of Quality and Patient, Safety, Analytics, and Performance Integration. Their teams support the REACH VET, STORM, and CAN national predictive models that identify the risk of suicide, overdose, hospitalization, and mortality respectively. They've been working together since 2019 to incorporate data generated and Cerner Millennium into their models and have been working with the data from Spokane since go-live in late 2020.
Today, they will give us insight into their processes and insights into the Cerner Millennium data by telling us about their understanding of diagnosis in Cerner, how they extract diagnosis information from CDW Work 2 and how they integrate it into their production processes. So, with that, I’ll hand it over to Craig and thank you so much everybody for attending.
Craig Kreisler: 	Thanks, Hannah. Thanks for everybody attending. So, we'll start again here just a little bit about us and this is similar to what Hannah just said. So, initially in, 2019, the Office of Electronic Health Record Modernization identified VA’s predictive model-driven clinical tools and programs as a priority for Cerner Initial Operating Capability, or IOC, in order to minimize the loss of patient information in these tools. 
So, we've been working closely with the OEHRM data syndication team, SIR, SMEs, CDW [BIZL] and other VA analytics offices to ensure the accurate incorporation of Cerner data into these model estimates of patient risk. 
These programs are used to proactively enhance patient care or enhance care for patients at the highest risk of adverse outcomes and we want to make sure that we identify accurate and comprehensive data for our patients. So, these national risk models are operationalized by two offices; the first office is the office of mental health and suicide prevention; they have two of the predictive models, the first being REACH VET which drives clinical care enhancement programs for patients estimated to be at high risk for suicide; and they also have the STORM model, which guides care enhancement to patients with opioid prescriptions at high risk for overdose and suicide.
And the second office is the Office of Quality and Patient Safety. We have CAN algorithms, so the Care Assessment Needs model and that is a tool that systematically identifies veterans or patients that are at high risk for hospitalization and/or death.
So, for today's talk, we have sort of three main points that we're going to try to cover here. We're going to give a high-level overview of diagnostic information on Cerner, then we'll go on to show how we're identifying diagnoses in VA’s instance of the Cerner data model, so that would be CDW Work 2; and then we'll give an example of how we're integrating Cerner Millennium and CDW Work diagnoses in a production setting--Millennium data and VistA data. 
So, I think the next three slides are poll questions and I’ll let Anna take over from here. 
Hannah: 	Alright. Thanks. So, we have a couple of poll questions just to get to know our audience. So, the first question is, "What is your role in research and/or quality improvement projects?" 1, Investigator PI or Co-I; 2, statistician, data manager, analyst, or programmer; 3, Project Coordinator; 4, Other, Please describe in the Q&A function and we'll give a few minutes or a few seconds for people to answer. So, the poll is open and our answers are coming in. Please just remember to hit "Submit" once you select your answer choices.
It seems like things have slowed down quite a bit, so I’m just going to go ahead and close that poll out. And I’m going to share the results. And we have 6 percent said Investigator/PI/Co-I; 50 percent said Statistician/Data Manager/Analyst; 7 percent said Project Coordinator; 10 percent said Other, and some of the others are research monitor, superuser for our facility, medical director care in the community.
Back to you, Hannah.
Hannah: 	And then, "How many years of experience working with VA data do you have?" "None, I’m brand new to this."; One year or less; More than one, less than three years; At least three, less than seven years; at least seven, less than ten years; or ten years or more. 
A: 	Alright. The poll is open and running. Let's just give that a few more seconds to get our last answers in.  And alright, it seems like things have slowed down; I’m going to go ahead and close that poll. Here are the results.
And we have 7 percent said, "None; I’m brand new to this,"; 8  percent said one year or less; 15 percent, more than one, less than three years; 13 percent, at least three, less than 7 years; 7 percent at least seven, less than ten years; and 23 percent, ten years or more. Over to you, Hannah.
Hannah: 	And our last question is, "What is your familiarity with Cerner data within CDW?" So, "This is my first exposure,"; "I’ve attended some trainings or presentations,"; "I’m actively querying Cerner data in CDW Work 2 or CDW Work 3,"; and other, please describe via the Q&A function. Thanks.
Whitney: 	Alright. So, our answers are coming in quite rapidly. We'll just let that run for a few more seconds. So, things have slowed down; I’m going to go ahead and close that poll and share the results. 20 percent said, "This is my first exposure,"; 30 percent said, "Attended some trainings and presentations,"; 18 said, "Actively carrying Cerner data in CDW," and 1 percent said, "Other," and that is, "Worked previously with a Cerner client, not VA." And back to you. 
Craig Kreisler: 	Alright. Thanks, Hannah, thanks Whitney. Yeah, some interesting numbers there so thanks for that. So, back into the presentation here and just a disclosure from us: we're not Cerner experts, we're VA analysts, so we're providing information based on our collective experience, and learnings, and conversations over the last two years; and it's the information we're providing is to the best of our understanding at the present time and is subject to change.
So, we've been working on this for the better--almost two years, I guess, at this point, and it's been sort of a bumpy road and sometimes, it's two steps forward, one step back. But I think, at this point, we're coming more into focus and really getting more solid information and understandings at this point. 
So, just to sort of align with what our requirements are for diagnosis, for our risk models and in the reports, they're pretty basic. So, we need a unique patient identifier, which we use MVI Person SID. And for those that aren't familiar with MVI Person SID, that's the business key on the MDI Master Veteran Index table in CDW, and that is essentially a one-to-one to the patient ICN, so Patient Integrated Control Number, and Patient ICN is sort of that authoritative identifier of a patient or a person in VA. So, we need that MVI Person SID to be able to join records across systems.
And then our other basic requirements here. We just need to know the diagnosis codes, the date time when they're assigned; and the last two here are the setting and location--inpatient, outpatient, whether it's at Spokane, or Columbus, or any other facility--those two are more geared towards our reporting and not really necessary for our risk modeling.
So, the next section here, we're just going to give a brief introduction to diagnostic information on Cerner and some screencaps of what you might see as a clinician. So, just a high-level overview here of the medical conditions there can be classified in two buckets--problems and diagnoses--and I think this is sort of similar in VA now in VistA. So, a problem would be something that's patient-centric and not necessarily tied to a given encounter, so something maybe chronic in nature or happens over a long period of time in Cerner; those are coded up in SNOMED and then there's also diagnoses and these are conditions that a person is being treated for during a given encounter; we can identify those in Cerner via ICD codes--ICD-10; and for our purposes, we're only interested in pulling the diagnosis, so we don't look at problemless-type things in our risk models. So, the diagnosis that we're pulling in Cerner would be something akin to pulling outpatient diagnoses from the diagnosis table in CDW Work or legacy CDW or from impact and patient diagnosis.
So, the next couple slides here are some screen captures of the power chart. So, this is the front-end EHR that clinicians use at the sites. So, these examples are from a training that I took last year with Cerner. So, right now, you're seeing sort of if you're a clinician within a patient's chart and within a specific encounter, you can identify the medical conditions that this patient has ongoing. So, here, I just want to highlight this right column here where, under the Actions section where, you, as a clinician, can identify whether this medical condition pertains to this current encounter or visit, or whether it's chronic in nature, or both.
So, if you identify--if it's chronic in nature, that would be more of a problem. So, they have a back-end table for the problem list; and then if you identify--if this condition is being treated, this visit would be more of a diagnosis. 
So, in the example here that I’ve highlighted, bipolar disorder, right now the chronic check box is clicked, not the visit; and you can see over here on the right-hand side for the more details that it's sort of coded up as a SNOMED code. This bottom screen cap here is we're actually able to get right into the backend database for this test environment and see when an action is performed on the front end and what does it look like in our back-end database?
So, in this problem table, you'll note that there are six problems noted for this patient, and here we have six problems or conditions that have that chronic checkbox, so those correspond there--and I’ve just highlighted the bipolar example that I highlighted above.
So, the second set of screencaps is what happens when you use this to identify a diagnosis for this visit, so something that a clinician is treating this visit. So, again, I’m using bipolar here as an example. So, now, I’ve got "Chronic" and "This visit" checked, so this would be an actual diagnosis that was treated during the visit; and you can see over here on the right-hand side in the details for bipolar that it is now indicated as a ICD-10 code.
And then on the back end database and the diagnosis table in Cerner, you'll note that there are four diagnoses here that are checked for this visit and now we see for this visit, our encounter; on the back end, we see those same diagnoses on the back end.
So, now, getting a little bit more general here. So, within Cerner, there's two main sources of diagnoses, what I refer to as encounter-level diagnoses and these are diagnoses that are generally added by a clinician during an encounter, so exactly like what I just showed you on that previous screen when a clinician goes in and enters a medical condition for that patient that's being treated; and then there's also what I refer to as charge level. So, essentially after an encounter takes place and in that encounter is closed out properly, diagnoses are added during sort of the billing and charge process, so Cerner is a commercial EHR and they have a strong emphasis on billing. So, these charge-level diagnoses are essentially what I understand to be like added during that billing process and these are generally added by coders or automated processes.
And for our purposes we're using both sources of diagnoses; we've been told by our the folks we speak to at Cerner that to try to get that full accounting of a patient picture, we should consult both of these sources. 
So now honing in on the Cerner data that we have in VA within the CDW, and then giving the general overview of our architecture strategy of how the REACH VET/STORM/CAN team implemented this. So, this slide, if you've attended--I think you said 30 percent have at least attended some trainings--so, if you've ever attended the Friday data syndication bits calls from the OEHRM data management migration team, you'll probably recognize this slide, but this is just a quick visual on what data is available within CDW. So, CDW Work or what they're referring to is legacy CDW, this is just data essentially that is pulled in from VistA; I think there are a few different sources as well in here; but for the most part it's data that's pulled in from the VistA or CPRS. CDW Work 2, on the other hand, is strictly just Millennium data so any data that goes through Cerner and that is syndicated nightly back to the VA--similar to how, I guess, this data is nightly uploaded into CDW Work, the Millennium data is nightly transferred from the Millennium backend database to VA and then makes its way into CDW Work 2. 
In CDW Work 2, the structure is very different than what you would see in traditional CDW Work, so it essentially follows the table structure that you would see on the actual production back end in the Cerner databases. So, the note here is that it's essentially Millennium data with a CDW skin; what that essentially means is the BIZL and OEHRM teams, they've lightly transformed the data to make it a little bit easier to query and work with. So, things like those SID values, those surrogate keys naming conventions have been updated to more reflect what we're used to seeing in terms of like camel case variables and those business keys that we use to facilitate joining.
And then in CDW Work 3, what they're calling the converge model, essentially what it is they're unioning CDW Work, VistA data, and CDW Work 2 Millennium data together into this conversion model. So, essentially, they're trying to fit Millennium data into the existing CDW Work or VistA structure--which works well in some cases; in some cases, it's not just because there are different concepts and different ways those databases are structured. For our purposes, we've always been using CDW Work 2 because we wanted to be closer to the source and try to understand how that's being generated, and also because we weren't sure initially when CDW Work 3 was going to be ready and usable.
So, in terms of our data flow of how we're implementing or pulling in Cerner data for our purposes. So, again, we're starting with CDW Work 2 which is the Millennium data that has some light VA modeling to it; from there we pull the actual data from CDW Work 2 in a layer that we refer to as CCL--"CCL" stands for Cerner Command Language--and what essentially happened over the course the last two years is Bx and OEHRM has been working with Cerner SMEs to have them provide queries to us that would sort of replicate data domains that we're used to seeing. So, things like outpatient prescriptions, lab orders or lab results, diagnoses or things like that. So, the CCL layers essentially those certain analysts gave us queries in their Cerner Command Language that then needed to be translated into TSQL to be used on our CDW Work 2 database, so that's the first step of pulling the data out is essentially we're just following the recommendations of what the Cerner analysts have given us. From there, we're curating it down a little bit more making it more refined to actually what we need for our specific use cases, so we refer to that as our facts layer or fact objects, and these are ready for integration. 
So, if you look at some of these CCL queries, they're--we say there's everything and the kitchen sink in them, they're massive and probably more information than you or you need for your use case. So, what we're doing in the fact layer is just trying to hone in on those columns and those rows that are important to us.
And then the last stage here, this is a full-integrated stage. So, in our database structure, what we've done is anything that--any place that we've integrated both VistA and Millennium data, we've adopted this naming convention of naming our stored procedures, our views, or our tables with an "_VM" suffix, so _VistA Millennium and that's just to denote that we've updated that object to include both VistA and Millennium data. 
So, this is just another sort of version of that last slide. So, again, we start with CDW Work 2; then from there we pull the data out of CDW Work 2 in our CCL layer; and if you've been on any of those data syndication bits calls on Friday, I think these are generally referred to as like the domain-centric queries on those calls so those these are generally the same thing but we also have contact wood Cerner for specific questions that we have so our team--the PERT team--also has some contractors--JJR solutions-- they've been working to update some of these stored procedures to meet our requirements as well, so anytime there's new information that becomes available, we update these stored procedures.
And then our fact layer is just what I said getting back to what do we need to meet our requirements to overlay in our risk models and reports. so, this is that last layer. So, you can see here the scope that we have many different objects that we're curating and that we're working with to meet our needs; and now, with the yellow boxes just this just hones in the ones that we'll talk about today.
So, in the CCL layer, we have two stored procedures; one that pulls diagnoses from that encounter level and then one that pulls diagnoses from that charge or billing level; and then, in the fact layer, so layer that's curated for our needs we actually combine these two into one fact diagnosis table so that we only need to query one table when we're overlaying it with VistA. 
And just a couple notes on our general curation strategy. So, we have two types of objects nomenclature or dimension, so that would be something similar to those dim objects and CDW Work and that contains reference data, ICD codes, and things like that, and then we also have factor clinical objects which would be the actual patient information of the diagnosis, or clinical events, or medications, labs things like that.
Something we've also implemented in our database structure is we've reserved the Mil-CDS schema to exclusively house our sort of Cerner-related objects. So, "Mil" is short for Millennium; "CDS" is Clinical Decision Support. That's what the Office of Mental Health and Suicide Prevention PERT team, that's what they call all of their reports and risk models it's part of their clinical decision support system. So, that's where that name comes from.
And then the last little bullet here is we're trying to keep column names consistent with what's in CW Work 2 and do as little renaming as possible; we do need to rename in some instances, but I would say that's a good general strategy if you're looking to implement because it’s hard sometimes to figure out where the data came from if you're just looking at the output of a table, so it's a little bit easier to go back and understand.
So, now, getting into some of the really nitty, gritty details on sort of identifying the diagnoses in in CDW Work 2. So, first off here is sort of our nomenclature curation; these are our views that we use for reference data. So, again, we use that Mil-CDS schema for these; these are all views and essentially these are just dimension tables so similar to CDW Work or Legacy CDW; we have a stop code dimension table, a specialty one which would be like trading specialties for inpatient stays; and these various other ones. But today, we're just going to talk about Dim nomenclature. So, in Cerner, they have this massive table that sort of houses all the standard vocabularies for medical data, whether it's ICDs, CPTs, or links--and there's a lot more, I think Susana's going to talk about that in her part, but just know that for now for diagnosis, this nomenclature is our reference table.
And here's just a quick screencap of how we created this view. So, in CDW Work 2, we are querying from endemil.nomenclature so this is that table that has all those standard vocabularies in it and then we're just filtering down to our needed columns, so the business keys that we need then the actual code descriptions or actual codes that we need, and in the source vocabulary identifiers, and then just a couple flags that we have whether this is now inactive or not. And we have links here available to our code sharing report, so there's an SSRS report that we have that anyone within VA can access that has the actual code for all of our objects that we've carried. 
So, this is just a quick look at some of the selected columns that we have in that Dim nomenclature view. And I’ll just highlight here, so nomenclature SID would be our business key to be able to join this reference data to a fact table; source identifiers, that's just a generic name for--this is essentially like the actual code ICD code or link code or what have you source string is just the actual description of that code, and then source vocabulary here just wanted to highlight again that this dim nomenclature view or object has many different source vocabularies within it.
So, now, sort of the real nitty-gritty of our joint patterns or our general join patterns that we're using to pull diagnostic information, so this is the diagnostic codes that are assigned at that encounter level so back to that power chart example that I showed.  This is where they would end up in CDW Work 2; so, we start off with inkmill.encounter diagnosis, and this table actually stores that clinical event or patient information about the medical diagnoses for that encounter. 
Number two here, this first join. So, we're joining to a table inkmill encounter and you'll notice that it's in Mil-CDS, so this is an implementation of inkmill encounter that we've made, and that's because within the Cerner objects, they've also migrated data over from VistA into Cerner. So, legacy information over on patients for continuity of care and operations and to feed the actual Cerner records, and what we're doing here in this in our implementation is just filtering out those legacy records that were migrated over. 
So, again, if you've been on any of the other calls on Friday or whatever, you may hear the term PAMPI, which I think stands for Problems, Allergies, Medications, Procedures, and Immunizations. So, any of that data that was migrated over, we don't want to query in this instance because we're also querying CDW Work. So, this is just our implementation to filter out any of that migrated data. And if you want to see how we do that, you can see the stored procedure that goes into creating this table on the code-sharing report. 
So, the number three here is just our joints of that end in nomenclature table and this is just pulling in the ICD code and description, so we're actually surfacing the ICD code and description in our tables in addition to that that business key; it makes it easier right now to try to troubleshoot issues or look through potential issues. 
And then number four here. So, we have two additional joins and this is how we are able to filter or make sure we're pulling the ICD codes only. So, not shown on screen above in this stored procedure, we define above what source vocabularies and what types of codes we want to pull in our fact poll here or in our data poll. So, that's what these interjoints are doing, so these CT in SQL, it's a common table expression, essentially they're just like temporary tables that we create where we're essentially identifying that we only want to pull ICD-9 or ICD-10 codes and make sure they're diagnosis codes in nature and not procedure codes.
And then number five here, so this is just some standard filtering logic that we've been told to use by Cerner in order to filter on active records on any fact table. So, my understanding is that Cerner doesn't ever really delete any fact records, but if something gets overwritten or something changes, generally, what they'll do is create a new record within the database. So, essentially, a new record will be created, that record will have an active indicator equals 1, the old record will have it set to 0; and additionally, there's these date times which sort of show when that record was active, so we're just pulling active records and whenever we pull this, it’s active at that time. 
So, this is just a screencap of what that table looks like and what some of those selected columns are important to us look like, just highlight a couple things here. So, Person SID. So, this Person SID right now, this is actually a unique identifier for a patient within Cerner data only. So, this Person SID does not join to anything that we have currently on on the legacy CDW Work side, so it is a little confusing to start, but this is generated from Cerner only.
And we have a couple of our date times that we need; and again, I had mentioned that we surfaced both the diagnostic code and then also the diagnostic description; and then we have our business key here for the nomenclature SID. 
So, then the second query here, this is pulling diagnosis information from that charge or billing data and these ones, I think, are a little bit harder to understand, but we'll give it a high-level overview here. Again, we're starting with records that are from the encounter table that we've filtered just to be records that are essentially created in Cerner. Number two here, this Billing Mil, that charge item table, so this stores the process charge events. So, I’m not sure this analogy is perfect, but the way I think of it is this is almost like if you're somewhat familiar with medical billing within a claim form, so like HCFA claim or CMS 1500, I think, they used to be called, there are claim lines within that claim, so each procedure code has a diagnostic code associated with a it, could be modifiers and some other information.
So, that's sort of what I understand to be similar here. So, this is essentially one charge event for that given encounter; and when you join this charge item table to the billing mil, that charge modification is actually where that sort of any information about that line item is available, so things like the ICD code for that procedure, or the actual procedure code, or the modifier, so CPT modifier. All those things are available within this charge modification table, it just depends on how you filter on that table to pull in what you need to pull.
So, you'll see here in the next few joins. So, again, we're joining that charge modification table to the nomenclature table and that's to grab those codes and descriptions; but then similar to the last query that we showed, we have temp tables here that we're identifying, "Okay, we only want those ICD diagnosis code," so we don't want the procedure codes, we don't want the modifiers, or revenue codes, or whatever else is in this table, we only want the actual ICD code that was captured for that charge event.
And then number six here, this is really nitty-gritty and I’ll just say that these filters are needed due to the nature of that billing workflow. So, these are more we implemented because Cerner recommended them and I don't have a complete 100 percent understanding of that, but I think it's due to the nature of that billing workflow.
And then, again, number seven here, is on any of these fact tables, so we have three fact tables here: inkmill encounter, charge item, and then this charge modification we're just filtering to those active records. 
And then, this is just a screencap of what that table looks like or selected columns from that table. So, again, Person SID, this is not a Person SID that you would try to join anything in legacy CDW; we have a service date time when that diagnosis was assigned or when the procedure happened that the diagnosis was assigned, and then the actual diagnostic information here. 
So, now, getting to our next layer of curation, our fact diagnosis table. So, this is the level of curation that we need to have the--well, we need our information to be able to overlay with listed data. So, what we're doing, at least in the fact diagnosis script and an output table, so we're uniting together those encounter and charge level diagnoses and there are instances where the diagnosis is on both tables or in both sections for an encounter, so we do have some deduplication logic there to deal with that. 
I also want to point out, so we include inpatient and outpatient diagnosis here, so we didn't want to create separate tables for inpatient/outpatient because it's just easier to query one table; and then this table actually includes the columns that are needed for our overlay. So, you'll note here that we've brought in MVI Person SID. So, this is MVI Person SID, this is the actual business key from MVI, from the Master Veteran Index, so we're able to facilitate a join to that table and then bring together patient data across systems. Our derived diagnosis date time, so I’ll just say that most of the dates in CDW Work 2 are in UTC time, so they're not based on sort of where that patient interaction or event took place. So, some of the analysts on the team have developed logic to actually time correct or have that time zone correct date time here, so that's what we have going on here. And then, again, just the diagnostic information.
So, this is essentially, for the most part, all the information--I think there are a couple other columns that are used, but these are the most pertinent ones. 
And from there, I’ll turn it over to Susana who's going to talk about integrating the data with VistA. 
Susana Martins: 	So, now, we have identified all the requirements for our risk score computation which was the initial goal, and now we're going to integrate that, we're going to have to overlay the data the VistA data with the Cerner Millennium data to get all the comprehensive information about the patient.
So, when we're integrating, there are two areas that we need to integrate. One is a nomenclature--and we'll go into more details about that--and the goal here is when we compare our risk scores we have these variables that are our groupings of interest, so we're identifying like mental health care visits or--well, in this case, diagnoses, like patients that have diagnosis of interest, bipolar or substance use disorder. So, we have to overlay these nomenclature, the vocabularies from both systems right to make sure that we're capturing everything that's accessible in those systems, and then we overlay the patient data as well right to sort of say for that unique patient using the data from Cerner and from VistA, how is this patient characterized for the model?
So, let's talk about the nomenclature integration. Let's go to the next slide. So, here is the same code that Craig sort of briefly displayed, and I’d just like to highlight at a high level, the slide has a lot of information but this is how we're writing our code and we're trying to annotate as much as possible to help not only for us to understand we have to go back into review, but for other analysts that are coming on and sort of understanding, and all this annotation is available, again, in this PERT code sharing report, so we try to make it as explicit as possible to help others understand sort of how we're identifying the data that we're interested in.
So, again, here we're pulling directly--highlighted in the yellow there at the bottom of the end Mil nomenclature table and we're pulling out the fields that we're interested in. So, at the top we have SIDs that we're interested in that we want to identify that we're going to key these vocabulary IDs, and then in the middle, we have more detail about the vocabulary, and Craig has touched upon these and we'll show you these a little bit more, and then there's also sort of some code activation details and activation flags that we've added.
Next slide. Here, just to highlight that in the Mil nomenclature table, there are like 59 vocabularies--I’ve listed these on the left-hand side--but if you put the permutations with principal type and contributor system which is on the right-hand side, there are 122 permutations. So, here--and Craig highlighted this, this is where you have to be very specific when you're identifying the data. And in our case, we're interested in ICD-10 CM, the principal type will be disease or syndrome and the contributor system is centers for Medicare and Medicaid services; because you see for ICD-10 CM, there are other options there: there's DoD information and there's other ones that we don't fully understand, but our goal is to pull the one that I highlighted in yellow. 
Next slide. Again, the requirements--and Craig already mentioned this--that we want a SID so that we can connect that to the patient data right to identify the correct code that we're interested in; the source identifier is the code and the source string is a description of that code. So, we need all those fields.
So, here is our code for integrating on the Cerner side. So, we pull the nomenclature SID, and here, we're sort of renaming it to be equivalent to the ICD intensive because we're preparing it to overlay. You can see that we're casting the second line or the third line there is we're identifying this source as Cerner vocabulary, so we're casting it as 200--the starred 3 and 200 is the number for Cerner source, so we're casting that there. And then, we had to manipulate the ICDs. In Cerner, the ICDs do not have the dot after them, so to be consistent with the way that then ICD-10 is, we went ahead and we sort of added the dots so that we could be consistent when overlaying and when querying the grouping types that we're interested in.
So, we did that and then we also pulled the description because we want to have that available so that we can sort of validate our findings. And then, we're pulling it from this Mil-CDW dim nomenclature, so this is again, a view that we generated based on the nomenclature table, and you can see that in the where clause, we're specifying the vocabulary. For ICD-10 CM, the principal type is disease syndrome and the contributing system, Centers for Medicare & Medicaid Services.
And here is the union that we're doing. So, at the top, the Cerner query--Cerner Millennium Query; and at the bottom, with the same fields that we overlay, the CDW Work query. 
So, now, with that, we've created a big tall table that includes both nomenclature and ICD-10s from Cerner and from CDW Work. Here, I’m giving an example of our query, our grouping of interest that is, for example, opioid overdose. We're interested in identifying patients that have an opioid overdose; and at the top, I’m giving my where clause as to sort of where that opioid overdose is true, if the ICD-10 codes meet these criteria. 
And at the bottom, you can see here I did a grouping by the ICD-10 code, the description; but then I put their end of *3M. So, *3M in the CDW Work speak is the VistA system; so, we have 130 VistA systems that we have as backend for CDW Work. And now, we added a new one which is Cerner right so we should have 131 *3Ms. But you can see there that there are codes that only exist in Cerner. So, this is important when you're creating your where clauses that you sort of validate and you make sure that you're not missing anything that could exist in Cerner that does not exist in CDW Work which is what you're used to working with today.
In blue, I highlighted that there are, in Cerner, over 22,000 ICD codes that are specific to the server system that do not exist in CW Work. Yet, there are no codes in CDW Work that exists in Cerner. So, basically, CDW Work is a subset of what exists in Cerner. Next slide.
And here is, I did a check a while back and sort of how many of these codes exist in the patient data that we're extracting from diagnoses and you can see here that the numbers are not big; unique patients, the top number was 15, but there are some of the ICD-10 codes that we're interested in. So, as Cerner data grows--as we move on in implementation, this will grow. So, just make sure that when you overlay the vocabulary is really important, and then verifying that your where clauses are comprehensive and are pulling everything that you're interested in. 
So, now, for the patient data integration. So, here, we are identifying what we need specifically to overlay the data. So, highlighted in yellow is a table that Craig talked about that we create; this has our requirements. It has some more fields than what we need exactly to overlay, so this is where the query for overlay is specified. So, I go top to bottom here--and again, this exists in those codeshare--oh, no, we have examples for overlay, we have examples in our channel which I’ll be talking about in a little bit. But here basically, we create this temp table where we're pulling in only the elements that we want for overlay. So, you can see the select at the top where we're pulling in the unique patient identifier, we're specifying that this is Cerner in origin; the vocabulary right, the ICD-10 code, the diagnosis date, time that we're interested in right, so we can sort of calculate did this exist in the past time period of interest, and the category because now we're interested in the category for computing the risk score. 
Did this patient have an overdose or the diagnosis category of interest; and you can see that the join is between the Mil-CDS fact diagnosis which is sort of our layer of either from Cerner that meets our requirements, patient layer; but then there's a join with our lookup which is ICD-10, and it's vertical because this one is a tall and skinny table, and it has an "_VM" to indicate that there has been overlay with the Cerner vocabulary. So, this is a VM table and then we specify that we're doing the drawing on the SIDs because the SIDs are overlaid and the source vocabulary is ICD-10 because this, again, is tall and vertical. And you can see, at the bottom, is the output. So, this is the ID data, but you see that we have the MVI Person SID, the *3, the codes, and the groupings. So, now, we're already grouped, we know what this patient had at what time.
And here is where we're overlaying. So, we have, at the top, the CDW Work, so we have the categories that we have in this patient and we're already looking at the time interest that we have. So, we've defined this already in the past year; we put those clauses in there and then, at the bottom, this is the Cerner source data. And you can see that towards the bottom under where it's highlighted in yellow from the STEM table, we are defining where is this data coming from? So, we're adding the source EHR, as you can see, on the right-hand side of that table? Is it just VistA; is it just Millennium; or is it VistA and Millennium? 
So, we do want to know that because this will inform our reports as well. I mean for the risk score, it doesn't really matter, but we added this source of information because we use that to expose in the reports. Next slide. 
And here, I just like to highlight. So, we were able to release update--well, the full integration with Cerner data on December 15th for both STORM and REACH VET, which are risk scores that are computed, STORM nightly, and REACH VET monthly. And on the bottom, you can see pictures of our reports and you can see that there's a little pink C by the patient name on the left-hand side; and on the right-hand side where we see diagnosis sources, you can see that there's a little C to indicate that that is already a Cerner-derived diagnosis. So, we are displaying those in reports already; and at the top the color chart is just sort of a status of where we are with all the different domains and you can see diagnoses except for one project area that we haven't, that's still in progress, we have already implemented diagnosis throughout a lot of our reports--and this is Office of Mental Health and Suicide Prevention reports related to suicide prevention.
And last, I’d like to highlight that because of this knowledge that we gathered and that we sort of also organized sort of libraries and information sources, not only for our team, we thought we'd also expose that to wider groups within the VA that are looking to integrate Cerner data into their work. So, we created this Share Mil group team; we have a group on Teams--it's a closed group, so you can request access here at this email--we have meetings every other Thursday at 7:00 AM Pacific Time where we sort of--we've already sort of been having these meetings, so we've talked about all the domains and we have recordings on those, we have a lot of information there, we have the library that also has a lot of information. 
We also have a database where we, because this data is computed on a separate server, we transfer the data to A01, to this database, and we can provide read-only access to workgroups that have staff permission, and you could look to integrate center data if you wanted to, using our tables already. So, that data is available there for you to look at, you just have to sort of communicate with us and repress access, and if you meet those requirements, we can provide access as a read-only database. And here, we have also links that where these are public that we have the code--all the code and we update this once a month because this is constantly changing, so this is very dynamic--and we also data dictionaries that we've created to try to explain the metadata around this and that we add information that we are curating that we learn, we try to add that and keep that updated as much as possible as we have bandwidth.
I think with that, I will close. Yes, here's our contact information and yes, I’ll stop here.
Hannah: 	Thank you so much, Susana and Craig for sharing. This was great. We are almost at the top of the hour; I’m going to ask one quick question that came in the Q&A and the other questions we'll share with the presenters, and you can contact them directly as well. Someone asks, "Cerner seems to have different diagnosis types--reason for visit, discharge, final, admit--which diagnosis type are you using for your reports?"
Craig Kreisler: 	Yeah, I can take that for now--Susana, feel free to jump in--but we're--essentially right now, we're using all of the diagnoses because we're not exactly sure how this workflow and how it's actually being used on the front end, and if it's consistently being used. So, for now, until we get further guidance on sort of how that data is coming across to us, we're just using all those diagnoses.
Susana Martins: 	So, currently, like for the risk scores for STORM and REACH VET, we don't really specify that within the CDW Work area. So, yeah, we're just being comprehensive and want to identify any diagnosis that is specific to that patient.
Hannah: 	Thanks. So, we've reached the top of the hour, so I want to thank Susana and Craig for taking the time to present today's session. So, if you have any other questions for the presenters, you can contact them directly. 
Please tune in for our next Research & HR Synergy session, Evidence Review of EHR Transitions: Implications for VA's implementation of Cerner Millennium which is on June 23rd at 12 PM Eastern Time. 
And thank you, again, for attending. We'll be posting the evaluation shortly and please take a moment to answer those questions. If there are any other data or EHRM topics that you're interested in, please let us know and we'll do our best to include them in future sessions.
Thank you so much; and thanks, again, to Susana and Craig, and to CIDER.
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Hello, everyone and welcome to Research & EHR Synergy, a cyber 


seminar series hosted by VIReC, the VA Information Resource Center. 


And thank you to CIDER for providing technical and promotional 


support. 


 


Research & EHR Synergy is produced by VIReC in conjunction with the 


ORD Strategic Initiative for Research & EHR Synergy, OSIRIS, and the 


VA Coordinating Hub to Promote Research Optimizing Veteran


-


Centric 


EHR Networks, PROVEN. And it focuses on helping the 


VA research 


community stay informed about the EHR modernization. 


 


This series is held on the fourth Wednesday of every month at 12 PM 


Eastern. You can find more information about this series and other 


VIReC cyber seminars on VIReC's website; and you can ca


tch up on 


previous sessions on HSR&D's VIReC cyber seminar archive.


 


A quick reminder to those of you just signing on: slides are available to 


download. This is a screenshot of a sample email that you should have 


received today before the session; in it, yo


u will find a link to download 
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Today's presentation is Identifying and Integrating Diagnoses from 


Cerner Millennium in Operations: STORM/REACH VET/CAN 


Experience presented by Dr. Susana Martins and Craig Kreisler. 


 


Dr. Susana Martins is the Se


nior Data Architect in the Office 


of


 


Mental 


Health and Suicide Prevention at the Program Evaluation Research 


Resource Center; and Craig Kreisler is a statistician in the Office of 


Quality and Patient, Safety, Analytics, and Performance Integration. 


Their t


eams support the REACH VET, STORM, and CAN national 


predictive models that identify the risk of suicide, overdose, 


hospitalization, and mortality respectively. They've been working 


together since 2019 to incorporate data generated and Cerner Millennium 


int


o their models and have been working with the data from Spokane 


since go


-


live in late 2020.


 


Today, they will give us insight into their processes and insights into the 


Cerner Millennium data by telling us about their understanding of 


diagnosis in Cerner, h


ow they extract diagnosis information from CDW 


Work 2 and how they integrate it into their production processes. So, 


with that, I’ll hand it over to Craig and thank you so much everybody for 


attending.
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Thanks, Hannah. Thanks for everybody attending. So,


 


we'll start again 


here just a little bit about us and this is similar to what Hannah just said. 


So, initially in, 2019, the Office of Electronic Health Record 


Modernization identified VA’s predictive model


-


driven clinical tools and 
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