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Moderator:	We are at the top of the hour now, so I would like to introduce our presenter today. We have Mark Ezzo presenting for us and he is the VINCI SAS Administrator. He’s a part of VA OINT Servicing and Engineering. I’d like to thank Mark for joining us today. Mark, are you ready to share your screen?

Mark Ezzo:	I am ready.

Moderator:	Excellent. You should see that pop up now.

Mark Ezzo:	Okay. What do you folks see?

Moderator:	We see your desktop at the moment. It’s a very beautiful picture.

Mark Ezzo:	That’s near my land in Montana. 

Moderator:	Beautiful State. Now just open “slideshow mode” and we’ll be good to go.

Mark Ezzo:	Okay. Good afternoon everyone and as always it’s a pleasure to present to you.

Moderator:	I’m sorry to interrupt Mark. Can you go up into slideshow mode?

Mark Ezzo:	My apologies.

Moderator:	No problem at all. There you go. 

Mark Ezzo:	There we go.

Moderator:	Perfect. We’re all set.

Mark Ezzo:	Okay. Again, I’m always happy to present to the VINCI researchers and the operation researchers. It’s a pleasure. It’s fun to show off our environment. We’re very, very proud of it. What we’re going to talk about today is what I consider the crown jewel of VINCI, the SAS Grid that allows us to do research in the most leading edge environment there is, and to do it quite rapidly. So what we’re giving is more research and less time for the benefit of our veterans and humanity. I don’t say that facetiously. I actually mean that quite a bit. Let’s proceed. We have a poll question today, SAS Usage. We’d like to know what you use SAS mostly for, ETL, just plain data extraction, which you may use with other software. Data analysis, you extract and then start going through the data to get basic descriptive statistics. Do you use statistical analysis, which I would include as modeling, predictive models, and regressions? Making reports, and I also include BI in there or any other activity. Please select all that apply. 

Moderator:	Thank you very much. It looks like our attendees have gotten a handle on this. Just click the box next to the answers that best describe what you use SAS for. It looks like people are taking their time, but answers are streaming in. So far we’ve had about two-thirds of our audience vote so we’ll give people a little more time to get their responses in. We appreciate you giving us your responses. It helps to give our presenter a better idea of what’s going on out there regarding the SAS Usage.

Mark Ezzo:	We like to see what folks are doing and how we may enhance the experience. Are you going to present the results or should I proceed?

Moderator:	No, we are going to present results. Answers are still coming in. It looks like we’ve capped off at about seventy-two percent so I will go ahead and close the poll and share the results now. It looks like we have a pretty wide spread, noting that people did select more than one option. We have forty-one percent of respondents using it for ETL data extraction, seventy-eight percent is in it for data analysis, seventy-three percent are in it for statistical analysis, forty-six percent are in it for reporting, and sixteen percent are using it for other. Thank you to those respondents, and we’re back on your slides.

Mark Ezzo:	Very interesting. With the next slide let’s talk about some SAS Grid frequently asked questions. Let’s describe what a grid is. Why is a grid better and different than a monolithic server? Since a grid can be defined as distributive processing, meaning we have currently five nodes and your jobs will be distributed to the node that would be being stressed at that moment. Another extremely wonderful feature is that you’re allowed to pick your jobs and we’ll look at this later and SAS and Enterprise Guide, and make them grid-enabled so that they run parallel. Meaning instead of running in a linear fashion, we would run one procedure after another procedure after another procedure. If it’s set up where you have a table and you’re trying to run three or four models under it, it will run those models simultaneously. So if each one took an hour for example, that would be four hours. We would knock that down to one hour with the saving of three hours too. Enterprise Miner is set up for that, as is Enterprise Guide. I’ve had a lot of interest in SAS and R interface. I know I’ll get some arguments from some R folks, but the weaknesses of R are memory and IO and handling large amount of data. Both SAS and R are fine statistical packages. I’ll let others argue that there’re merits and detriments. But I would say that I have found myself, and I have used both, that when you run R under SAS, I think it runs far more efficiently. We’re also going to look at the usage of Enterprise Guide, then we’ll finish up with Enterprise Miner, and then we’ll have a question and answer period and a summary. 

On our basic SAS installation, for you who are in VINCI that’s VHA CBW SAS RDS-01, we essentially just have plain base SAS. And we keep that at a minimum for one very, very simple reason; we do not wish to pay extraneous fees. So we have base SAS which gives you basic statistics, part summary, part mean, part univariate. And we also have on that OleDB for SQL Server Data, meaning we can go up and extract or you can load data into your default schemas in a SQL Server. There are no high-level statistical packages. You will not have any regression packages, time series, OR. That is reserved solely for the grid for a few reasons, one being licensing, and two being that it is the best environment because it’s far, far more powerful than the client. The grid has all SAS products: base, stat, OR, ETS. We use ODBC rather than OleDB for SQL Server Data. We set that up in Linux and then we prefer to enable a library in metadata, because we can optimize it there and then you can just point and click. But we don’t have to once it’s in ODBC, you can just use basic Group SAS Library information and Group SAS SQL information to access the same data. Let me stress because I see this happening, people take the OleDB and put it on the grid and then are concerned that they can’t extract the data. OleDB is a wooden-nosed client environment. It does not work in Linux where the grid resides. The best grid usage and statistical is by the EG 6.1 configuration. You can use SAS Display Manager and it will work for you, but going forward in 9.4 you’re only going to have essentially the basic tools on there and it’s a little bit more _____ [00:08:02] and a lot more typing. 

Also with open commission from SAS itself is that SAS is taking the display manager as far as it’s going to go. They have no plans to enhance it any further. That does not mean that it will disappear from the SAS Suite. It will always be there, but they’re going to put on all of their R&D and all of their efforts into the UI’s like EG, Enterprise Miner, and the things that are industry-specific like handling credit and handling health care. We also have a very fine process and I can’t encourage usage of this enough, especially for long jobs or overnight jobs. Batch processing is something that we’ll display later. It’s called Gsub. The good thing about Gsub is when you are submitting through EG, even when you get into the client cell and get on VHA CBW SAS RDS-01 as you all should be doing, you still have to _____ [00:09:02] of the network. There could be a network interruption. There could be a scan that can cause you to drop your network connection to the grid, which means you essentially will lose what you’re doing. If you are in Gsub, you take that program which you can create in EG and you can save it out in the Linux world and through a simple command, which we will show later, it will run on the grid, which is a self-contained environment and it will produce for you a long end-list for your consumption. We use it quite a bit. Many people are starting to use it very much now because the benefits are pretty obvious. The user can submit and forget. There’s no need to remain connected. It allows for SAS checkpoint/restart capability. And we use SAS Grid Manager metadata for centralized control. You do have to authenticate with your password through the SAS app to the grid, and then everything that is on SAS app you can use within EG, you can use in the batch _____ [00:10:08].

Let’s talk about space in the VINCI world. When you are not necessarily on VHA CBW APP 15 for the Ops folks, but when you are in VINCI with your projects, you essentially have limitations I believe of 300 GB of project space for consumption in the Windows environment. Three hundred gigabytes at one time was quite robust. It no longer is. I see many of you folks make a table larger than that. So we strongly encourage that instead of using for your SAS work the client itself, we prefer you to use the grid environment. There currently we have approximately 43 TB of space for consumption and more is planned in the future of approximately 76 TB. You’ll be very pleased with the speed of our file system. Adding all that much more space does not, and I cannot stress this strongly enough, it does not mean we sacrifice good practices with queries, codes, and space. Don’t drop your options compressing. Don’t start bringing all your queries down in the SAS world. We’re going to keep them up in the pass room environment because we don’t bring the tables down into SAS work, which is prohibitive. And we only return the space that runs RRS. The VINCI SAS Administrators Kevin Martin and Tony Sulet and myself would be very glad to help you to optimize your code. If you have any questions whatsoever or any concerns about how your jobs are running, where they’re running, or anything whatsoever. Okay, nothing is happening with page down. 

Moderator:	Can you use your return key, or also on the lower left-hand corner there are some arrows if you hover over your slide? 

Mark Ezzo:	Okay, let’s do that for one moment to see if I can recover. There we go. Here are the SAS User Interfaces that you’re accustomed to. You can still get into the grid with Base SAS. SAS Enterprise Guide is the recommended venue for most of your programming, and Batch Submit, which you’ll do through a command prompt. We also have Enterprise Miner, which I’ll display later and actually do a live demo on. Most of you are familiar with Base SAS. As a side note and I’ve told many of you this, no one resisted going to Enterprise Guide more than I did. However now that I’ve been on it for four or five years, nobody will resist going back more than I will. 

This is another feature that I believe is underutilized. We use it ourselves and there are some users that use it very, very well. SAS 9.4 has stored processes. What does mean? That means that you can take a program, you can put prompts into it, and you can disseminate that amongst your community. What this will do is to allow folks to run a batch SAS job. It could be a model. It could be reporting. It could be anything, whatever you create. All you need to do is to put in the primaries, authenticate, however you design it. PROC STP can be executed in an interactive, batch, or server SAS session and can even be executed by another stored process. Essentially, anyone with a Web Viewer can executive and view the results, without using SAS itself. Some people may not even realize that they’re using SAS, as long as we have SAS on the server. It’s a very, very powerful feature. I see it at other site used quite extensively. Many folks are surprised to find that they’re using the SAS language when they see that. We also encourage you to give us any ideas. With any Stored Process demonstration, we will assist. Users can create Stored Processes, and we will provide you with the training. We’d be happy to do it for you. It’s very interesting. Also, please send us your suggestions for tools that we can build for you. For example if there is something that your group does quite frequently and you’re sending out an e-mail, we can automate that. If you have to have folks send out Excel reports, we can automate that. Or if you like we can replace those e-mails and automated reports with a URL that allows the people to bring up a screen and can display the information there. That allows them to download the results if they so choose. I find that to be very useful. That’s actually one of the most common uses of a stored process. 

We’ll see a lot of Grid Data Transference going forward. It can be done via Lib names and File names. You can work within the grid obviously with a SAS Lib name, but we also have _____ [00:15:34] that allow you to communicate while in the grid with the Windows world. I don’t recommend you keeping your data in the Windows world and analyzing it in the grid. It’s far more convenient and far more efficient to move that data over. For example if you wanted to publish something back to another project, you can do that directly within the grid and you can automate it. Another piece of software that we have is WinSCP. What is that? That essentially is something that allows you to communicate through drag and drop and you can use all of your Windows features. We’ll have a little demo of that. It allows you to communicate between Linux and the Windows world. How do we use that? It’s as simple as simple itself. Just click on that and where you folks will be going is here. We go anyplace, but this is where you want to go. Many of you will recall that we did this to get you set up so you had a proper SAS user library and we used this. So what happens? We log in. Enter your password as you would normally. Here the right side is the Linux world as you can see by this, and the left side is your Windows world. I’m not precisely in VINCI right now, but you can just click down and go to your P drive. I’m in the F-15 world where I usually reside. You can go anywhere you want here. You can go to the data area. You can go to the home area, but things are as simple as just dragging and dropping things back and forth. If I come to my area and go here and let’s say I want to open data and I wanted to move for example this over, that’s it. If I want to move something back, I could move this and move it over here. That is essentially your drag and drop interface between the Linux world on your right and the Windows world on your left. We encourage usage of that. It’s quite easy to do. 

Let’s go back to our example now and look at our Lib names. Here’s an excellent example. This is a job I run in the mornings. Let me show you the difference between Linux Lib name and a Windows share. This is a Windows share. I can get to this individuals project via the grid environment. I have a Lib name, Troy. That’s it on the Windows side. I can either write to it or read from it. This is a Lib name up to SQL Server, which you all know and love very well. These are encrypted passwords, which you can use with PROC PWN code. These are all of the Windows shares that we have. And I happily have SQL Server _____ [00:19:32], which I test. And then this essentially is a side which goes to my area. In the mornings we’ll check to see that we have access to Windows, access to Linux, and access to SQL Server. And you can also as you see right here, send out an e-mail, which we do to ourselves every day, saying that everything is functional. This is something that you folks can do from a stored process, EG, whatever. If you’re working something where you need to send e-mails out for studies or whatever, this is the way to do it and we’ll be glad to assist you. Are there any questions to this point?

Molly:	None so far. We’re good.

Mark Ezzo:	Alright. I’ll take that as a compliment. Moving forward here is a very simple program with my_____ [00:20:32]. We can move this back, and so I create something in SAS, Work X, which you are all familiar with, and we can do either PROC EXPORT or you can do that via Wizard You notice that those do the same Windows area that we just displayed. So I send that as a CSB, and this is the way that you would want to write from the Linux world out to the Windows world. You can also vice versa that. Let’s talk a little bit about program efficiency. This is the old way. This is the way that SAS has been programmed since the System 5 days, where essentially there was sort data equals sort data equals out. Then it combined merged. This is very memory and CPU and especially IL-intensive. You could do this a variety of ways. With one SQL or another way which we’ll explain in a moment called hash programming. We’ve done some bench markings where something like this could take you forty-five minutes or an hour. A hash program could take you a couple of minutes. This is something that SAS is pushing, and in fact is very common out there in the IT world at this moment. You’re essentially writing in memory. It’s not that difficult to do. This is an efficient program doing exactly the same thing with a hash object approach. Three tables are read into memory, but only one write action. You create a data set, and if zero then we set this. You have to set up _____ [00:22:18] in there. We define the hatch objects and it’s very, very simple. This is the nomenclature and we’ll put some documentation out there. Keep going forward and we define our hash objects there. Set from this back table as you saw before. What we’re creating from up here all comes from down here. We run it and it performs exactly the same action as this, but in milliseconds compared to what we did normally. If you are looking for any of this in your programs as far as you may feel that something takes too long, this will give you a spectacular gain immediately. The three of us, the SAS Admins, would be very happy to work with you. Kevin has made this a pet project of his in many of his presentations. 

You can do the SQL Pass-Through via the Wizard. If you folks would like I can demonstrate this very quickly. What essentially does that mean? You can write a SQL statement, but if you write it within SAS without doing a pass-through, I would essentially have to take the whole antibiotic table out of the demo scheme down in the SAS before I do any filtering or any selection. For example, if you have a table that was five hundred and nine rows and two hundred columns and you were not doing pass-through, you are bringing into the SAS work area a table of five hundred million rows and all the columns. So you are subjecting yourself to a huge amount of IO’s and subjecting others to a huge amount of IO’s, clouding up your SAS work area. And you’re probably doing something that would take you hours, where this can take you mere moments or minutes. All of this builds from the metadata library definitions, and gives you everything you need to connect. In this case we’re using an authentication domain, but in certain instances you will have to use your user name and login. But that will pick it up. You just click. And if you put your password in, it’s encrypted automatically. This table is created in grid work or work or a _____ [00:24:53] area, depending if you have a Lib name. This is just returning the results. It does a select star from this. I’m taking five columns with the _____ [00:25:08] clause in it where we only want Station 3n, and less than or equal to six hundred and eighty. That query will run in about a moment this way, but if I were to do this through a Lib name and _____ [00:25:22] step to get to this it would take me quite a while. This is just for the benefit of your efficiency and for the benefit of others. There is quite a bit less contention and this is really the way to go whenever you are doing an incursion in the database via SAS. If anyone has any hands raised I can go through and do a very quick one, but essentially this is what you’re getting. 

Molly:	Nobody has written in so far asking for it.

Mark Ezzo:	Okay so we’re good there. Let’s get into our advanced analytic phase a little bit. You have a lot of tasks that you can do within SAS automatically. For you beginning SAS programming, if you want to know how to work with data there are several options here. If you want to work with descriptive statistics there are several options here. It will also write the code for you that you can save for your consumption. You can get a little more interesting with MANOVA’s, regressions, multivariate, survival analysis. Even Pareto charts. You can do control charts, etc. Since we have ATS you can do all the time series that you like right here. You can do that and it’s a wonderful way to do it, or you can do it and just make it a part of your project. There are folks in here who do use R and we have had instances where we have had R shut down servers, only because of the robustness of the _____ [00:27:15]. To do this within SAS is very easy. We have a product called PROC IML. We do a very simple program where essentially we’re doing matrix in IML and we’re doing matrix in R. Both are very simple codes. The trick of it here is that everything is controlled by SAS. I don’t want to argue about it, but I think SAS’s data management is vastly superior. It’s one of SAS’s main strengths. If you have an R package that you’re very fond of that you want to use but it’s not working for you or you don’t wish to use it with the Luminescence VA data, this is the way to go. Let SAS handle the data and you can view your results here. You do export, data set to R, and you can also import from SAS to R. It’s done by something many SAS people are familiar with, Submit Program. We just say submit\R and then it’s an end submit. It’s a small internal program. 

Now R to SAS and I’ve helped many people with this and would be glad to help others moving forward. This is how we use R to analyze data in a SAS data set. We export the data to R and then we essentially can run any R package that we wish. It’s case sensitive, so you must use the correct case for the variables in the data frame. You can use the CONTENTS function in the SAS/IML language to obtain the names and capitalization of variables in a SAS data set. Many people have come back and say it’s not _____ [00:29:05], but the reason I put that up there is that it’s reason number one.  We have put out a link to documentation. SAS IML Documentation with all R facilities. You merely need to click on this and you’ll get all of the documentation that we have and will be very useful to you. 

Let’s talk a little bit about SAS Enterprise Guide 6.1 and its usage and reference in the grid. It’s a standard for coding and grid access, both here and in VINCI, and really throughout the research and SAS world. It is constantly being enhanced and has many automatic features. So you don’t have to worry about like you would in base SAS, SAS DM where you have to put a lot of hooks in and you have to put in a lot of code, just _____ [00:29:56]. It’s very easy to configure and use. As we showed, we have Wizards for almost any function. It gives you a Wizard to develop SQL Pass-Through Queries and we recommend that for the database. Let’s give a short live demo. When we say it’s very easy to configure, you don’t even need to go down to tools and options. For example, there’s one that we have for everyone where you close all your data. You want to click this box “initialize _____ [00:30:32] available,” when connecting to a workspace. One that is very important is that this controls where your applet would go first. I prefer mine to go to work. I have work up here. So if I’m doing an import of data, it’ll go to my work file unless I define a Lib name and force it. If I for example had this as number one it would go to grid work first, but I prefer it to go to work. Here you have what the general results would be. You can go SAS Query, you can create HTML, you can create a PDF, and you can send it places. I like to keep this at zero so that nothing opens up. You can control almost any of the environmental processes of EG right here, project views, project recovery, how to save a project, what’s your graphing going to look like, how to control the graphing. An end custom code you want to put beforehand. For example, if you had an all exec statement or a macro or a Lib name you wanted to create, you could insert that code before any of your projects. That is very useful and very efficient. General tasks are very few. You might want to use PROC SQL or PROC SORT for sorting and pass. That’s entirely up to you. Here’s more administration. You can see here how you want to move it back and forth, e-mails, security, etc. 

We have recently revised a change in libraries. I have memory seal on all the libraries. If you come down you’ll see that because it was causing confusion we took out grid work and the remote work libraries. So we’re essentially forcing you into the work. If you go anywhere if you write something it’s going to come down and you don’t specify output, it will come down here. If you write something to work you have to refresh to see it down here in work. If for example you have your own scheme, and I’ve actually done this with a few folks today, and you had a Lib table that you created in work, the easiest way to upload it is to drag and drop. I could essentially take something and let’s say I was in this project, not a default scheme because as you well know you can only write to default schemes. I could just take it from any other area which I am able to do, my work area, my permanent library, my Linux side. I could drag it from there and now I just loaded it into SQL Server. Conversely, I can go to a source scheme if I had a table here, I could take my cohort and let’s do something very simple. I can just do a copy and I could come down here and do a paste if I so desired. 

Essentially I have moved that entire file out of SQL Server into my SAS work area, or into my permanent work area. Now I’m able to use it to my consumption. I don’t have to write PROC SQL. I don’t have to write a data set. It’s just simple as that, a simple drag and drop. You can also go here and you can do task by category. You can look into your files. This is our server area. We didn’t create any prompts or anything so we’re good there. This is history and at this point I really don’t have any. This is my refresh button so I can refresh whatever I’m doing when on the fly. When SAS EG is created you have a log file on this and you can have a log summary. If you click on that it will show you very quickly any errors or warnings or notes that you have. It’ll show you your output data or your results. And then this comes back into the SAS work environment. Up here are the usual things, how you can open projects with new anything, new project data. This is how I would do it. I would just click new stored procedure and then I would just follow the Wizard prompts. That’s how easy it is to do a stored process. There are the usual editor things, copy and paste. There are the usual views, and Task Wizards we looked at briefly. These are for programs. I can do new, open, or I can do analyze. Let’s talk about that a little bit. 

What do we mean when we say analyze a program? I actually do that here. This is a program that will run on the grid, but will not optimize for the grid. How would I do that? Essentially I can do it just this way, analyze the grid computing. So I have this program here. I click grid. I begin analysis and there it is. This essentially has taken this program and put it in a parallel mode that will run on the grid. Instead of me running it in a linear fashion one at a time, it’s going to break it up and run it run it concurrently. And it says that there are nine tasks to show, seven can be R submitted. This means out of all that I have, seven will run concurrently at the same time. How do I add the project? Click add the project, and there it is. I can run this job and it will run and do exactly what the other job did, but much faster. With this I maybe saved about one minute. However, if you have a very, very large project, you will want to do this because it is going to break it up and run it in parallel. And what may have taken you hours will take you minutes. I cannot overemphasize the necessity of that. Moving forward now we have Gsub, which we spoke about earlier. This is the batch process. How would we do Gsub? You open a session and in this case I’m going to go to Gsub one. You put in your main login and that would be SANS domain. You enter your password. From this alone just copying that and coming down here, pasting, hit enter and enter my password, I’ve submitted it to here. So it’s going to show me the logs. 

How do we review these? Again we go to our friend WinECP. I copy this and then I come down and I right click over here. Paste it in and hit okay and it shows me my log, my program. In this case it only produces logs, but that’s all the program was meant to do. It would show me a list file and everything. If I made a report, what would I do with that if I wanted to save the log, the program as we did before? You save the program as we did before and drag it back. Nothing is simpler than that. The advantages of it are that we do not have to worry about the Windows environment as we would if we ran it through EG. So if you have a very long arduous model, arduous job, we strongly stress you want to run it in Gsub and not through EG. So we have test programs to grid for processing, display status of users jobs, retrieve output from user jobs on local directory, and you can cue your jobs too. What are the advantages of using Gsub? You can submit and forget it. There’s no need to remain connected to process your job. 

Moderator:	Mark, I’m sorry to interrupt you. Could you go back up into full screen mode please?

Mark Ezzo:	Oh, my apologies.

Moderator:	No problem. Thank you.

Mark Ezzo:	Here we go. Users can view job output while the job is running. This means you can look at progression by viewing your log. You can see how the outcome is going, and you can close it and it won’t interrupt you whatsoever. It allows us to if for any reason a job stops, we can pick it up at the point and restart it again. So if you were running a job that would take you three hours and it ran two hours and for whatever reason died, data not being available, we will not rerun the job for three hours, you just finish the job. It uses SAS Grid Manager metadata for centralized control, passwords, authentication to various data sources, etc. Note, require shared process in between client and grid. These are the SAS Gsub parameters. This is the program that you would write, SAS Gsub submit SAS program, and that concludes your directory structure. These are other parameters which you can look at and use. But you know what; you can live your whole SAS Gsub life just from that one line. With that and WinECP, you essentially have the Gsub world at your feet. Here again is an example of the output, which we showed you. The log file, the directory, and the output and you merely edit it there within it with SUP. We did a small example, which I just ran and it breaks down as follows. Gsub is the command. Grid submit is the program is the option. You’re essentially telling it that you want to submit a program. This is the directory and where it’s located. And that’s the program you wish to run. I preceded myself with a live demo, but you get the picture. That’s a very simple way to do it and you can create your jobs and test your jobs in EG and save your jobs to your log and as long as you have that remembered and you have the job name and then you can go into SAS Gsub and submit it accordingly. I’ve noticed that this is becoming more and more popular. I think you’re probably seeing about thirty percent in building of people using submit to run rather than EG, especially for larger jobs. That is entirely the correct procedure. 

Let’s talk a little bit about SAS Enterprise Miner. It is the state of the art in Data Mining and Modeling Software. You would see that in Cramer’s V. It has a friendly user interface, which allows less programming and more analysis. It’s accessed via a link. You will click on that link. Click on launch. It downloads to your area. You’re still on the grid. Don’t worry about that. And you essentially put your authentication in. the authentication is your login, lower case, without your domain. Let’s do another quick demo. Here for example I do the URL. It comes up in this manner and I just click launch. That’s pretty much what you see. It’s downloading it down to the SAS world. You don’t want to cancel; it’s just verifying the application. It comes up and you say I want to launch it and off you are to the races. This is what comes up. Once you put it in there you can save it. I don’t save my password, and I don’t recommend saving your passwords. And then we just log off. This is one of our most popular features and is increasing more and more. Here you can create a new project. You see SAS app, but really you want to use this one, SAS EM, SAS Enterprise Miner Eligible Workspace. Then cancel out of that. It can show me any project that I’ve written and I can actually go into the folders if they’re shared. For example, if you were working, as many of you do, in mobile project and you have one Enterprise Miner job, you could call it up, put it in a new folder, save it under another name is you so choose, and use that as a template going forward. We have recent projects. I actually run this one every morning to test it, and we can view our metadata, sharing what’s in my folder. It allows me to go into other folders that can share. I can share everybody’s obviously, but you’ll need permission to do that. 

Coming down here, this is a cyber-demo that we run every day. What I did was to create a data source, which we see here. Then I started hooking up whether nodes or modules or whatever I wanted to do up there. It’s very, very powerful for modeling. For example, you could just drag over and it will show you the types of models, or you can even import models. You can even use R within SAS Enterprise Miner. I use this quite a bit and I can’t say nothing about regressions, induction, two-stage, etc. In this version we have high performance, meaning it runs all up within memory. It’s excellent and very, very fast. We have utility functions here. We can register, open source integration. That our friend R again. We have metadata, we do the demo, we have reporting in there. You can actually generate a document from nodes in the process. I’ve taught several classes on this. I could spend forever here. The time series is very powerful with preparation and decomposition. We can do sampling. We can explore analysis, graphics. You can modify it. Replacement, principal components, and you do a lot of that down here. I’m just going to run this one very quickly to demonstrate it to you. Let me be explicit though. 

If I do a static explore how do I control what I want to do? I essentially just drag and drop the node here. Let’s say that I wanted to connect this to it. It’s as simple as that. Just take it from down there with my little pencil and I hook it there. How do I change parameters? I click on it, go over here; I can import data, export data. I can change the observations. I can make it test. Yes or no for it’s a toggle. I can recall tabulations. The point is that I can change the number of bins that I use. I can do interval variables. I can take chi-squared and no chi-squared. All of the parameters I need to use I edit right here. This will also show me status. What will happen there? We have to have our preferences and I believe I’m already set up. Use grid processing unavailable, so I just click here and say yes. It is initializing itself. Now you’ll see it turn green, which means it’s starting to run and then it will also display to me which grid node I am on, and in this case I’m on four. As a licensing note, we are authorized for sixteen cores here, so we set up SAS EM so not to violate our licensing restriction and set it up for only two nodes. So you only see two or four. I only mention that so you don’t get worried not to see one through five. Then it runs here. For something that small I don’t have to run on the grid.  Then it’ll display to me when it’s all done, and then I can look at my results right here. 

For example if you look here I have chi-squared. I can look in Cramer’s V right on the fly. I can view summary statistics, interval class. I can drill down even within the output. It’s extremely useful. I can’t say enough about this. I use this constantly. Now if I come down here as we spoke about before to parallel processing, when we run this all of this will run at once. I’ll run the neural network over the auto neural over on the decision trees simultaneously to my regression. And then I bring them all to a control point. I don’t run them one at a time. They run concurrently. This is something that I really like, model comparison. When I come to my control point and bring all of the results down this will actually tell me out of all of the models that I ran which one is the most reliable. It says here that my decision tree two is a selected model out of my neural network. My decision tree one is my regression and my auto neural. And you can see why. In this job I wanted to look at average profit for each model, which one would return selection. This returned the highest, which is why I choose it. The reason why I show you this is because you can select the criteria for what makes this the best model. In this case it was average profit. It’s extremely useful. You’ll remember the old modeling statistical days where you had to go back and do this ourselves, and appreciate it very much. It’s one of the biggest gains by far of Enterprise Miner. If I want to do it I can run the model at any point or I can run the entire model and I can even include SAS code. I can add customized code down here. If I wanted to run the whole thing, I would just click run, say yes, and it’s off to the races. 

Moderator:	Mark, sorry to interrupt. If there anymore of your actual slides you wanted to get through, we are approaching the top of the hour. Or, you can continue with demos and people can review them on their own. It’s up to you.

Mark Ezzo:	No, it’s pretty much it. That was a quick demo and here’s my last slide. We wish you all good gridding, and I want to thank you all for attending. Please contact us with any questions or suggestions or training. Whatever you need the three of us will be glad to provide it. My eminent colleagues Kevin Martin and Tony Sulet and myself are at your beckon call usually. 

Moderator:	Thank you so much. That was a great demo and a great presentation. We do have time for some questions. For those of you who joined us after the top of the hour, go ahead and submit your questions using the question function of the “go to” webinar dashboard on the right-hand side of your screen. You can expand that by clicking the plus sign next to the word questions. We will get to those in the order that they’re received. Mark, you can either leave this page up or you can leave the contact page up. The first question we have is “When will SAS/STAT be licensed for use on the SAS Grid? Is SAS 9.2 no longer available?

Mark Ezzo:	It’s licensed on the grid even as we speak. SAS/STAT, ETS, and OR are all on the grid now. We’ve moved all of the statistical modeling functions over to the grid because it’s a superior venue and a save on licensing. SAS 9.2 still has it, but that is going to go away in the very near future. Anything you want to do in the statistical realm will need to be done on the grid itself. It is fully stocked for any of your statistical processing.

Moderator:	Thank you for that reply. The next question is, “Are there special procedures for signing off?”

Mark Ezzo:	Not really. If you want to sign off from the grid if I’m in EG, just file and exit. If the job is running, EG shuts it down itself. I’ll show it to you very quickly. As you can see we’re running a few things concurrently, which is why we have grids in the first place. As you look here if I’m running this the stop button will come up and I can kick it off because I really didn’t want to do it. I don’t want to run a big job, I can click stop and it will shut it down. If I want to get out of EG I’ll just “x” it here. Or many people will just go up and do it that way in the usual manners.

Moderator:	Thank you. The next question is, “How do we kill a Gsub job before it finishes?”

Mark Ezzo:	I will send that out to the group a better way to do it. I don’t want to say it and essentially confuse people. They may do more damage than good. We’ll put that as a part of the documentation.

Moderator:	Yeah, any supplemental material you want to give me I can post on our online catalogue that people will have access to. We’ll give people a few more minutes to submit any other questions, but until then would you like to give any concluding comments?

Mark Ezzo:	I would say that the VA is extremely fortunate in having this here. It is by far the most consumed software for research. Except probably for maybe for SQL Server, it’s the most consumed software in the VA and in VINCI itself and even in operations. The VA took very good care of you. It’s state of the art. We have excellent Linux SA’s and ourselves as SAS Administrators to assist you in it. The group will help you with any data preparation or with any questions about SQL or the data itself, quality of data, content of data, etc. You really couldn’t ask for a better venue. I’ve been in research and SAS and the R world for a long, long time, and I will tell you right now that this is state of the art and I have never seen a better environment.

Moderator:	Thank you. We really appreciate you lending your expertise to this field. And of course we appreciate our attendees joining us. I just want to let everybody know that you will be receiving a follow-up e-mail with the link to this recording and to the supplemental materials. We are taking a hiatus in January from the VINCI series, but we will get back to it starting again the first Thursday of every month starting in February. That’s at 3:00p.m. Eastern. As people are exiting, please do wait just a moment for your feedback survey to populate on your screen. We do take a look at your feedback and that helps us to choose what topics to delve further into. We have just one minute remaining and one last question, “What is the storage capacity of the SAS Grid for multi-terabyte data projects?”

Mark Ezzo:	Right now we have forty-three terabytes, of which I believe Kevin if you’re on, twenty-four, twenty-five consumed. We are going to upgrade to about seventy-six. So we really don’t put a limit now because we have not had a need to on how much people can consume. We do monitor. For example, if we saw that one project all of a sudden was using up fifty terabytes, we will question you in that regard. And we may find alternate ways to do archiving. But as of right now there is no limit, except your own good judgment.

Moderator:	Thank you so much. We really appreciate it. So as I mentioned for our viewers this is an ongoing series, so please join us every first Thursday at 3:00p.m. Eastern for more VINCI sessions. I can’t thank you enough Mark. We really appreciate you presenting. Please take just a moment everybody to fill out those feedback questions on the survey. It helps us to continue to improve our program. With that this does conclude today’s HSR&D Cyber Seminar. Thank you all. 

Mark Ezzo:	And may I wish you all a very Happy Holiday and good wishes and safety to you and your family throughout the holiday season and for the coming year. 

Moderator:	Wonderful. Right back at you from me and the rest of the audience.

Mark Ezzo:	Take care all. It’s a pleasure. 
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